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vlim-project/vlim
[Bugfix] [KV Connector] Only enforce disk block alignment for O_DIRECT
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JRSCEERE: http://prhub.com.cn/vlim-project/vliim/pull/55424

PATHE

« —4)3E: {X O_DIRECT 3&#H|3RXMFF, 18£8 page-cache #i#E offload BaikIK

< EESE: BEERIE. KR/, ERBERERTMNEITHRECME AR FRNELESE
EARNBZBEFNER: eI~ AARN /0 ERX, MAELRGEL2REER. BN

F# %3% mevince #£H 89 O_DIRECT Bt padding follow-up, Z3&#EitE ZER AR
¥ 1/0 %35,

THRES B

PR body PARAFEH : DiskBackend.init T assert total_block_bytes % 4096 == 0, %A
ERI O_DIRECT KL (K DMA EXK buffer. XfF offset SEMKERIT) , M
use_page_cache=True B X AR O_DIRECT #TH, buffered preadv/pwritev &H X F4
R, BiZ TS RERAE, £ KV per-block stride & 512 XFfIE 4096 X FHPRES
A (40 DeepSeek & token 576 1 latent. GLM-5.2 &40 132 F ¥ sparse-attention
index) & page cache X T E#ERIALK: AssertionError: total_block bytes=3098112
not aligned to 4096,

SRR

1. REHIA: F vlim/v1/simple_kv_offload/disk_backend.py # DiskBackend.init &,
total_block_bytes % _ALIGNMENT == 0 Bl & 6 T XA F A RREHAT; O_DIRECT
RE—FE 4096 XFHERZ,

2. LTS BRI E A3 if not use_page_cache 2%, HAEEFHBAXNFTARKAN
#¥ DMA; O_DIRECT B RFFRABRE, page cache BERBRGEEMR.

3. EYIMER: TE tests/v1/simple_kv_offload/test_worker.py #7385 E0MR,
test_disk_backend_alignment_only_required_for_direct_io, =55 5| B =
4096+page cache (i) . 512+page cache (&i¥) . 512+ 3k page cache (

AssertionError) , ##3& page cache T backing file # num_blocks * block_bytes 4l
2,

4. MREE: RE—REZAXNFTFIDIR stub pin_tensor/unpin_tensor, EMRFKF
cudaHostRegister BEMRSEEFMIRFAE X 8], #% flake; pin/unpin 4 & E 1A Bk
S EYIMRE =



5. B$4F: @3¥ CUDA/ROCm gated B pytest ¥4 tests/v1/simple_kv_offload/test_worker.
py -k alignment_only_required_for_direct_io, A% Buildkite CI (F>R /ci run. —X&
/ci retry) B,

REEF:

« vlim/v1/simple_kv_offload/disk_backend.py (i3t i /E3%; 25| source; LR
core-logic; 5 init) : MWEE: KXFHE ML &ML AIX O_DIRECT BZHAT, ##
IR page cache R TREER BEHIEM B ; O_DIRECT AEAMSAIFARE,

. tests/v1/simple_kv_offload/test_worker.py (#3k Worker MR ; 25| test; LR
test-coverage; 45 test_disk_backend_alignment_only_required_for_direct_io, _init) :
FIESBAEVINIR, ZHSBIIENFTARRE O_DIRECT £2K, H#&E backing file
K/MEBEX; stub pin/unpin #&iE hermetic,

X5 DiskBackend.init, test_disk_backend_alignment_only_required_for_direct_io

KR BR

vliim/v1/simple_kv_offload/disk_backend.py

BB 5 KXW E MR NIX O DIRECT B2HUT, #EM page cache R TIRAH
REWIENER: O DIRECT AR RFRE,

# vlim/v1/simple_kv_offload/disk_backend.py
class DiskBackend:

# B KV offload /E3: X3%F O DIRECT BB 5 page cache ZFfPER

def init(
self,
gpu_caches: dict[str, torch.Tensor],
device: torch.device,
load_stream: torch.cuda.Stream,
store_stream: torch.cuda.Stream,
disk_path: str,
num_disk_slots: int,
total_block_bytes: int,
num_buffer_slots: int = 2,
use_page_cache: bool = False,
) -> None:
self._load_stream = load_stream
self._store_stream = store_stream
self._total_block_bytes = total_block_bytes
self._num_buffer_slots = num_buffer_slots
self._tensor_names = list(gpu_caches.keys())
# T tensor M9 block FH# (stride(0) * element_size())
self._per_tensor_bpb = |
t.stride(0) * t.element_size() for t in gpu_caches.values()

]

# 4096 WNFAKRRBETF O_DIRECT: W% DMA &K buffer. X offset



# 5EMKEARIRN T £ page cache By buffered preadv/pwritev
# HRAINAER, WEILEM assert ik per-block stride {X 512
# XFEPREER (40 DeepSeek. GLM-5.2/5.3) 7 use_page_cache=True
# AR, EIiEEREIkskE| O_DIRECT B2,
if not use_page_cache:
assert total_block_bytes % ALIGNMENT == 0, (
f'total_block_bytes={total_block_bytes} not aligned to { ALIGNMENT}'

# store/load BANHRIL buffer i, M5 &&i2E A
self._store_buffer_caches = {}
self._load_buffer_caches = {}
for name, gpu_t in gpu_caches.items():
bpb = gpu_t.stride(0) * gpu_t.element_size()
store_buf = _alloc_aligned(num_buffer_slots, bpb)
pin_tensor(store_buf)
self. store_buffer_caches[name] = store_buf
load_buf = _alloc_aligned(num_buffer_slots, bpb)
pin_tensor(load_buf)
self._load_buffer_caches[name] = load_buf

# B slot B iovec A, BREXEMEEAA .numpy()
self. store_slot_views = [
[
memoryview(self._store_buffer_caches[name][slot].numpy())
for name in self._tensor_names
]

for slot in range(num_buffer_slots)

]

self._load_slot_views = [
[
memoryview(self._load_buffer_caches[name][slot].numpy/())
for name in self._tensor_names

]

for slot in range(num_buffer_slots)

]

tests/v1/simple_kv_offload/test_worker.py

S HLENINR, =BS5SRI FTARRE O _DIRECT A£3%, HARIE backing file X/
& X ; stub pin/unpin £&iE hermetic,

# tests/v1/simple_kv_offload/test_worker.py
# =tHE % 4096+page cache (FE&3 @) . 512+page cache ((BEE B#R) .
# 512+0_DIRECT (ARA43K)
@pytest.mark.parametrize(
('block_bytes', 'use_page_cache', 'expect_ok'),
[
(4096, True, True), # aligned control
(3 * 512, True, True), # 512-aligned only: fine for buffered 1/0



(3 * 512, False, False), # O_DIRECT keeps enforcing 4096 alignment

)
def test_disk_backend_alignment_only_required_for_direct_io(
tmp_path, monkeypatch, block_bytes: int, use_page_cache: bool, expect_ok: bool

# 4096 W E RET O_DIRECT; page-cache I/0 FRifik E,
#OREHER (FllnEA rank B 101 AN cache tensor) 8 block stride
# FTRER 512 MFERRE 4096 X577, WEISIL use_page_cache=True W% RB5,
# host pinning 2 A @AM, FTRRARBUEMIRES;
# TR % cudaHostRegister & Musk I MR 7% B FM X B FEK flake,
monkeypatch.setattr(
‘vllm.v1.simple_kv_offload.disk_backend.pin_tensor', lambda t: None
)
monkeypatch.setattr(
‘vlim.v1.simple_kv_offload.disk_backend.unpin_tensor',
lambda t: None,
raising=False, # 3% X teardown %A unpin, FEEALIE
)
num_blocks = 4
gpu = {'k': torch.zeros((num_blocks, block_bytes), dtype=torch.int8, device="'cuda')}
backend = DiskBackend()
disk_path = tmp_path / 'kv-offload.bin'

def _init() -> None:
backend.init(

gpu,
gpu['k'].device,
torch.cuda.Stream(),
torch.cuda.Stream(),
str(disk_path),
num_blocks,
block_bytes,
use_page_cdche=use_page_cache,

# O_DIRECT 3R AUKRIBIELIE 4096 X FHF
if not expect_ok:
with pytest.raises(AssertionError, match="not aligned'):
_init()
return

# BN E: page cache W 512 X5F, B backing file # num_slots * stride £3&
_init()
try:
assert disk_path.stat().st_size == num_blocks * block_bytes
finally:
backend.shutdown()



TSR A

ivanium A B EE: "Thanks for the PR but I feel a 4k alignment is not a unreasonable
requirement. Can you elaborate on when this fix may help?" mevince E: DeepSeek 3&
A token E4E A EA 576 {H latent vector, GLM-5.2 X&Hn 132 &% /token B
sparse-attention index, FEBELRH 4096 XF7F; Qwen B9 8 3k 128 4 KV 154F 2 4096
&%, ivanium JA®: "It makes sense to me now. The PR as the current shape looks
good to me." # APPROVE, mevince :X{gH i A O_DIRECT #RAES & padding 3|
4096 EA follow-up.

c 4k RFBRETAEE, RBEMAAFE (question): ivanium TATTAERE, TAKN PR HAl
B4 OK 7 APPROVE,

- O_DIRECT # R 2 &5k padding 3| 4096 (design): A follow-up R5L#E; AT PR X
5 page cache B&42,

« JIFOMIRIT host pinning B hermetic & (testing): B HER CI; pin/unpin &4 &
HA o B E) MR E =

R 5 B

« RS R EEFERT S page cache #42: 1) disk_backend.py FFRETE 48, wHER
A HMRADRIZ total_block_bytes 4096 X457 (Bl X Hm#. iovec Mi&E. mmap BRAT)
. A PR REBEMEI; MIREIET XM size BXEREE offset X7, 2) O_DIRECT #
ANMIRTEY 512 XFER, FZHF R use_page_cache=False IBaIAIK, FEXALE
e 3) MR stub pin_tensor/unpin_tensor £¥#% B 5 host JEMEK, RiXiz4 avE HA
BEITRRRK, R, 4) F/E4523 O_DIRECT padding, &Z5 slot LB H4H
RIRPIR#E, BERSMERZR,

< B XA #EABE offload + use_page_cache=True HEEH#ERE (DeepSeek.
GLM-5.2/5.3 &) MEZBahEATH; O_DIRECT AFPTARE., MAL%: (RKKE
BRI, FBK 1/0 EX, MHEPBA: BABT 4096 MFARMRIRAR, FESHLEITMR
51k Ki24%5, 34 O_DIRECT padding follow-up 324t 7 RE T X,

« RFEFRIT: page cache BAIZEF T offset/iovec I15F , MR stub pin FTEEFEZ MR |
O_DIRECT padding follow-up &ZE

PRINeZS

« PR #56214 [Model] Support DeepSeek-V4.1-Flash: 54 PR R &
vlim/v1/simple_kv_offload #3% (manager.py) , # RHEHi# offload BIREERZ, BRMEX
SERA KV layout 35,

« PR #56138 [Bugfix] Pin EPLB and MLA host-to-device transfer buffers: EFEE%
pin_tensor § host &4 AR, 5K PR MIRAFEHE pin/unpin B150H—3K,



