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# kB vllm/models/qwen4_exp/nvidia/ops/ple.py BIXEEE KB
# 1E ple_conv BT, FERSRI|KEN S BIFEHELAZX
state_idx_stride = state_indices.stride(0) # #3E: FKEI MR, BRIRIREL

# 7 _ple_conv_kernel A#Z9F, #RAFEMBIRSEKS]

# JRARAD: sid = tl.load(state_idx_ptr + r).to(tl.int64)

#BEE:

sid = tl.load(state_idx_ptr + r * state_idx_stride).to(tl.int64) # £ AP @It E EMRE

# & ple_conv_writeback_kernel A#Z, FE&FNASREE

# FBARAD: sid = tl.load(state_idx_ptr + r).to(tl.int64)

#EEE:

sid = tl.load(state_idx_ptr + r * state_idx_stride).to(tl.int64) # F{&[ES BH{E A EE AR5

tests/models/qwen4_exp/test_ple.py
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# X B tests/models/qwen4_exp/test_ple.py BYZEEM R A B
# ¥ B _ConvBatchCase #i#EE, HnptaRs|fos RSEH S
@dataclass(frozen=True)
class _ConvBatchCase:
#.. OAFER ..
state_index_stride: int = 1 # #3: EIRKRF|WIE (Hlin MTP=3 B 18R 4)
include_null_state: bool = True # #¥E: FHZTENMNR+FH A NULL_BLOCK_ID

# 7£ _make_conv_metadata REKF, WEFBERIIKE

if case.state_index_stride > 1:
#ORISBRIIKE: BTRAFIARKME HAKRA NULL_BLOCK_ID
strided_indices = torch.full(

(non_spec_state_indices.numel(), case.state_index_stride),
NULL_BLOCK_ID,



dtype=torch.int32,
device=device,

)

strided_indices[:, 0] = non_spec_state_indices
non_spec_state_indices = strided_indices|[:, 0] # A% —5|{EAR3IME

# FEMRAB: prefill-strided-state-indices
# EBEFINE: BHWKE (16, 676), 10240 EiE, W 4, T NULL RS
pytest.param(
_ConvBatchCase(
prefill_query_lens=(16, 676),
channels=10240,
state_index_stride=4,
include_null_state=False,

),

id="prefill-strided-state-indices",

),
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