PR #55370 BEIRLE

vlim-project/vlim
[Bugfix] Make “mm_device_do_normalize™ encoder-cudagraph safe
&3FatlE]: 2026-09-10 01:43

JRSCEERE: http://prhub.com.cn/viim-project/vlim/pull/55370

PATHE

o —A)iE: P—TFIAREE, BEHREE CUDA Graph TEBBRAREL

« EMNE: EERIR, XKBEAAEN: —&2 B—EAERMIINE FTRBIMIE] X—5%
MIMERE, URCIfAI—RMEE % eager / encoder cudagraph / DP =Z£&%42; —&
coderabbitai 5 cjackal %F dtype ¥ cast B EHEREENEIL, WA
FusedInputNorm 8 uint8 MIARAZXERITHEIR; =2 Vi XIBETRAREMERERM (
PFI— RS CG. padding ITHEEITHE. & replay —R D2D cast) , FHIEZENEE
LIE/E4E #56711 / #56798 ME R, EVRFREHEMBA T mm_device_do_normalize
B VL =R 2 HEMIL self.input_norm BETIHNE, FHEEI—NE
cudagraph_mm_encoder B9EYIFAH,

THRES B

PR body BA#&LER: mm_device do _normalize (8 #50411 5| N\) RIE process_* input
T A, M encoder cudagraph 42 (cg_manager.execute — encoder_eager forward()
/ encoder _cudagraph_forward()) BE#IEHA self.visual(...), F& lunscaled uint8 pixels
are passed to the vision tower and image embedding is silently wrong - resulting in
complete gibberish on vision questions (mostly whitespaces in case of Qwen2.5)] ., 1k
ZYHHE before/after B E/R main LEARMHZAFH, KPR B EAERER, 3
WA EEMR—F TRAREERIEIR] M AR

SCEL AR

1. ZBEAND: BT — AR TR IEBE AR, viim/model_executor/models/qwen2_5_
vl.py B9 Qwen2_5 VisionTransformer.__init 5
vilm/model_executor/models/qwen2_vl.py B Qwen2VisionTransformer.__init__ #T¥EH
% input_norm: nn.Module | None = None (}&% prefix Z®I) , HFE patch_embed #4
2 517 self.input_norm = input_norm if input_norm is not None else
FusedInputNorm.identity(). JRE 2 encoder cudagraph B2 R 23t self.visual(), )3—
1 RAREMN LN IR T 6E B = 23R A B,

2. MBI forward: V[ A—ILRAE—ETLRF. B VisionTransformer.forward B9 E4TH
x.to(device=self.device, dtype=self.dtype) BxH
self.input_norm(x.to(device=self.device), self.dtype); Zc#k device. RIFEHE L, B
R % FusedIlnputNorm # rescale + normalize ##i self.dtype, VI—/LE b CUDA



Graph 3£, 5 eager B2 AR T L — K,

3. SNERER B MIRBE A self.input_norm, FFHEEBFRANMEEE S,
Qwen?2_5_VLForConditionalGeneration / Qwen2VLForConditionalGeneration &
__init__ & input_norm=FusedInputNorm.from_model_config(self.model_config) £ A\
ML process_image_input. _process_video_input MR E R self.input_norm(...)
WA, EUMRERRIF—1,

4. DP 2% 8y dtype ZARE, mm_encoder_tp_mode == "data" X kR %
pixel_values.type(self.visual.dtype) / pixel_values_videos.type(self.visual.dtype) %
run_dp_sharded_mrope_vision_model, BRECIE|IRNEZE E)3— BB cast] BIFATK
2, WEP—HERAMEER, SMERNXNTT dtype, R helper £F| uint8 (HokR5
all-gather % HA3ERI dtype) o

5. MEREE: DMRAMAIEE E2E #IEXTFT, tests/models/multimodal/generation/test_g
wen?2_vl.py 89 batch_make_image_embeddings 5 batch_make_video_embeddings FEif
F image_processor.preprocess / video_processor.preprocess B, Z5EX
lIm.get_lim().model_config.multimodal_config.merge_mm_processor_kwargs({}) &%
**mm_kwargs. JRE 2N EIRE HF processor B9)a—4k, Ml IEhS)a—1t,

, B double normalization, B3 mi250 CI ALK (FEEENR XL
FIN) o RKFITHHER cudagraph_mm_encoder BalfLirs, &£ RIEK# PR body
BWNF5h e2e A,

R

« vlim/model_executor/models/qwen2_5 vl.py (#3k M5 %miE; 25| source; LR
core-logic; 5 Qwen2_5 VisionTransformer.init,
QwenZ2_5 VisionTransformer.forward, Qwen2_5_VLForConditionalGeneration.init,
Qwen2_5_VLForConditionalGeneration._process_image_input) : F&E X #:
Qwen2_5 VisionTransformer. _init__ #3% input_norm JEAS%k. forward BITEA
self.input_norm(...), ZMNE Qwen2_5_ VLForConditionalGeneration &
self.input_norm #+# _process_image_input / _process_video_input K4 DP 4% &
N dtype caste

« vlilm/model_executor/models/qwen2_vl.py (#3k M558 ; K9] source; EH
core-logic; 5 Qwen2VisionTransformer.init, Qwen2VisionTransformer.forward,
Qwen2VLForConditionalGeneration.init, Qwen2VLForConditionalGeneration._process_
image_input) : EMEENE - MER XM Qwen2VisionTransformer.__init__ 30
input_norm JEA. forward BT A self.input_norm(...),
Qwen2VLForConditionalGeneration [E# #f& self.input_norm 37
_process_image_input / _process_video_input B DP 4% %} .type(self.visual.dtype).

. tests/models/multimodal/generation/test_gwen2_vl.py (#E3k ZAEAMR; %5 test; %
A test-coverage; %5 batch_make_image_embeddings,
batch_make_video_embeddings) : MRBE: batch_make_image_embeddings 5
batch_make_video_embeddings 3| A\ merge_mm_processor_kwargs({}), 1EMR LR
H5#EEM—K, EERENTEAITRIT—FEKE double normalization (mi250 CI &Kk
") .



XS Qwen2_5 VisionTransformer.init, Qwen2_5 VisionTransformer.forward,
QwenZ_5 VLForConditionalGeneration._process_image_input,
QwenZ2_5_VLForConditionalGeneration._process_video_input,
Qwen2VisionTransformer.init, Qwen2VisionTransformer.forward,
Qwen2VLForConditionalGeneration._process_image_input,
Qwen2VLForConditionalGeneration._process_video_input,
batch_make_image_embeddings, batch_make_video_embeddings

KR B B]

vliim/model_executor/models/qgwen2_5_vl.py

THBEXM: Qwen2 5 VisionTransformer. _init_ #3¥ input_norm SEAS$k. forward &
1T A self.input_norm(...), 7ME Qwen2_5_VLForConditionalGeneration #lFR
self.input_norm ##& _process_image_input / process_video_input 8K DP X B R
dtype cast,

class Qwen2_5_VisionTransformer(nn.Module):

def __init_ (
self,
vision_config: Qwen2_5_VLVisionConfig,
norm_eps: float = 1e-6,
quant_config: QuantizationConfig | None = None,
# F3G: VT EREKESIMNE conditional model JEA,
# XML E e [—EWIET—1b) Ak,
# MABREBRAATZTAE process_*_input
input_norm: nn.Module | None = None,
prefix: str ="',

) -> None:
super().__init_ ()

self.patch_embed = Qwen2_5_VisionPatchEmbed(
patch_size=patch_size,
temporal_patch_size=temporal_patch_size,
in_channels=in_channels,
hidden_size=self.hidden_size,
)
# BRIA identity: [BIAAAARSEESRE, BEHRES)T—1t,
# BTHEE LB RIEMABRT— LB A ELITA
self.input_norm = (
input_norm if input_norm is not None else FusedInputNorm.identity()

def forward(
self,
x: torch.Tensor,
grid_thw: list[list[int]] | None,

*
>



encoder_metadata: dict[str, torch.Tensor] | None = None,

) -> torch.Tensor:
# BMEE: JA— RS forward BIE—1T,
# encoder cudagraph 842 (EncoderRunner -> encoder_cudagraph_forward)
# RAHA self.visual(), WRISB)T—1b, EEREKRH uint8 B REFES
# patch_embed, FE1{& embedding 88 E1% (Qwen2.5 L XRMAKRKEZEHFH) -
# X B HEME| device (MEEHIZEK) , B FusedlnputNorm 5E%
# rescale + normalize ##% self.dtype %,
hidden_states = self.input_norm(x.to(device=self.device), self.dtype)
hidden_states = self.patch_embed(hidden_states)

class Qwen2_5_VLForConditionalGeneration(nn.Module, SupportsMultiModal, SupportsPP):
def __init_ (self, *, vllm_config: VIImConfig, prefix: str = ""):
with self._mark_tower_model(vlim_config, {"image", "video"}):
self.visual = Qwen2_5 VisionTransformer(
vision_config=config.vision_config,
norm_eps=getattr(config, "rms_norm_eps", 1e-6),
quant_config=self.quant_config,
# FTERTI: INEFRBEFAE self.input_norm,
# M EEE E T8I — AR R RBUE AL,
# LT 863 encoder CUDA Graph 33k
input_norm=FusedInputNorm.from_model_config(self.model_config),
prefix=maybe_prefix(prefix, "visual"),

def process_image_input(self, image_input):

if image_input["type"] == "image_embeds":
image_embeds = image_input['image_embeds"] .type(self.visual.dtype)
else:
pixel_values = image_input["pixel_values"]
# MR T R %R self.input_norm(pixel_values, self.visual.dtype):
# J3—1L BFE self.visual.forward R5EK, RBSHERK double normalize
if self.use_data_parallel:
# DP % 4538 visual.forward B9SMERYA—1b, A1E SARIFMARZA:
# Z R AZBE)T—1 + B cast BIFAKE,
# run_dp_sharded_mrope_vision_model /&K#ii% dtype, EME X cast
return run_dp_sharded_mrope_vision_model(
self.visual,
pixel_values.type(self.visual.dtype),
grid_thw_list,
rope_type="rope_3d",
)
else:
image_embeds = self.visual(pixel_values, grid_thw=grid_thw_list)



vliim/model_executor/models/qwen2_vl.py

BB ENE AMER X Qwen2VisionTransformer. _init_ 340 input_norm JEA.
forward BATEKA self.input_norm(...), Qwen2VLForConditionalGeneration [& 5 k&
self.input_norm # ¥ process_image_input / _process_video_input 8§ DP &% %h .
type(self.visual.dtype).

class Qwen2VisionTransformer(nn.Module):
# Vision checkpoints store gkv pre-fused; merge separate g/k/v into gkv.
hf_to_vlim_mapper = WeightsMapper(
orig_to_new_stacked={
".q_proj": (".akv", "q"),
".k_proj": (".gkv", "k"),
".v_proj": (".gkv", "v"),

def _init_ (
self,
vision_config: Qwen2VLVisionConfig,
norm_eps: float = 1e-6,
quant_config: QuantizationConfig | None = None,
# 5 Qwen2.5-VL fR#FRE—RY: J[T—BIMREAN
input_norm: nn.Module | None = None,
prefix: str = "",

) -> None:
super().__init_ ()

self.patch_embed = Qwen2VisionPatchEmbed(
patch_size=patch_size,
temporal_patch_size=temporal_patch_size,
in_channels=in_channels,
embed_dim=embed_dim,
)
# identity /K, R EFEMIENCZRE
self.input_norm = (
input_norm if input_norm is not None else FusedInputNorm.identity()

def forward(
self,
x: torch.Tensor,
grid_thw: torch.Tensor | list[list[int]] | None,
encoder_metadata: dict[str, torch.Tensor] | None = None,
) -> torch.Tensor:
# patchify
# VA—1LET# . encoder cudagraph B#ERAMMERtEE EREREER



x = self.input_norm(x.to(device=self.device), self.dtype)
x = self.patch_embed(x)

tests/models/multimodal/generation/test_gwen2_vl.py

MREE: batch_make_image_embeddings 5 batch_make_video_embeddings 5| A
merge_mm_processor_kwargs({}), iEMRTUEIES#HEBM—EK, BEEMRERNIRET—1LE
2 # double normalization (mi250 CI kWKARE)

# tests/models/multimodal/generation/test_qwen2_vl.py

def batch_make_image_embeddings(
image_batches: list[Union[Image.Image, list[Image.Imagelll,
processor: AutoProcessor,
[Im: VIImRunner,

) > list[Qwen2VLPromptImageEmbeddingInput]:

# image to pixel values
image_processor = processor.image_processor

# XEE: APMERTMALIE S E2E #EFERAR—F mm processor kwargs.
# YR A on-device normalization (mm_device_do_normalize) B, #IEM|&it processor
# Bkt CPU MI)3—1t; MERE % processor BRIAS B AR, BESKAE CPU EHIT—H—K,
# ML forward MEHRSVT—1—K, FEK double normalization,
# XIER mi250 CI $R{EtX L KAIRE
mm_config = lIm.get_IIm().model_config.multimodal_config
mm_kwargs = mm_config.merge_mm_processor_kwargs({})
preprocess_result = image_processor.preprocess(
images=images, return_tensors="pt", **mm_kwargs
).data
pixel_values = preprocess_result["pixel_values"]
image_grid_thw = preprocess_result['image_grid_thw"]

# pixel values to embeddings & grid_thws
def get_image_embeds(model):
with torch.no_grad():

visual = model.visual
pixel_values_on_device = pixel_values.to(visual.device, dtype=visual.dtype)
# BEERAAMTE . I—IEAEE TN,
# 533 (& encoder cudagraph) BJEAEHEIF—IK
return visual(pixel_values_on_device, grid_thw=image_grid_thw).cpu()

R

1) coderabbitai £ qwen2_5 vl.py:1447 248 [ vision tower AR RIEITR cast] ,
cjackal Y FusedInputNorm RS uint8. 5 cast iR (bit-identical) A®E&RIK, bot
RS HREIFEACA uint8 7 bf16 R RAEHER R, 2) cjackal ZEMIR XA ULEA mi250 CI KR
F double normalization, 3 mm_kwargs 3| AR AR F#3EIT A, 3) noooop F issue
TP B R B NI input_norm K E| EncoderRunner, IsotrOpy AKX AREEIR M Bt



encoder CUDA Graph; cjackal #—#7&IA CG buffer dtype ElEHN bf16 FFKE R replay
A D2D cast. BV3—#3 CG padding ITtHHiT, ZFaEE /1R%E. IsotrOpy EINEH
fused input norm BY3E buffer dtype &k uint8 (#56711) , cjackal AN #56798 fER
fp32 MBI NEAKEXE, MERTE, MR NEER PR FR%EM,

« vision tower A AEIH dtype Tl cast ZEEIMKIRE (correctness): bot EIZLEWHAHIA
uint8 1B bf16 e §EHaE T, M cast 5 FusedIlnputNorm HWER cast &R —3K,
finding & AT L ATMARA,

« input_norm & N i%# 2| EncoderRunner (design): 43F)I— (L KEMIIE forward I
WA E, EHEYS eager AR —KET# encoder CUDA Graph ¥#3k; #KE
EncoderRunner SHRERA 12,

« RS2 CUDA Graph TVI— LB FaE I (performance): A& PR FRIYMEIZFTEE, RIEANE

RMARMIES, F4d #56711 (uint8 CG buffer) 5 #56798 (fp32 :LBIEANE) 2 kfR
Ho

« mi250 CI £BORTF X E)T—1L (testing): &£ batch_make_image_embeddings /
batch_make_video_embeddings #H3&3¥ merge_mm_processor_kwargs({}) #f& mm
processor kwargs, ENMRATMAIES E2E #E -, CI 1%RE,

PNESE-A

QR 1) ERTERRE: T —HAEZRAEE Qwen2-V0L / Qwen2.5-VL BYFTA i
AB&12 (eager. encoder CUDA Graph. DP #) run_dp_sharded_mrope_vision_model,
UEMAR R B A visual B9BER) |, EMRFEZGRA A ESHI I—t—Kk1 % M3
— LRI BIMRZE. 2) input_norm=None BtZIA FusedInputNorm.identity(), BR&IT)E
ANBREERAR)T—b——5 K PR ZBRHABHERNR L (silent wrong) , BOBIERE. 3)
MBETTRYROEAR . cjackal BIAYT—ILEIEIRBE encoder CG &, padding HREiTHEH
I3—1t; CG buffer dtype EIEHN bf16 FEER replay FE—>K uint8 — bf16 8§ D2D
casto 4) AFERK: V3—™£8 fp32 MLEIEKKEE CG padding KT T REAE|EKE
MB, {&K# #56798, 5) MIRBERE: ©FERA A cudagraph_mm_encoder BB a1t
RBl, BERIEHKBFE e2e; MIRKENXAETF mm_kwargs MUEEELHE Cl, 6) FREMELHE
W I input_norm EFEE prefix 2 Rl, EHEEMNE SRR
Qwen2VisionTransformer / Qwen2_5_VisionTransformer & = 7 REBSEMN (BFER
TRRARBIARBFES)

« ¥ AP FFR2 --compilation-config.cudagraph_mm_encoder True B
Qwen2-VL / Qwen2.5-VL AP TRLAE 5] &5 ELAD B IREE ] IRE AN RTA, eager B
AP AT R T, RAHEM: RE T ARENMARA—INEEZR)T—AEEK
B &, FIAZHES encoder AT (& CUDA Graph 5##EIHAT) #MME B IEE
forward Z&#)3—1k; DP X FEBITHRIE dtype 5. TEM: AT NFT—1)3
BT forward] BIAE, AHM VL AT mm_device_do_normalize #4358
N; B8 encoder CG buffer dtype (#56711) 5 fp32 ;BN HE (#56798) FAS
BEXBENRBERER, HREW R,

« REEFRIT: MRMARAZE , DP 49X dtype 1&K# , BRI identity BBREK , RADE
CG it&R% , ) CUDA Graph Baifb=EY3



KRR EE

« PR #56729 [Security] Cap Qwen-VL video sampling knobs: El/& Qwen-VL Z &S AL
EEEBRMITHABRE) (R viim/multimodal/video.py BIRAELIR) , 54 PR —RAE AR
MAFANER AN RAE AR, "IREEL,

« PR #56786 [Bugfix][EPD] Preserve media processing options in encoder requests: %
EmFDEE (encoder) ERPEARLIEHMANEE, AR PR F lencoder BBRAME
eager BBAZAATA—E WMEEURES, WARZTMNIRESEIH mm processor kwargs By &
{3



