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PATHRE

« —A]1E: kpool RI|BITA glmbnext #H#i%/aiH

 WEME: ESEIE, BEEARE 729 THIGEEE, MEZARITARR: —2
vlim/models/glm5next/sparse_indexer.py 3XA 22 4T dispatcher——BRE T FiA FE4T
4, CodeRabbit 3 Hi# T4 ROCm BF NVIDIA] E%/EBMRAMETERRERNTLEHE
; =& CustomOp 8 forward_hip / forward_native dispatch 32y, ({738 IILE IR
XA AR B HIA B E 5% 5 dispatch_forward() 8948 E N —2%, T NEE2
Codex 3% P1; =& helper B A— R4 RG] / HIREE. 1€ kernel ARBES
X, XAPRFAR PR BEELEE, TAEBKE|HMER, FRE ROCm EEH
custom_ops=["all"] =% enforce-eager, FEiIXFLHIA forward_hip BEFEEAN LBARK; EK
BRAS B import T vlilm.model_executor.layers.sparse_attn_indexer_kpool, EZ[q
#3F# 3| vilm.models.glm5next.sparse_indexer,

TN EES BAL

PR body BAFIRIX T =MNFK: —=& [Move sparse_attn_indexer_kpool out of
vllm/model_executor/layers/ and into the glm5next model folder] , BRiERARZ
GLM-5.3-Flash B9#ERIFLE kernel EY3 viim/models/gimbnext/, 528 W
glmbnext/nvidia/ops/kpool_compress.py. glmbnext/amd/ops/kpool_compress.py BEXKAZE
Xt5F; =& [split by hardware backend] , B A TYPE_CHECKING + elif
current_platform.is_rocm() 3%3F kpool_ops, RFURAZLA if current_platform.is_rocm(): .
.triton... else: ops... BEBITE 4%, AMD 5 NVIDIA RS EABLE; = RIBS5EMHT X
decode 1 F helper #h%| common/ #FsmE A, BANELZIEME, PR body R B HIZE

B Al #B) (Kimi Code CLI) K 3IFHLF draft, BT AIZRITE,; BIEKIERE gsm8k
0.9371 5 aime25 pass@4=0.9333,

LI AR

1. BX2E: —HSEdIFREA X4, viim/model_executor/layers/sparse_attn_indexer kp
ool.py E#4& A vllm/models/glm5next/nvidia/sparse_indexer.py (+76/-391) &%
CUDA B&42; #13¢ vlim/models/glm5next/amd/sparse_indexer.py (+729) &% ROCm
B2 3 viim/models/glm5next/common/sparse_indexer.py (+170) KREE& T *Z1HE
. viim/models/glm5next/sparse_indexer.py (+22) A dispatcher, B AIEA A



—® WAL,

2. ANH helper B (& PR ERHARAZTM) . & _build_decode_scatter_indices.
_scatter_decode_tokens_by request. _decode_topk_seq_lens. _fill_causal_indices.
_fill_short_decode_causal_indices. _gather_workspace_shapes.
kv_cache_as_quant_view &% & RADIX_TOPK_WORKSPACE_SIZE.
MXFP4_BLOCK_SIZE # A common/sparse_indexer.py, X£&&¥K R RG]k,
padded [batch_size, next_n] M-SR FEMBIEE. workspace SRS dtype H#S, <
FHATFEE kernel, Bt AMD/NVIDIA ®[#H; _decode_topk_seq_lens 8 docstring 18X
T 3394 decode batch TR positions[:n] BIESSFIKITEATI ZHE block-table i
BRE,

3. NVIDIA |54 %, nvidia/sparse_indexer.py MR=KF &484E&: if TYPE_CHECKING /
elif is_rocm() / else B kpool_ops #%&4F (&K A E# import nvidia 5Z3) . elif is_xpu():
from vlim._xpu_ops import xpu_ops & forward_native 8§ XPU B&#H (commit 1e2089b
2 glmbnext 7 package import MRt Xt XPU #d NotImplementedError, 4% AR
K) | AEB AR LER if current_platform.is_rocm():
indexer_k_quant_and_cache_triton(...) else: ops.indexer_k_quant_and_cache(...), R
fR® _custom_ops RA (& cp_gather_indexer_k_quant_cache) o

4. AMD %k sz Bk X, amd/sparse_indexer.py 3R from
vllm.models.glm5next.amd.ops import kpool_compress as kpool_ops BRARIBITHR 4K,
REALE import viim.v1.attention.ops.rocm_aiter_mla_sparse B
indexer_k_quant_and_cache_triton 5§ cp_gather_indexer_k_quant_cache_triton, # &
FEX _kpool compress_insert. sparse_attn_indexer_kpool. SparseAttnIndexerKpool

(__init_. forward_native) ,

5. @AA. MG CI BE, vllm/models/glm5next/common/attention.py B import &
vllm.model_executor.layers.sparse_attn_indexer_kpool B&XA4
vllm.models.glm5next.sparse_indexer, X2 SENME—ENARS;
tests/v1/attention/test_sparse_indexer_decode_seq_lens.py BXAM
glmbnext.common.sparse_indexer &\ helper, ## current_platform.is_rocm() %%
amd/nvidia R dispatch BiE, MIRFER T EH T package bootstrap T, &H
FrMR A B, A BK Buildkite BB &, IIEMKH 4 0K /cirun §— K /amd-cirun nightly,

P 3¢
« vlim/models/glm5next/amd/sparse_indexer.py (3 AMD Ei%; 25| source; R

data-contract; 5 _kpool _compress_insert, sparse_attn_indexer_kpool,
SparseAttnlndexerKpool, init) : #3%¢ 729 1T AMD/ROCm 523, BJR B NBEE R — XX
B ROCm 4% (aiter + Triton By indexer_k_quant_and_cache_triton,
cp_gather_indexer_k_quant_cache_triton) 3 H3k; [FEBT Codex 89 P1 &R (E

ROCm kR 53 forward_native fik&E forward_hip) EZFEXNXME L,
« vlim/models/glm5next/nvidia/sparse_indexer.py (#3k NVIDIA /E#%; 25| source; E#
rename-or-move; 5 sparse_attn_indexer_kpool, SparseAttnIndexerKpool,

_kpool_compress_insert, forward_native) : &
vlim/model_executor/layers/sparse_attn_indexer_kpool.py E4pZ 3k, = NVIDIA B&{2



BysE—SCFL; MR T TYPE_CHECKING + is_rocm() 89 kpool_ops 3%, xpu_ops %5
ROCm ZfTH4 %, KA common BJHE helper,
« vlim/models/glm5next/common/sparse_indexer.py (&R F£E%#iBh; 28| source; LR
data-contract; 45 _build_decode_scatter_indices,
_scatter_decode_tokens_by request, _decode_topk_seq_lens, _fill_causal_indices) :
P E helper B, &# AMD/NVIDIA #£ B decode #/FE5 workspace FHIRZBE (
4% _decode_topk_seq_lens B9 padded Mg HE) ; XEZK PR RELFWBATH, LE
7R 3 — BRI B B AR R
vlim/models/glmbnext/sparse_indexer.py ({3 F&45%; 25| source; ER
entrypoint; &5 SparseAttnindexerKpool) : #13¢ 22 /7¥ & dispatcher, ZIRRA A H#—
T BIANE; CodeRabbit ZESFEH [dE ROCm B NVIDIA] BYEBRESL IR (R R AE %K)

o

« vlilm/models/glm5next/common/attention.py (3R SEFEHE; 25| source; FEH
import-adjustment) : ©FENME—IENAA A, import A
vllm.model_executor.layers.sparse_attn_indexer_kpool B&X A
vlim.models.glm5next.sparse_indexer, &=ARIERIT XA RN LT ME,

. tests/v1/attention/test_sparse_indexer_decode_seq_lens.py (#3k BETMR; 5| test
; BA test-coverage; 5 test kpool_ops_dispatch_matches_platform,
test_short_decode_fills_exact_causal_rows,
test_short_decode_leaves_buffer_unchanged_for_sparse_context) : CPU 3% decode
FROMRE 355 helper BRA glm5next.common.sparse_indexer A, HiZF&i%F
amd/nvidia R dispatch ¥ ; R E#H T package bootstrap M &ERE,

X5 sparse_attn_indexer_kpool, kpool_compress_insert, _decode_topk_seq_lens,
_build_decode_scatter_indices, _scatter_decode_tokens_by_request,
_fill_short_decode_causal_indices, _gather_workspace_shapes,
kv_cache_as_quant_view, SparseAttnlndexerKpool.forward_native

KR Fr B]

viim/models/glm5next/amd/sparse_indexer.py

#1729 1T AMD/ROCm 523, ERENBXKER—XHERN ROCm 4% (aiter + Triton B
indexer_k_quant_and_cache_triton. cp_gather_indexer_k_quant_cache_triton) 437 H 3k
; B Codex B P1 & (£ ROCm Lt R5Z3I forward_native Mi&&EE forward_hip) E%
EXANXH L,

# vlim/models/glm5next/amd/sparse_indexer.py (#7138, +729)

# ROCm SHRL R XM )G, IR import BRAR T REMZITHRF S L K:

# #W3TAT kpool_ops 1 if TYPE_CHECKING / elif is_rocm() 7R —AN X4 B %1%,
import torch

import vllm.envs as envs

from vllm import _custom_ops # noqa: F401 # Mt torch.ops._C F ) kernel
from vllm._aiter_ops import rocm_aiter_ops

from vlim.compilation.breakable_cudagraph import eager_break_during_capture



from viim.model_executor.custom_op import CustomQOp
from vlim.models.glm5next.amd.ops import kpool_compress as kpool_ops
from vllm.models.glm5next.common.sparse_indexer import (
RADIX_TOPK_WORKSPACE_SIZE, # F&5F &KX helper #XKE common/
_build_decode_scatter_indices,
_decode_topk_seqg_lens,
_fill_causal_indices,
_fill_short_decode_causal_indices,
_gather_workspace_shapes,
_scatter_decode_tokens_by_request,
kv_cache_as_quant_view,

def _kpool_compress_insert(
k: torch.Tensor,
gate_score: torch.Tensor,
ape: torch.Tensor,
kv_cache: torch.Tensor,
slot_mapping: torch.Tensor,
kpool: int,
head_dim: int,
round_scale: bool,

) -> None:
"B kpool T MNELE token MALER—A fp8 B9 K, FZ| pool slot k£,

““slot_mapping™ " & pool KLEHR (spec B compress_ratio == kpool) :
RAGNZE pool BIEE— token AR (>= 0) slot, pool RER
token 2 -1, XEEE/MLEELIE pool TRARIE, KRZERIE kernel
NI mask #; LELERFITRTMEE eager prefill B2 ELZ IR device
sync, ¥ELHEAMEMUKE. BE chunk &£55 pool 35,
n = slot_mapping.shape[0]
# batch /NF—N pool BARETREA pool 58K, [ERMARIET MEHY
# clamp /& gather THrAHI,
if n < kpool:

return
pos = torch.arange(n, device=k.device)
valid = slot_mapping >= 0
# ZIRA2 S5 batch ZAIEY pool (RIS padding) , BA18 gate / k %3
# ARAEA T Xo
write_mask = valid & (pos >= kpool - 1)
offs = torch.arange(kpool, device=k.device)
idx = (pos - (kpool - 1)).clamp_min(0)[:, None] + offs[None, :]
kpool_ops.kpool_compress_and_write_cache(

kv_cache,

klidx], # [n, kpool, head_dim]

gate_scorelidx],

ape,



slot_mapping.to(torch.int64),
pool_size=kpool,
head_dim=head_dim,
write_mask=write_mask,
round_scale=round_scale,
write_cache=True,
return_compressed=~False,

# K523, (SparseAttnlindexerKpool.__init__ / forward_native) RIA#RE|XE,
#33&: Codex 8§ P1 5 ROCm Lt CustomOp.dispatch_forward() 48 8=
# forward_hip, £R&EE forward_native, &< £ forward_cuda it
# NotImplementedError; /B custom_ops=["all'] B enforce-eager Br&&+,

vliim/models/glmbnext/nvidia/sparse_indexer.py

B vlim/model_executor/layers/sparse_attn_indexer_kpool.py E4p& ¥k, & NVIDIA B&2
HyeE—S23; MFRT TYPE_CHECKING + is_rocm() B9 kpool_ops #%4%. xpu_ops 4% 5
ROCm 3:fTht4 %, BXH common BYFHE helper,

# vlim/models/glmbnext/nvidia/sparse_indexer.py
# B vlim/model_executor/layers/sparse_attn_indexer_kpool.py EAR#T Mk,
# I RIRE NVIDIA B&42: JR4E TYPE_CHECKING + is_rocm() B kpool_ops —3i%—.
# is_xpu() B9 xpu_ops A, HUEAES AR LK ROCm ZITE X 2 IRMIFR,
from vlim.models.glm5next.common.sparse_indexer import (

RADIX_TOPK_WORKSPACE_SIZE, # ®E 54 & helper %&—3k B common/

_build_decode_scatter_indices,

_decode_topk_seqg_lens,

_fill_causal_indices,

_fill_short_decode_causal_indices,

_gather_workspace_shapes,

_scatter_decode_tokens_by_request,

kv_cache_as_quant_view,

)

from viim.models.glmbnext.nvidia.ops import kpool_compress as kpool_ops

if current_platform.is_cuda_alike():
from vlim import _custom_ops as ops

# T2 sparse_attn_indexer_kpool B0 E AN X (REFANIRFER) .
if not skip_k_cache_insert:
assert not use_fp4_cache, "Unfused FP4 Insert is not supported yet"
if index_kpool > 1 and gate_score is hot None and compress_ape is not None:
# kpool prefill BA: B34 index_kpool A prefill token #
# softmax(gate + ape) M kAn, B Hadamard TiEIE fp8 F 3| pool slot,
# decode token HEE batch FRIE, EAIFTE pool BIFHA token RER batch,
# FMX B R prefill, AR has_decode 2% M tail kernel,
# compress_ratio == index_kpool 1% slot_mapping & pool %%,



n_prefill = num_tokens - num_decode_tokens
if n_prefill > 0:
# decode token HEFER(E, prefill token EMEH)E,
prefill_slice = slice(num_decode_tokens, num_tokens)
_kpool_compress_insert(
k[prefill_slice],
gate_score[prefill_slice],
compress_ape,
kv_cache,
slot_mapping[prefill_slice],
index_kpool,
head_dim,
round_scale=(scale_fmt is not None),
)
# EEMNER B R ERE prefill pool 353 tail cache, ik decode
# (& PD &2 )5) BEEEANE; tail slot AERNE pos % kpool ZEAfiL,
# R AL batch B token KIREZIER prefill BME&E—MNZIMIER,
if tail_kv_cache is not None and tail_prefix is not None:
tail_meta = attn_metadata.get(_resolve_layer_name(tail_prefix))
if tail_meta is not None:
assert isinstance(tail_meta, DeepseekV32IndexerMetadata)
kpool_ops.kpool_seed_tail_cache(
tail_kv_cache,
klprefill_slice],
gate_score[prefill_slice],
tail_meta.slot_mapping|prefill_slice],
index_kpool,
head_dim,

else:

# PRS2 & token fp8 EAL + scatter, BE ST token,
# WETRIX E & if current_platform.is_rocm(): ...triton... else: B3E4TES
# 2% ; NVIDIA MIIAETLEMGE _custom_ops, FTREY ROCm SZILEKA
# amd/sparse_indexer.py H3 8y indexer_k_quant_and_cache_triton @A,
assert scale_fmt is not None
ops.indexer_k_quant_and_cache(

K,

kv_cache,

slot_mapping,

quant_block_size,

scale_fmt,

)
vliim/models/glmbnext/sparse_indexer.py

¥3g 22 1TF & dispatcher, ZIRAAHE—TTIEAD; CodeRabbit ZEILFEH TdE ROCm BF
NVIDIA| BEEEREE A (CRRMERK) S

# vlim/models/glm5next/sparse_indexer.py (¥, +22)
#REAFRBNANDOESR: ARAAR import X—ANEFS, SZIRERIFR



# nvidia/ § amd/ BAMNEE, 2H helper IE common/,
from vlim.platforms import current_platform

if current_platform.is_rocm():
# ROCm £ aiter + Triton 523, (indexer_k_quant_and_cache_triton %) .
from .amd.sparse_indexer import (
SparseAttnIndexerKpool,

)

else:
#EE: XERM-oHB, CPU/XPU/ RMFERAMER%EE NVIDIA 4%,
# CodeRabbit ZXEKE R CUDA HEHXHAMF & AR,
# ZEWESFFRIRE R A,
from .nvidia.sparse_indexer import (
SparseAttnIndexerKpool,
)

_all__ =1
"SparseAttnIndexerKpool",
]

BN

review HHLE AZEINI—NAZE approve MR, A NMENFRZEIEQFH AT 5| ABEA ]
=,

1) Codex (chatgpt-codex-connector[bot]) FE vlim/models/glm5next/amd/sparse_indexer.
py:668 A% P1: ROCm Lt CustomOp.dispatch_forward() 4FE 82 forward_hip fmIE
forward_native, AMD FZE R forward_native IREBE I, H&KEESTEEF| forward cuda b
NotImplementedError, 4pH3zEZE custom _ops=["all'] & enforce-eager; #ZEINik
forward_hip &L, forward_native £, XEAKX review E—H P1, SFHAIARINX N
&2 commit,

2) CodeRabbit (coderabbitai[bot]) FE vlim/models/glm5next/sparse_indexer.py:17 #
Minor: dispatcher 8 if is_rocm(): amd else: nvidia &1k CPU/ X401 &8 2R E % 3|
NVIDIA 523, NKAE RN CUDA HlEHF T HAMTF &R, ZEBCRE RN,

3) AEMRA IsotrOpy B9 APPROVED (TIEX) . CI fl AndreasKaratzas #&H AMD CI
#EF [T think it timed out due to the queue congestion] , ¥|& R HERA R i IEAAD 2] 71 ;
mergify[bot] &7~ merge conflict FE rebase, EEH %X Merge branch 'main' into .
L FRR, T A commit B 4 NEEH main,

« ROCm E CustomOp #8ZE forward_hip, i AMD F3& R 523, forward_native
(correctness): B FFA S| NN ELhEERRFE, EEHRRIANMBE commit, HRMR
X ROCm BRIAB&Z (forward_native) FARZRBIE; TEEFEL PR S/MMT RHIA
forward_hip BEEEEE,

« dispatcher 33 ROCm F & —1EE% 35| NVIDIA 523 (design): R¥ERM, AL if
is_rocm(): amd else: nvidia &XA; MFH glm5next £ XPU £ package import BRitt
NotImplementedError RoH E,



« Al $BYAERKEY 729 4T AMD SZELA0MEB0E (testing): WA3RE|3% eval A B ITMRE R IEH
PEIEYE; FTMIREK, WA CPU MIRRBEEHEE helper B decode G EEREHTE,
ToikBE AMD EWH ALK,

« AMD CI #B5 merge conflict 8933 & (other): AMD CI EBK A E A HE AR f3E
REGE A, 1EEE 4 JREFH main BBRAE, 7 A commit # 4 A2 Merge branch '
main',

R 5 B

« Qe
1. ROCm A58 84 (P1, RBE) : vlm/models/gim5next/amd/sparse_indexer.py
R forward_native 5Z#, M ROCm _E CustomOp.dispatch_forward() 48E
forward_hip, & TX<AA forward_cuda # NotImplementedError;
custom_ops=["all"] 2 enforce-eager 4§ ROCm EESHELK,

2. dispatcher #EREI%: viim/models/glm5next/sparse_indexer.py *f CPU/XPU/ k41
&—F5 A NVIDIA 5231, EREESEINERNEFRAL, TiEME, BEETFER
FFFRIE X,

3. import ¥&42 breaking: vlim.model_executor.layers.sparse_attn_indexer_kpool #&ik
BIZHL, SERRAAENMRBRY, ESESMBEA. EHERAMS
ImportError,

4. £F helper IR AE: _decode_topk_seq_lens. kv_cache_as_quant_view.
_gather_workspace_shapes # AMD £, HIE#HMERXI NVIDIA kpool_compress

lpool_topk # padded PM#EHEAR] [tail A pos % kpool ALl FiEX; MIHIBEXER
E, A helper S5 AEBEFE bug.

5. MRBETFRE: test_kpool ops_dispatch_matches_platform R¥i=
kpool_ops.__name__ & .amd. / .nvidia., T3k dispatch_forward BEEM A EE
®; CPU BN REEHFE helper B decode i, AMD %X 333 eval FJKo

6. Al AR ERZIRE: 729 1TH AMD X R#3K 2 % inline comment, review RE
ERWERLE (PR body BESUARTALIRITER) . - ¥: AFM: NVIDIA 5
ROCm By GLM-5.3-Flash #IBITATEALE, 1FE L gsm8k 0.9371, aime25
pass@4=0.9333 {4if; "E— [ BERBRAIHNZE ROCm EFF B custom_ops B
enforce-eager B E M NotIlmplementedError, Z%M|: MK BNEBREBEXRT
MEEAEFR, HERAEA kernel RITF model_executor/layers] BB TESZE 3
— %M, common/nvidia/amd + dispatcher B9 =2 A # HtER L& kernel A,
EIFAMI: AMD/NVIDIA B&&FES B XA MR H#, B merge 5 review BHEEF
w, RNMEZLXHEEZRFEF helper RYE, FraEEEFRE glmbnext R 5 RI%K
R BRI, AP X dtype. KV cache BERRBHXTIM API schema, HEAHK
buildkite/ IPEEE. - XNFEARIT: ROCm dispatch B4R 9 REHE
NotImplementedError, import 42 breaking & , /> AMD 3g# oS |
dispatcher EREIYE , Al 3Bh 4 R ARIRFTRAD

KRR EE



« PR #56176 [ROCm] [Bugfix] Enable Load and Inference of GLM-5.3-Flash Quark
MXFP4 Checkpoint: FlJ& GLM-5.3-Flash X#FE%, Bz T4 PR FF EHEER S
vllm/models/glm5next/common/attention.py, WEILEHMK glmbnext B RHEE 5 EH
5o

« PR #56845 [Refactor] Remove dead kernel code: iZ&E PR MR T
vlim/models/glm5next/amd/ops/kpool_compress.py F A4, % glmbnext B
amd/ops B RIEEHKIFLEEIE, 54K PR I8 AMD &5|2%3| glmbnext/amd/ 8975 M — 3K,

« PR #56254 [DSA] Wire DeepGEMM sparse MQA logits into the DeepSeek V4.1
indexer: [EJ& MLA #ERR5| 8Bk, H & kv_cache EWLMEYLS DeepGEMM maqa logits By
WMRAZE; A~ PR 8 gather_workspace_shapes / kv_cache_as_quant_view 5 A%
%I HA R —F workspace ®4,



