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PATHRE

- —A1E: Kimi K3 MLA &5 A\ X #F FP8 AW, /N batch #FEA 6 £F

- EENE: EEER. ZRRITREERXE: (1) AERSKmIES TS X&KE
BF16/FP8 %, hot loop % if constexpr EFF4; (2) BE cache Eit5 scale &kt
W& tensor, — R launch RHFHAITIRER, X2 5 BEHERBESRET BRI ELZENXE
; (3) process_weights_after_loading BB EE#ERT VLLM B _k_scale XE &L
scale IEREIH, AR EZGFEMNS IO TR RN R, BVOLEE AL
cache_kernels.cu BJRAE S host REIMFF, UKEMIRXHF shared_slot_mapping 3£
ENEBEEAN, EELEEHCERE HiIZNAZ, FEZLHIA _has_uniform_block_layout
XERRAE BARER 2 F KL,

THRES B

Kimi K3 # DSpark ERERA 5 N MLA draft layer, &4 token #HERX 5 EXBIE AN
context KV, PR body ##3iR|AEE/2E TCUDA launch 1: layer 0 / CUDA launch 2: layer 1
“““ 1, BR 5 k¥4I launch; B#r2Z [combining 5 layers together, saving a lot of
launch time] . BT%&LE K3 RELEMER fp8 KV cache, M base MEA K
concat_and_cache_mla_grouped R % # BF16 (schema SEBFEH bf16 only, & MA
not is_quantized_kv_cache(...) SARIE¥|ir) , FP8 B L EZHTHAEE AN, EHILAKITZ
AP B3| plain FP8, #EE k_scale —#&2 FITFR LI tensor,

SRR

1. XEANO5FRE: BAAAZ viim/models/kimi_k3/nvidia/dspark_mla.py:: _precompute_f
used_context_kv, EEEEAN Python 48Z vlim/_custom_ops.py::concat_and_cache_mla_
grouped — torch schema (csrc/libtorch_stable/ops.h BB +
csrc/libtorch_stable/torch_bindings.cpp ¥ft) — CUDA/HIP 523,
csrc/libtorch_stable/cache_kernels.cu::concat_and_cache_mla_grouped,

2. WML ULAE, FP8: concat_and_cache _mla_grouped_kernel BEIENRSEEKA
<typename scalar_t, typename cache_t, Fp8KVCacheDataType kv_dt>, cache #Hht$e5t
¥ cache t EHMERFE (BF16 A uint16_t, FP8 A uint8 t) , H & copy lambda WA if
constexpr 2t: kAuto E£JR% 16-bit E¥, FP8 & fp8::scaled_convert<cache._t,
scalar_t, kv_dt>, 3 const float* kv_scales ([num_layers], BF16 /& nullptr) ,



layer_idx BX scale, # % host MIfEFRIES,

3. host IR EIK% : concat_and _cache_mla_grouped #3¢ std::optional<Tensor>
kv_scales 5§ const std::string& kv_cache_dtype, % dtype B H#E (
fp8/fp8_e4m3/fp8_e5m2/auto/bfloat16) . A BF16. kv_cache ptrs 5§
slot_mapping &/ int64 BIREE; FP8 X BRE kv_scales By
dtype/numel/device/contiguity, 3E FP8 X ME XK kv_scales MMALE (H4EEREEL)
ROCm TR #ifdef USE_ROCM EIEFEH fp8_ebm2, F/aI% dtype Jk4& 3| kAuto.
kFp8ES5M2, kFp8E4M3 =AMEARSZB| (A LAUNCH_GROUPED_FP8 EIRSK) o

4. op schema 5 Python #8%F: ops.h &85 torch_bindings.cpp B ops.def 3&hn
Tensor? kv_scales=None, str kv_cache dtype='auto' BRIASEK, REFIHARE—3#4 /R
R FEZS; viim/_custom_ops.py BIEE REKE D S HFREEE,

5. BAMBEL S RENFMEE: dspark_mla.py $#¥ GROUPED_KV_CACHE_DTYPES B4
B build_fused_context_kv_metadata F3EBEE attn._k_scale.reshape(()) 52|
_context_kv_scales; _precompute_fused_context_kv B EANEMFHE not
is_quantized_kv_cache(...) BXA cache_dtype in _GROUPED_KV_CACHE_DTYPES and
all(cl.kv_cache_dtype == cache_dtype ...), F#IB _context_kv_scales. cache_dtype £
grouped op., [EBFE build fused context_kv_metadata() M load_weights KREF B
hook process_weights_after_loading, load_weights RAR & return
loader.load_weights(...),

6. MREEEBE: tests/kernels/attention/test_cache.py #ig
test_concat_and_cache_mla_grouped, £#ft shared_slot_mapping (/R 5
kv_cache_dtype (auto/fp8/fp8_e5m2) , FAZEE ops.concat_and_cache_mla ¥j3&
reference JGX rtol=0, atol=0 THEERK—IK, FHUWE CPU scale 5IEEL: scale 2R,
ROCm T skip fp8_e5m2, JHright & Ik 2FE ka1,

P 3¢
» csrc/libtorch_stable/cache_kernels.cu (3% ZFWAZ; EA| source; A core-logic;

Y =1

5 concat_and_cache_mla_grouped_kernel, concat_and_cache_mla_grouped,
LAUNCH_GROUPED_FP8) : 44H MLA ZHE5 ANANEZOKE: BIRSHRT BN, #7
¥ kv_scales ®&FEEHE fp8::scaled_convert AL X, host MIFLERESHIRIE.
ROCm fp8_e5m2 SFE5 =4 X kK, ZA PR MEREURE BIKIR,

« vllm/models/kimi_k3/nvidia/dspark_mla.py ({&3k K3 ZEfRER ;. K5 source; H£H
data-contract; &5 _GROUPED _KV_CACHE_DTYPES,
_build_fused_context_kv_metadata, _precompute_fused_context_kv,
process_weights_after_loading) : #A|#EE4: F3E dtype BELEE5EE k_scale REE
, BX3E grouped BIZBENEM, FHI% review BIIETHIEMZITHE R
process_weights_after_loading, BT ®wIEM MR data-contract &,

« csrc/libtorch_stable/torch_bindings.cpp (3R E-F5FM; 5| source; 2R entrypoint
;. f&5 concat_and_cache_mla_grouped) : 7E#ft concat_and_cache_mla_grouped #
torch schema, #13% kv_scales T35 %5 kv_cache_dtype BRIAME, & Python MIEEFEAN

BE scale AT ; TR E bf16 only 285 A X FF FP8,



« csrc/libtorch_stable/ops.h (13 HFHEBH; 5| source; EA data-contract; F5
concat_and_cache_mla_grouped) : C++ FEHERF Y EZEE (std::optional kv_scales
+ kv_cache_dtype) , 1RIE libtorch_stable 5§ .cu LI EFEDO—3K,

« vlim/_custom_ops.py (#E3k EF4E; K7 source; EA data-contract; 5
concat_and_cache_mla_grouped) : Python #RE R F mEHtEEL, 2EBMEA
grouped EFHEEED,

. tests/kernels/attention/test_cache.py (3R RAMIR,; K3 test; ER test-coverage;
&5 test_concat_and_cache_mla_grouped, run_grouped) : Hr3g
test_concat_and_cache_mla_grouped, FAZXRERARME reference # bit ZXIE, BE
shared slot mapping. auto/fp8/fp8_e5m2 53E% scale MIIREEEEIR, H4FE ROCm skipo

X5 concat_and_cache_mla_grouped_kernel, concat_and_cache_mla_grouped,
_build_fused_context_kv_metadata, _precompute_fused_context_kv,
process_weights_after_loading, test_concat_and_cache_mla_grouped

K BURRD B
csrc/libtorch_stable/cache_kernels.cu

AH MLA ZHE NARZBIAZOEIE . BIRSET BA , #3E kv_scales B&EHFS
fp8::scaled_convert E A% %, host MFLTESLHKIE. ROCm fp8_ebm2 FEE5=4%
JRE, BAR PR MEREUKE BRIR,

// BD4RAR concat_and_cache_mla: grid = (num_tokens, num_layers), —>X launch B %23 draft
layer,
// |BSZIR X # BF16 CEBEE bf16 only) , template RE—A scalar_t;
/] B cache_t 5 kv_dt, ik bf16 H¥ES fp8 BEAE AR —HR3|ZB1E,
template <typename scalar_t, typename cache_t, Fp8KVCacheDataType kv_dt>
__global__ void concat_and_cache_mla_grouped_kernel(
const scalar_t* _ restrict__ kv_c, // [num_layers, num_tokens, kv_lora_rank]
const scalar_t* _ restrict__ k_pe, // [num_layers, num_tokens, pe_dim]
const intb4_t* _ restrict__ kv_cache_ptrs, // [num_layers], & cache £it (copy_blocks_
kernel BRIEETEH)
const float* __restrict__ kv_scales, // [num_layers], BF16 E&424& nullptr
const intb4_t* _ restrict__ slot_mapping, // [num_layers, num_tokens]
/* ... & stride / block_stride / entry_stride / block_size / kv_lora_rank / pe_dim ... */) {
const int64_t layer_idx = blockldx.y; // =4 grid Bl layer, RAEEHIT
const int64_t token_idx = blockldx.x;
const intb4_t slot_idx = slot_mapping[token_idx + layer_idx * slot_layer_stride];
if (slot_idx < 0) return; // &1 / padding slot EiEBkT
const intb4_t block_idx = slot_idx / block_size;
const intb4_t block _offset = slot_idx % block_size;

// cache_t REBNE: BF16 KX uint16_t, FP8 A uint8_t;

/] BRSBTS XRE, hot loop BIRA dtype HIKi 44,

cache_t* __restrict__ kv_cache =
reinterpret_cast<cache_t*>(kv_cache_ptrs[layer_idx]);

float scale = 0.0f;



if constexpr (kv_dt = Fp8KVCacheDataType::kAuto) {
/| BB —1 scale, K kernel —#23H1TiZE, B host MEEES
scale = kv_scales|[layer_idx];

}

auto copy = [&](const scalar_t* _ restrict__ src, int64_t src_token_stride,
int size, int offset) {
for (int i = threadldx.x; i < size; i += blockDim.x) {
const int64_t src_idx = token_idx * src_token_stride + i;
const intb4_t dst_idx =
block_idx * block_stride + block_offset * entry_stride + i + offset;
if constexpr (kv_dt == Fp8KVCacheDataType::kAuto) {
kv_cacheldst_idx] = src[src_idx]; // BF16: R 16-bit H##
} else {
// FP8: EA#BE concat_and_cache_mla EFK scaled_convert, {RIEF(ERZ—IK
kv_cacheldst_idx] =
fp8::scaled_convert<cache_t, scalar_t, kv_dt>(src[src_idx], scale);
}
}
b
/] Br&: BEELA copy(...) BBIB AN kv_c (offset 0) 5 k_pe (offset = kv_lora_rank) #HE
}

void concat_and_cache_mla_grouped(
torch::stable::Tensor& kv_c, torch::stable::Tensor& k_pe,
torch::stable::Tensor& kv_cache_ptrs, torch::stable::Tensor& slot_mapping,
int64_t block_size, intb4_t block_stride, int64_t entry_stride,
std::optional<torch::stable::Tensor> kv_scales, // [num_layers] or None
const std::string& kv_cache_dtype) {
const bool use_fp8 = kv_cache_dtype == "fp8" || kv_cache_dtype == "fp8_e4m3" ||
kv_cache_dtype == "fp8_e5m2";
#ifdef USE_ROCM
// ROCm / HIP fli% A fp8_e5m2 By KV cache ¥i#kpE(2, HiFiELL,
/] BRI A ZIRZIFN HIP 2 X EE R e R TR,
STD_TORCH_CHECK(kv_cache_dtype != "fp8_e5m2",
“concat_and_cache_mla_grouped does not support fp8_e5m2 "
"KV cache on ROCm");
#tendif
STD_TORCH_CHECK(use_fp8 Il kv_cache_dtype == "auto" |I
kv_cache_dtype == "bfloat16",
"concat_and_cache_mla_grouped only supports BF16 and plain
"FP8 KV cache; got ", kv_cache_dtype);
/* ... kv_c / k_pe @A bf16; kv_cache_ptrs 5 slot_mapping 2 A inté4 ... */

const float* kv_scales_ptr = nullptr;
if (use_fp8&) {
/] XA ERE review BN: 3Bk scale IKERMIE kernel launch RIEFET
STD_TORCH_CHECK(kv_scales.has_value(),
"FP8 grouped cache insert requires kv_scales");



STD_TORCH_CHECK(kv_scales->scalar_type() == torch::headeronly::ScalarType::Float,
"kv_scales must be float32");
STD_TORCH_CHECK(kv_scales->numel() == num_layers,
"kv_scales must contain one scale per layer");
STD_TORCH_CHECK(kv_scales->is_cuda() &&
kv_scales->get_device_index() == kv_c.get_device_index(),
"kv_scales must be on the same CUDA device as kv_c");
STD_TORCH_CHECK(kv_scales->is_contiguous(), "kv_scales must be contiguous");
kv_scales_ptr = kv_scales->const_data_ptr<float>();
} else {
/] BF16 BEARAVFE scale, A4 1HIE ARSI HRAAEIR
STD_TORCH_CHECK(!kv_scales.has_value(),
"BF16 grouped cache insert does not use kv_scales");

const dim3 grid(num_tokens, num_layers);
const dim3 block(std::min(kv_lora_rank, 512));

if (luse_fp8) {
vllm::concat_and_cache_mla_grouped_kernel<uint16_t, uint16_t,
vlim::Fp8KVCacheDataType::kAuto><<<grid, block, 0, stream>>>(
/* kv_c / k_pe / kv_cache_ptrs / nullptr(scale) / slot_mapping / strides ... */);
return; // BF16 5§ FP8 ERRIMEARSLA, #H N A X IFHA ST A L6
}

#tdefine LAUNCH_GROUPED_FP8(KV_DTYPE) \
vlim::concat_and_cache_mla_grouped_kernel<__nv_bfloat16, uint8_t, KV_DTYPE> \
<<<grid, block, 0, stream>>>(/* £%%: & kv_scales_ptr ... */)

if (kv_cache_dtype == "fp8_e5m2") {
LAUNCH_GROUPED_FP8(vlim::Fp8KVCacheDataType::kFp8E5M2);
} else {
LAUNCH_GROUPED_FP8(vlim::Fp8KVCacheDataType::kFp8E4M3); // "fp8" & "fp&_e4m3"
*A
}
#undef LAUNCH_GROUPED_FP8

}

vlim/models/kimi_k3/nvidia/dspark_mla.py

EARIMEEL: #FHE dtype BRBE 582 Kk scale RE, 3K grouped BIZANEM, Hi%
review EINIETEIEMZITIFE| process_weights_after_loading, BT & aiEwaMERY
data-contract &,

# RAXLE KV cache dtype BEE grouped BHE NN
# auto / bfloat16 £ 16-bit E#, fp8 & %|#E scaled_convert 45,
_GROUPED_KV_CACHE_DTYPES = frozenset(

{"auto", "bfloat16", "fp8", "fp8_e4m3", "fp8_ebm?2"}



def build _fused_context_kv_metadata(self) -> None:
""Checkpoint MMEHTRREGLEE, WEBETHE "
attentions = [layer.self_attn for layer in self.layers]
attn0 = attentions[0]
# ... REZE latent KV JUT—3K, 2% _num_context_layers / _context_kv_width % ...
self._context_kv_scales: torch.Tensor | None = None
# FP8 KV cache B{EEZ k_scale K — [num_layers] KE,
# —RAEY grouped kernel; £ __init_ BERSIEBIMKRZERB EAL scale,
if attn0.kv_cache_dtype in _GROUPED_KV_CACHE_DTYPES and is_quantized_kv_cache(
attn0.kv_cache_dtype

self._context_kv_scales = torch.stack(
[attn._k_scale.reshape(()) for attn in attentions]

def precompute_fused_context_kv(
self,
context_states: torch.Tensor,
context_positions: torch.Tensor,
context_slot_mapping: torch.Tensor | list[torch.Tensor | None] | None,
) -> None:
# ... —R KV-only GEMM + %48 RMSNorm + %28 RoPE, 18%| all_kv_c_normed 5 all_k_pe

if context_slot_mapping is None:
return

cache_layers = [layer.self_attn for layer in self.layers]
cache_dtype = cache_layers[0].kv_cache_dtype
if (
# IBEME not is_quantized_kv_cache(...), Bl FP8 EIEWHFR;
#IWEKRABLE + FTAE dtype —3, AL LA pointer/scale $k 4,
cache_dtype in _GROUPED_KV_CACHE_DTYPES
and all(cl.kv_cache_dtype == cache_dtype for cl in cache_layers)
and self._has_uniform_block_layout(cache_layers)
and (
isinstance(context_slot_mapping, torch.Tensor)
or all(s is not None for s in context_slot_mapping)

# ... IEK slot_mapping | &, HILZLEFIZIKEKEMK [num_layers, num_tokens] ...
ref_cache = cache_layers[0].kv_cache
ops.concat_and_cache_mla_grouped(

all_kv_c_normed,

all_k_pe.squeeze(2),

self._get_context_kv_cache_ptrs(cache_layers),

slot_mapping,

ref_cache.size(1),

ref_cache.stride(0),

ref_cache.stride(1),



self._context_kv_scales, # FP8 ZF&1&, BF16 1& None
cache_dtype,
)

return

# EBEREEIZ: dtype/layout RIS ERTIREBIEA, RIEEMMERS
for layer_idx, layer in enumerate(self.layers):
slot_mapping = (
context_slot_mapping[layer_idx]
if isinstance(context_slot_mapping, (list, tuple))
else context_slot_mapping
)
if slot_mapping is None:
continue
attn = layer.self_attn
attn.impl.do_kv_cache_update(
all_kv_c_normed[layer_idx], all_k_pe[layer_idx], attn.kv_cache,
slot_mapping, attn.kv_cache_dtype, attn._k_scale,

def load_weights(self, weights: Iterable[tuple[str, torch.Tensor]]) -> set[str]:
loader = AutoWeightsLoader(self)
weights = _duplicate_context_kv_weights(weights, len(self.model.layers))
# XEFRBMETKIE: Kk scale EEENENRERARBE RS Ef

return loader.load_weights(weights, mapper=self.hf_to_vlim_mapper)

def process_weights_after_loading(self) -> None:
# MERAE KRG AT ZE (& k_scale RE) ,
# 3R review B ZJY0516 3B E BT F A&, commit 1328ae4 “fix weights order”,
self.model._build_fused_context_kv_metadata()

tests/kernels/attention/test_cache.py

¥ test_concat_and_cache_mla_grouped, FAZRE A reference i bit ZXE, &
# shared slot mapping. auto/fp8/fp8_e5m2 5 3ES% scale BIIREE IR, I 4LFE ROCm skipo

@pytest.mark.parametrize("device", CUDA_DEVICES)
@pytest.mark.parametrize("shared_slot_mapping", [False, True])
@pytest.mark.parametrize("kv_cache_dtype", ["auto", "fp8", "fp&_e5m2"])
@torch.inference_mode()
def test_concat_and_cache_mla_grouped(

device: str, shared_slot_mapping: bool, kv_cache_dtype: str

) -> None:
# ROCm / HIP 3%& fp8_e5bm2 By KV cache X #, Cl LAEAE LK
if kv_cache_dtype == "fp8_e5m2" and current_platform.is_rocm():

pytest.skip("fp8_e5m2 KV cache is not supported on ROCm/HIP")

# ... M36 5 B kv_c / k_pe / kv_caches, block_size=16. 8 A block. 42 A token ...
scales = torch.linspace(0.05, 0.25, num_layers, dtype=torch.float32)



slot_mapping = torch.stack(
[torch.randperm(total_slots)[:num_tokens] for _ in range(num_layers)]
)
slot_mappingl[:, -1] = -1 # RE—NLRK slot, FIE kernel BRIRATRESL X
if shared_slot_mapping:
slot_mapping = slot_mapping[:1].expand(num_layers, -1) # & B 5% F—1» slot

# reference: EERAEE kernel, Bl grouped BRAZESMN S KEZ
for layer_idx in range(num_layers):
ops.concat_and_cache_mla(
kv_cllayer_idx], k_pellayer_idx], reference[layer_idx],
slot_mapping[layer_idx], kv_cache_dtype, scales[layer_idx],

ref cache = kv_caches[0]

cache_ptrs = torch.tensor(
[kv_caches(layer_idx].data_ptr() for layer_idx in range(num_layers)],
dtype=torch.int64,

def run_grouped(kv_scales: torch.Tensor | None) -> None:
ops.concat_and_cache_mla_grouped(
kv_c, k_pe, cache_ptrs, slot_mapping,
ref_cache.size(1), ref_cache.stride(0), ref_cache.stride(1),
kv_scales, kv_cache_dtype,

run_grouped(None if kv_cache_dtype == "auto" else scales)

# BF16 5 FP8 XM EELERTL—3K: rtol=0. atol=0
torch.testing.assert_close(kv_caches, reference, rtol=0, atol=0)

if kv_cache_dtype == "fp8" and not shared_slot_mapping:
# EV3IE £ coderabbit ZXRMFEIEL scale: ¥ device HIEiEL:
noncontiguous_scales = torch.ones(num_layers, 2)[:, 0]
assert not noncontiguous_scales.is_contiguous()
for invalid_scales, error in (
(scales.cpu(), "same CUDA device"),
(noncontiguous_scales, "must be contiguous"),

with pytest.raises(RuntimeError, match=error):
run_grouped(invalid_scales)

AT K

WTIBEFE=4, (1) correctness: ZJY0516 T dspark_mla.py:240 i&|q]
_context_kv_scales [Could you confirm it will not change after model loading and
weight processing?] , YE#E [Nice catch, fixed the issuel , REEFIETTEIBMZEM



load_weights 3t %] process _weights_after loading (commit 1328ae4 fix weights order)
o (2) security/correctness: coderabbitailbot] £ cache_kernels.cu $#& Major f&E % =] &
, EXRAEB kv_scales_ptr BRI contiguity 5 device, FH4h CPU / 3% %L scale BYEIIE
E—BRAERhostME@£ESTD TORCH _CHECK MR B B pytest.raises(...,match=...),

(3) F&ez#%E: ZJY0516 IEH AMD CI 4Kk Unsupported data type of kv cache:
fp8_ebm2 , YE& M #ifdef USE_ROCM PR F skip Z5$HAE (commit 19347c8 fix
rocm test) , ZJY0516 &% APPROVED #7FB8 [LGTM if the AMD failures get fixed] »

« 16 scale RBHHEZRIL (load_weights vs ;XEE4FE) (correctness): fEEEE T
Nice catch, fixed the issuel , ¥§ _build_fused_context_kv_metadata() A
load_weights #22|#TH process_weights_after_loading hook (commit 1328ae4 “fix
weights order”) , FARRIBAEN/EEIBLERE & Ko

« kv_scales B device 5 contiguity ®K3eHk% (correctness): host fllxh L float32. numel
== num_layers. is_cuda() + get_device_index —3X. is_contiguous() <&
STD_TORCH_CHECK; MR #73% pytest.raises(RuntimeError, match="same CUDA
device" / "must be contiguous") BZ, FHIZBF16 BIREIL(E scale” IHRA R,

« ROCm Lt fp&_e5m2 KV cache A& X 3FS 3 Cl kK (testing): /EETE host flfn #ifdef
USE_ROCM SFTE EH#EIE fp8_ebm2, FEMRTIZFEE skip mEHA S (commit
19347c8 “fix rocm test”) ; ZJY0516 FEjg APPROVED, ¥& [(LGTM if the AMD

failures get fixedl .

R 5 B

« NS ¥IE—EKME: FP8 AR UMEZEE concat_and_cache_mla bit &—3%, MRAHA
rtol=0, atol=0 BZ%, EBEREE (5 B. 42 token. block_size 16. kv_lora_rank 512.
rope dim 64) , RKEEARFE block_size. 3E 512 latent 5 fp8_e4m3 ERFRFEHA
scale [REBETRK: context_kv_scales & torch.stack HEMERRE, &£ ERKE
process_weights_after_loading B EAIEZ EHAT; EARRAEBITHKE _k_scale 8§
B12 (BISEM. KV cache EER) , EFSFRIAMARE, BTRERERNR, Fé
A% #ifdef USE_ROCM {XFE% fp8_ebm2, fp8/fp8_e4m3 1i#E HIP 4RiFHy
fp8::scaled_convert, ARMERZW Cl KRB L89, SLBAIZEER B RTRE AMD B £
R4, MREMR: PR B# EEESR 8192 token B grouped 5ZERAEAFF (0.99%)
, 16384 token Bt 1.04x; HEEMZAIZ token FAEZFHIR, K batch FTEEH grid.y B
BREREFE BARNEREIEIEFE, ABRASEYA: FP8 9 XIE kv_c/k_pe
reinterpret A __nv_bfloat16*, {KHAIEHR bf16 dtype BRI LN,

« B MERE: Kimi K3 &A% fp8 KV cache THIZIN batch (1~2048 token) REE#E
%35, context KV #EAMZ 100us BRI 16us, BiZFHELXEESE/ draft/verify #,
RIERAE LB E T RABHAE T, K batch R LHETL, A% 3E=%
kernel BARSZH| (kAuto / kFp8E4M3 / kKFp8ESM2) |, 4miREd a5 — 3t 4R/ IMEE hn,
HeBRBAERZRM, op schema FERBRIASHRIFRERE, XHEK: #xL [BE
grouped kernel + §#ESHE R EIE tensor (FEEH KA + scale #k4H) | WERAER, A
HAth MLA/IMHA IR % B cache B ARMER; FBSRIMAT 21 scale REEE
process_weights_after_loading Z GBI ] X—KFLA X,



« REEARIE: RZAERT R , FP8 3BEKRIZRETE , B scale REKZK , X batch Ykz5)3E ,
ROCm #E4 %

RERIREE

« PR #56433 [ROCm][Bugfix] Fix AITER preshuffled FP8 block-scale kernel: E+f& FP8
+ MLA + ROCm HI¥k{E& 2165 (aiter.py. deepseek_v4/amd. mla_attention.py) , 5§
A PR #TEH FP8 WAZA XA ROCm FILE TR —HFAR, "XNEEMARE FPE SLIE
NVIDIA/AMD LE#I4T R £ R,

« PR #56138 [Bugfix] Pin EPLB and MLA host-to-device transfer buffers: REAEET T MLA
B2 LM host MIFE DL / FRNRE P F e EIANENINR, FIEWE AR PR (£ %K
launch, EEESHTNENEEM] —3K, TR —EKEREEENEL,

« PR #56214 [Model] Support DeepSeek-V4.1-Flash: 3% PR fit %
vlim/v1/attention/backends/mla/indexer.py 5 vlim/v1/core/kv_cache_utils.py, REJ&
MLA KV cache ERHRHEES; IEAZ grouping B AKX cache 85t / IR BENRIREE
XIELER.

+ PR #56447 [Bugfix] Fix GLM-OCR MTP position masking during CUDA graph
capture: EA@E R MTP / EfERIXE/N batch EAARFL R AZEKER, 5§ Kimi K3
DSpark EFfEEH context KV 5 AZEARIL, "XEL/N batch F kernel launch ARy &k
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