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class DeepseekV4MoE (nn.Module):
def __init_ (self, vlim_config: VIimConfig, prefix: str = ""):
super().__init_ ()
#... (BRIELHEWEILER ) ...
# DeepSeek-V4 # A hash MoE BBHEE
is_hash_moe = extract_layer_index(prefix) < config.num_hash_layers
self.hash_indices_dtype = torch.int32
if is_hash_moe:
# hash MoE BEf£ A token-id 3| expert-id ByEFASBETE,



# MARETZIR/RLSNHSEE,
self.gate.tid2eid = nn.Parameter(
torch.randint(
0, config.n_routed_experts,
(config.vocab_size, config.num_experts_per_tok),
dtype=self.hash_indices_dtype,
),
requires_grad=False,
)
# ... (B expert WHa1L) ...
# 1 FusedMoEFactory 44— &R R HfmEFITHE
self.experts = FusedMoEFactory(
# ... (HAMEE) ...
scoring_func=self.scoring_func,
e_score_correction_bias=self.gate.e_score_correction_bias,
hash_indices_table=self.gate.tid2eid, # {E#rE%H LA KRB E
# ... (HAMEE) ..
)
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#OEM—NE EXIERE, BEATEEEITEIREEN—NREREE,
#XZAT 53T torch.compile WKEZFHEIREREA, EAN SWA/compressor/indexer
# RS RE EREAKES L,
def _deepseek v4 _cpu_prepare_and_attn(
hidden_states, gr, kv, gr_scale, kv_score, indexer_kv_score,
indexer_weights, positions, o_padded, layer_name,
) -> torch.Tensor:
layer_name_str = _resolve_layer_name(layer_name)
# N2RETXRBEAELH] (%X compile)
self = get_forward_context().no_compile_layers[layer_name_str]
# PUTEERRECERATE (RHFKAA CPU RX)
self._prepare_and_attn_fn(
hidden_states, gr, kv, gr_scale, kv_score,
indexer_kv_score, indexer_weights, positions, o_padded,
)
o = o_padded[:, :self.n_local_heads, :]
return self._o_proj(o, positions) # ¥ %2 1%¥F eager

direct_register_custom_op(
op_name="deepseek_v4_cpu_prepare_and_attn",
op_func=_deepseek _v4_cpu_prepare_and_attn,
mutates_args=["o_padded"], # BB o_padded SR & Bk
fake_impl=_deepseek_v4_cpu_prepare_and_attn_fake,

)
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class CPURouter(BaseRouter):
""BE CPU MoE TR IIFHATARBEAZE: plain softmax top-k.
grouped top-k (FFESEREME) . BEXEEBHRE, UK DeepSeek-V4 By
sqgrtsoftplus 7% (GERFBHM biased_topk_cpu/hash_topk_cpu W)
def compute_routing(self, hidden_states, router_logits, indices_type, *, input_ids=None):
if self.use_grouped_topk:
# 28 top-k B&®H, X #F e_score_correction_bias
return _grouped_topk(...)
elif self.scoring_func == "sqgrtsoftplus":
# DeepSeek-V4 ¥ A MR A E: #EH sqrt(softplus(logit)) EARE,
# TREFERAREREDL, ERENREEZTRE,
assert (self._hash_indices_table is not None or self.e_score_correction_bias is not
None)
return _sqrtsoftplus_bias_topk(
router_logits=router_logits,
top_k=self.top_k,
hash_indices_table=self._hash_indices_table,
#.. (HMEE0) ...
)
elif self.custom_routing_function is None:
# B softmax top-k B
return _softmax_topk(router_logits, self.top_k, self.renormalize)
else:
# BEXEHEREK
topk_weights, topk_ids = self.custom_routing_function(...)
# iR B RELH float32/int32, EA cpu_fused_moe RiLES K
return topk_weights.to(torch.float32).contiguous(), topk_ids.to(torch.int32).contiguous()
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