PR #55353 Z&iRLE

vlim-project/vlim
[Deprecation] Deprecate items scheduled for 0.29
&3 EtE: 2026-09-11 23:17

JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/55353

PITHE

- —A)iE: JERE 0.29 RIAF A BRPRARDBEMS IHE EM

WESME: BEVRIE, BEREE=A, HAeTEEE: @ viim/vl/attention/backend.py B9
AL S unpadded() BIBMRAEHERIZ, BAE AL CPU MIKELMERKR; @
vlim/models/deepseek_v4/compressor.py 5 vllm/v1/attention/backends/mamba_attn.p
y B0 async_spec_decode FF 5 A —X 2 "R EFR R H THEBAHIBTASER, EfIHE
JLEY seq_lens_cpu_upper_bound B9 RAZER R BB L HIKT: B
tests/v1/e2e/spec_decode/draft_model/test_async.py A
VLLM_GPU_SYNC_CHECK=error BV B fixture BB &, MERY, BEELAYAF
AFS| B RRIBTREEEREN S, FREBABIMATX
envs.VLLM_MM_HASHER_ALGORITHM Z M E#H5|I A, RIT EERITIOAR SR
ReplaySSM BRI 2 TN A B B A S HRE, UREBETZREFA
seq_lens_cpu_upper_bound JE % 2% —k =,

THRES B

PR body RE—4 “Deprecate items scheduled for 0.29", si#LE B R T B2 5 36 3| 4R
#Rig: vlim/config/multimodal.py 8 _get_mm_hasher_algorithm() @3t
get_from_deprecated_env_if_set("VLLM_MM_HASHER_ALGORITHM", "v0.27", "
mm_hasher_algorithm") #EREZ EER; viim/config/cache.py A "v0.29" it
VLLM_PREFIX_CACHE_RETENTION_INTERVAL EI3R; vlim/config/attention.py #
use_fp4_indexer_cache £XR#E F “deprecated and will be removed in v0.29";
vlim/v1/attention/backend.py B seq_lens_cpu / num_computed_tokens_cpu BT
@deprecated FriE A “Prefer using device seq_lens directly to avoid implicit H<>D sync
which breaks full async scheduling”, Wit 2#, X APl —B#RAMSIIARRN
GPU-CPU [EI#%%, E#EBIR full async scheduling Bylk3s, EWIEAKENRRE OB EEM
JRYIBT, MAERRLRESBERERNEEE.

LI AE

1. U4 CommonAttentionMetadata B CPU M4 (B&shi) @ &
vlim/v1/attention/backend.py #lfR seq_lens_cpu. _num_computed_tokens_cpu B/
TEMFES seq_lens_cpu. num_computed_tokens_cpu B @deprecated property, [E
ISR typing _extensions.deprecated & A ; unpadded() REBHF XA NFE FE, KA



¥ seq_lens_cpu_upper_bound. &8 device Ml compute_num_computed_tokens() (
seqg_lens - query_lens) 5 token to req_indices() &%, B"M: FAAEE CPU KEKNA
RAAELER seq_lens.cpu(), BAES seq lens_cpu_upper_bound BIEMIEX, TN
B AT,

EFEEMBERD TS viim/vl/worker/gpu_model_runner.py B
_seq_lens_cpu / _num_computed_tokens_cpu (FMl#E async spec decode FIE=_FE
None B4 4A %) , RIRE seq_lens_cpu_upper bound =
self.optimistic_seq_lens_cpu[:num_regs_padded];
vlim/v1/worker/ubatch_utils.py::_make_metadata_with_slice ZEANFEENTHES
tokens_skipped {&IEZ 1, HKIEZEA——vlim/v1/attention/backends/utils.py.
vlim/v1/spec_decode/llm_base_proposer.py. vlim/v1/attention/backends/mla/indexer.p
y. vlim/v1/attention/backends/mla/rocm_aiter_mla_sparse.py.
viim/model_executor/models/whisper_causal.py.
vlim/model_executor/layers/attention/cross_attention.py.
vlim/distributed/kv_transfer/kv_connector/v1/offloading/scheduler.py.
benchmarks/attention_benchmarks/mla_runner.py——E$ MK IBFE / 1BE S
H.

. NUEENEH CPU KE'WAELKBRZMERTFIE: viim/models/deepseek_v4/compressor.p
y::_get_c128 boundary MiE metadata._num_computed_tokens_cpu BXA
seq_lens_cpu_upper_bound - query lens RIEEANFEKRH start;
CompressorMetadataBuilder.build #3¢ async_spec_decode = async_scheduling and
speculative_config is not None, FEZAETEEI c128 boundary E None, EX
upper bound FE async spec decode Tt R Z“Ri& draft &¥EZ" 1 KWE,
vlim/v1/attention/backends/mamba_attn.py::_compute_common_metadata #
ReplaySSM 4% BR HiZEX seq_lens_cpu_upper _bound FBHE query lens _cpu 13|
num_computed_d, % decode base_cpu / seq_lens_cpu & LTF async spec
decode, M ValueError (SCEKA “requires exact CPU sequence lengths and
decode-base counts”) , B A KEHERNIC KK E N KK,
4. ESETERE WHFOBESRE)  viim/envs.py MR
VLLM_MM_HASHER_ALGORITHM 5 VLLM_PREFIX_CACHE_RETENTION_INTERVAL
BFEBR. env_with_choices JEMARIEZER lambda; viim/config/multimodal.py #ik&R
_get_mm_hasher_algorithm(), mm_hasher_algorithm E1EBRIA "blake3";
vlim/config/cache.py MIFR _get _prefix_cache_retention_interval(),
prefix_cache_retention_interval 28X Field(default=0, ge=0); vlim/config/attention.py
MR use fp4 indexer cache Bl4.  post init  FHEZE True -> "mxfps" IrBiZiE
% compute_hash() B & ignored_factors={"use_fp4 indexer _cache"} (GE MR
init_logger/logger) ; vlim/platforms/rocm.py #F CUDA_VISIBLE_DEVICES —
HIP_VISIBLE_DEVICES BB mh# N, =4 BRIAE (blake3 / 0 / indexer_kv_dtype="auto")
578K REBIFRBTENKIBFEEZ WHERK.
. MERBELE: tests/vl/eZe/spec_decode/draft_model/test_async.py MIFRY 60 1TF5
sync_tracker fixture (multiprocessing.Value 1%k + EEE#H
CommonAttentionMetadata.seq_lens_cpu property + FTERRAR) , 2&A



monkeypatch.setenv("VLLM_GPU_SYNC_CHECK", "error"), 3“2 IrfaXEH WK =T
JUE| worker WE B GPU sync check, MBI torch._dynamo.reset() 5 subprocess
HBREL; tests/engine/test_arg utils.py Ml BL2%E
test_prefix_cache_retention_interval_from_deprecated_env, EAR_EJRAL5 MR E # UK
SR, VXA FTIGIE M ThREMIR,

R

« vlim/v1/attention/backend.py (#3& JEFREATHIE; KA source; E£H core-logic; &5
CommonAttentionMetadata.seq_lens_cpu, CommonAttentionMetadata.num_computed
_tokens_cpu, CommonAttentionMetadata.compute_num_computed_tokens,
CommonAttentionMetadata.unpadded) : FAORBAUKLEN T kS L e D2H [
F ) seq_lens_cpu / num_computed_tokens_cpu BMESAE FE, FHitk unpadded() Bk
f& seq_lens_cpu_upper_bound, JRE T FiA T backend dnfe3KEX CPU MK,

« vllm/models/deepseek_v4/compressor.py (3R K48 EH; K5 source; ER
data-contract; &5 _get c128 boundary, CompressorMetadataBuilder.build) :
C128 W RAZRARFEMISE _num_computed_tokens_cpu, A REKAM
seqg_lens_cpu_upper_bound k3, FHFE async_spec_decode FH, B R LEFERTH
TAEF A T 89 SE RS2

« vlim/v1/attention/backends/mamba_attn.py (B3R &MFEA; 25| source; FR
core-logic; &% _compute_common_metadata) : Mamba ReplaySSM B& A2 ER
seq_lens_cpu_upper_bound #F B & query K&, B async spec decode XK JE iRk By
KA ERN ValueError, AR —IB FERA B EIE KA B REA K BB 2,

« vlim/v1/worker/gpu_model_runner.py (3R #RHITE; K5 source; EH
data-contract) : attention metadata B9 =% MR _seq_lens_cpu /
_num_computed_tokens_cpu BI3ERE 5 async spec decode THIE None 4%, RIRE
seq_lens_cpu_upper_bound, FRE T HEAT CPU Mfs o —KIR,

+ vlim/config/cache.py (183 ZHFEE; K3 source; EH configuration; &5
CacheConfig.prefix_cache_retention_interval, _get_prefix_cache_retention_interval) :
MR VLLM_PREFIX_CACHE_RETENTION_INTERVAL BYERAEEIER Rk, EIRAERBL
A Field(default=0, ge=0), EAKE A WEERAEZ —,

« vlim/config/multimodal.py (3% ZAESEE; K5 source; EA configuration; &5
MultiModalConfig.mm_hasher_algorithm, _get_ mm_hasher_algorithm) : #if&
VLLM_MM_HASHER_ALGORITHM B3&ZiZEBK %K, mm_hasher_algorithm BRIAEE £
B A "blake3", FIPS ZREXRAREMNMIEARZTE,

« vlim/config/attention.py (3 JFBAHEE; £H| source; FEA configuration; &
AttentionConfig.use_fp4_indexer_cache, AttentionConfig.post_init,
AttentionConfig.compute_hash) : #F use_fp4_indexer_cache FHAREZ & H
__post_init__ITEZTHE, HREDSFE compute_hash() B ignored_factors, BKZE|BFEEE|
indexer_kv_dtype BFa=BLET,

« vlilm/envs.py (#83k IR EE; £A| source; EA configuration; &5
VLLM_MM_HASHER_ALGORITHM, VLLM_PREFIX_CACHE_RETENTION_INTERVAL) :
ANFRE B E RS BT B EARIR, A E R BRI ASEER AR N E K



o

« vlim/platforms/rocm.py (#3& F&3&EH/; EF source; FEA configuration) : B
CUDA _VISIBLE_DEVICES — HIP_VISIBLE_DEVICES ®WE ¥, %% ROCm AFH
WERIMEIBEX, BEZWARH—IMBIRETE,

. tests/v1/e2e/spec_decode/draft_model/test_async.py (#3k EHAMMIR; HK 5| test;
KA test-coverage; &5 test_no_sync_with_spec_decode, sync_tracker,
SyncTracker, tracking_seq_lens_cpu) : F VLLM_GPU_SYNC_CHECK=error BRfX4y
60 ITF B RN fixture, BAKRE—AF review £ XK XM, HRE TIZAFIRKRH
)34 BE AT o

« vlim/v1/worker/ubatch_utils.py (3t #t#1 9T E; K7 source; E£& core-logic; &F5
_make_metadata_with_slice) : ubatch ¥] 5 B2RASRE P H AN EMR T B FHM
tokens_skipped 1&1E, AVR—HFMIR, R TERNE N FEESRET FEBEREZRE RS

. tests/engine/test_arg_utils.py (#&3 SH0MRK; K5 test; £R test-coverage; F&
test_prefix_cache_retention_interval_from_deprecated_env) : BIFRE X ESKRITELT &

B A test_prefix_cache_retention_interval_from_deprecated_env, #r&EZFERKRRIRIE
NR .

XS CommonAttentionMetadata.seq_lens_cpu,
CommonAttentionMetadata.num_computed_tokens_cpu,
CommonAttentionMetadata.compute_num_computed_tokens,
CommonAttentionMetadata.unpadded, get c128 boundary,
CompressorMetadataBuilder.build, _compute_common_metadata,
_make_metadata_with_slice, _get_mm_hasher_algorithm,
_get_prefix_cache_retention_interval, AttentionConfig.post_init,
AttentionConfig.compute_hash, test no_sync_with_spec_decode,
test_prefix_cache_retention_interval_from_deprecated_env

KELRAD B

viim/v1/attention/backend.py

ARRBAWKBEA TS MRS HEA RN D2H B8 seq_lens_cpu /
num_computed_tokens_cpu BMEEFE FE, it unpadded() 2&f&
seqd_lens_cpu_upper_bound, RZE T FiA FiiF backend #faI3RE CPU MK,

# vlilm/v1/attention/backend.py — I B EHNRATLS (Fik)

@dataclass

class CommonAttentionMetadata:
# |HEY _seq_lens_cpu / _num_computed_tokens_cpu 155 B B 4,
# EEMRFEA @deprecated property: BATE R B SPAT
# seq_lens.to("cpu"), BF—kFa=xX D2H R, EIFEHIF full async scheduling,
# MERE CPU MIFFIKE REEENAMA seq_lens.cpul),
# REERATEXMEXA LR M CPU F&.
seq_lens_cpu_upper_bound: torch.Tensor | None = None
"""(batch_size,) CPU upper bound on seq_lens. Precise for prefill rows
and for all rows outside async spec decode; optimistic for async-spec



decode rows (assumes every draft was accepted). Not safe for kernels

that need exact per-row context lengths on decode rows.

_num_computed_tokens_cache: torch.Tensor | None = None
_token_to_req_indices_cache: torch.Tensor | None = None

# RE T REY device MISZI: @fAFR CPU, IR AAREZEAR,
def compute_num_computed_tokens(self) -> torch.Tensor:
"""Compute num_computed_tokens on device (seq_lens - query_lens)."""
if self._num_computed_tokens_cache is None:
query_lens = self.query_start_loc[1:] - self.query_start_loc[:-1]
self._num_computed_tokens_cache = self.seq_lens - query_lens

return self._num_computed_tokens_cache

# TODO(lucas): remove once we have FULL-CG spec-decode support
def unpadded(
self, num_actual_tokens: int, num_actual_regs: int
) -> "CommonAttentionMetadata":
# unpadded() RE#:z EMIRAAE FE, T2 upper bound —HN F 4 #E,
# XA T backend HREEE| CPU MBEMKE, BERRMAEMRED,
maybe_slice_regs = lambda x: x[:num_actual_regs] if x is not None else None
return CommonAttentionMetadata(
query_start_loc=self.query_start_loc[: num_actual_reqgs + 1],
query_start_loc_cpu=self.query_start_loc_cpul: num_actual_regs + 1],
seq_lens=self.seq_lens[:num_actual_regs],
num_reqs=num_dctual_regs,
num_actual_tokens=num_actual_tokens,
max_query_len=self.max_query_len,
max_seq_len=self.max_seq_len,
block_table_tensor=self.block_table_tensor[:num_actual_regs],
slot_mapping=self.slot_mapping[:num_actual_tokens],
seq_lens_cpu_upper_bound=maybe_slice_regs(self.seq_lens_cpu_upper_bound),
is_prefilling=maybe_slice_regs(self.is_prefilling),
rswa_prefix_lens=maybe_slice_reqgs(self.rswa_prefix_lens),
replayssm_decode_base_cpu=maybe_slice_regs(self.replayssm_decode_base_cpu),

)

vliim/models/deepseek_v4/compressor.py

C128 B RAZRAKRBEMIRE _num_computed_tokens_cpu, AREKHA A
seq_lens_cpu_upper_bound R3f, FFE async_spec_decode FE, B FMLERARTAHT
FEHR AT S RS2,

# vlilm/models/deepseek_v4/compressor.py —— C128 A FRH|ES async spec decode 57T
def get_c128 _boundary(metadata: CommonAttentionMetadata) -> bool | None:

# ¥ X EH I metadata._num_computed_tokens_cpu (BERMIREIFARFE D FER) ;

# WEM CPU L EREAERS query KERRIEESMNERE start:

# start = seq_lens - query_lens, 5 upper bound B93-S 02 FHF—K,

seq_lens_cpu = metadata.seq_lens_cpu_upper_bound

if seq_lens_cpu is None:



return None

query_lens = metadata.query_start_loc_cpu[l:] - metadata.query_start_loc_cpul[:-1]
starts = seq_lens_cpu - query_lens
starts_list = starts.tolist()
query_start_loc = metadata.query_start_loc_cpu.tolist()
return any(
start % 128 + query_start_loc[i + 1] - query_start_loc[i] >= 128
for i, start in enumerate(starts_list)

class CompressorMetadataBuilder(AttentionMetadataBuilder):
def build(
self,
common_prefix_len: int,
common_attn_metadata: CommonAttentionMetadata,
fast_build: bool = False,
) -> CompressorMetadata:
token_to_reg_indices = common_attn_metadata.token_to_req_indices(
self.token_to_reqg_indices
)
num_decode_tokens = None
if _prefer_two_stage_compressor():
_, _, num_decode_tokens, _ = split_decodes_and_prefills(
common_attn_metadata, decode_threshold=1
)
# async spec decode T seq_lens_cpu_upper_bound E“BRIZEFiA draft EEIES"
# ERWE, ATHIETE 128 AR<ES, EWXMERTBEERFZMA,
async_spec_decode = (
self.vlim_config.scheduler_config.async_scheduling
and self.vlim_config.speculative_config is not None
)
return CompressorMetadata(
block_table=common_attn_metadata.block_table_tensor.clamp_(min=0),
slot_mapping=common_attn_metadata.slot_mapping,
block_size=self.block_size,
token_to_reqg_indices=token_to_reqg_indices,
num_decode_tokens=num_decode_tokens,
c128_boundary=(
_get_c128 boundary(common_attn_metadata)
if self.block_size == 8 and not async_spec_decode
else None

)

vlim/v1/attention/backends/mamba_attn.py



Mamba ReplaySSM BX HiZEX seq_lens_cpu_upper_bound FBHE query K&, B async
spec decode FHKE LKA ER ValueError, B4R —I FERAEHIE SR BEREK
5]

# vlim/v1/attention/backends/mamba_attn.py —— ReplaySSM #9¥EHaKE £k
if self.use_replayssm and not self.use_flashinfer_replayssm and num_decodes > O:
decode_base_cpu = common_attn_metadata.replayssm_decode_base_cpu
# IBSZFLIE common_attn_metadata._num_computed_tokens_cpu (EMIR) ;
# WEKANCPU L& - A% query KE", HENELTTERIERFHIENAS,
seq_lens_cpu = common_attn_metadata.seq_lens_cpu_upper_bound
async_spec_decode = (
self.vlim_config.scheduler_config.async_scheduling
and self.vllm_config.speculative_config is not None
)
if decode_base_cpu is None or seqg_lens_cpu is None or async_spec_decode:
# M EEBRE S write position B B NIREE
# async spec decode T upper bound ZF&UME, FEERAKIES decode EAMLE,
raise ValueError(
"—-use-replayssm requires exact CPU sequence lengths and "
"decode-base counts to derive decode write positions"

)

query_lens_cpu = (
common_attn_metadata.query_start_loc_cpu[l : num_decodes + 1]
- common_attn_metadata.query_start_loc_cpu[:num_decodes]

)

num_computed_d = seq_lens_cpu[:num_decodes] - query_lens_cpu
decode_base_d = decode_base_cpul[:num_decodes]

align_mode = self.vllm_config.cache_config.mamba_cache_mode == "align"
block_size = self.kv_cache_spec.block_size

#35EE: query_lens_cpu LEEERNNEITHE, B4

# decode_steps_cpu / valid_decode_rows E# £ RARE—/ CPU kK&,

TS R A

ME— SN review REEFENMRKEE (tests/vl/e2e/spec_decode/draft_model/test_as
ync.py:46) :

coderabbitai[bot] (#r12 Major / Functional Correctness) : ‘Update the test setup
around the GPU sync check to patch gpu_sync_debug. SYNC_CHECK_MODE
directly instead of only setting VLLM_GPU_SYNC_CHECK via monkeypatch.setenv.
Apply the patch before exercising the single-GPU UniProcExecutor, preserving the "
error" mode...”

mgoin E£ : “@yewentao256 I believe in CI we actually enable sync error by
default, so this might not be needed”

SIS R R FONIRIBRT S T/ER 4 worker MIZERIMEZT E, WRE viim B& fixture B
BWSA. = gpu_sync_debug EEARBMIEENE K _SYNC_CHECK_MODE, #RA4
monkeypatch.setenv FTEEARSAERR, MIRSIRIER RILIEAEIER", mgoin IAA CI B2 ERIA



FF/2 sync error, EIXAT setenv T EEZ R——(BX R B ERE ZNRAEARM I L IRE T 89
FIAWEREEH, =L PR RMEKEIEH (sfeng33 E#E APPROVED, mgoin By
COMMENTED #%ER—1T) , BT EFEEZIVR. RERABRLE L HIRS,

« 3R A monkeypatch.setenv RE VLLM_GPU_SYNC_CHECK ZZE 9% (testing): PR k&
KB REISHF (sfeng33 APPROVED, mgoin 89 COMMENTED S%&ER—4T) , #%®ipE
BEZIR; (B setenv ERE 5 B ERKE Cl BRIMERAER R PELEL,

- BHRERIFES BME, MAK S FER worker BB (design): MRS LI R H Uksk
, P FEZLIMETEAFARK, RMEAM (FE CD) WTHREAZ K BEFHE,

R -5 B
o

1. BERMEARBERERE NiREE: viim/envs.py #FR VLLM_MM_HASHER_ALGORITHM /
VLLM_PREFIX_CACHE_RETENTION_INTERVAL /&, AP #4SHXFNEEFSA
EATIRR, ITHEHBRREZRAE (blake3 / 0) ; WmERIERARELI5] A
envs.VLLM_MM_HASHER_ALGORITHM, W& E#E AttributeError, [E3E
use_fp4_indexer_cache FEEMIFR/E, 1B JSON/CLI £5 2 REFEZW @config BB
, MR RAEI, EE release note BAA,

2. seq_lens_cpu_upper_bound BB X[EM: ZFEHE async spec decode T ERZ RN E
A (“assumes every draft was accepted”’) , REEAFAEERITHEAL T XKENT R,
A PR R1E DeepSeek-V4 compressor 5 Mamba ReplaySSM #4bin T
async_spec_decode 5F I, vlim/v1/worker/ubatch_utils.py 5% attention backend
P HAMERBIZFENRBRZZEEMBES RRSHE, FEEERAZEEEHRA
WTEY PR &,

3. Mamba ReplaySSM B4k KAE R RIS A B : _compute_common_metadata E&EH 4
# metadata B ValueError, &E®R#E —use-replayssm + async scheduling + spec
decode WAHEESEBITE (MIERMRIHE) ALK, BARMEFEIRES write position”
T ENRE BKE, BBV E™ BERKIT,

4. ROCm B&TTWMATHEE: viim/platforms/rocm.py ~HIE
CUDA _VISIBLE_DEVICES Bsh#£ 13| HIP_VISIBLE_DEVICES, RiZERIZEH ROCm
AP SEITEEEREEGTH, THRNAAFRIBKEERE (BOATHARES %)

B R B AR A

5. MR ZRE S TTSHIMETRE: WiHgFrR, VLLM_GPU_SYNC_CHECK B4 SEtHlAk
2ZE52; RERRIFR sync_tracker Gk =M EARAKRITEN, —BE®@Y)3, EAFERARD K
TRV AT &,

6. EmE: MERIEME to("cpu") BME, #i& D2H P AANDBMEE T, X full
async scheduling T8 spec decode it ZLEMMIkzE, "M REEXRBE L, - BH
D AP XERFEIBNBIIMEEE —# R VLLM_MM_HASHER_ALGORITHM

(FIPS 3z % H sha256/sha512) . VLLM_PREFIX_CACHE_RETENTION_INTERVAL.
—use-fp4-indexer-cache % ROCm Lt R % CUDA_VISIBLE_DEVICES BIRZ b0
BEhEER, TNREHIRERINOAME,; EERRIAEZ (blake3. interval=0.
indexer_kv_dtype=auto) fTAXRE, ARZHAFALLTRE. MAK:



CommonAttentionMetadata BYZIE R AMUKYE, async spec decode + JBAE KV &7
A, DeepSeek-V4 C128A compressor. Mamba ReplaySSM X £e{R & CPU I E By
8422 M upper bound + ERNFEIREN, EHMETEMNTERNRE DB E]E A SR BT,
STRIBA: BREHAEEE v1 worker. attention backend. config. platforms 5§ ROCm #&42

(28 NXF) , BRZENMENR, EFNRITARETPERLTTE,; ANHLT FH
FIHABM R, AR RERBRABRE WA TR, - NEARD: BIRHEEE: BRFRE
ES5WERNE , RARPBHEBR, THRERAKSE , FO0_EFTREWR A TRk,
Mamba ReplaySSM ZEATHARFEMIE /BRI , ROCm RET T ARE |, NIRRT
Wi s " AL

KERPKZ

« PR #56138 [Bugfix] Pin EPLB and MLA host-to-device transfer buffers: [&—E k%

: #REEEMR host/device BIMIRRNFE N SR P, & PR BEEMMRSAA D2H RF 8
seq_lens_cpu B, BiZARBZEL KO,

« PR #55450 [Bugfix][Core] Retire Mamba states across null gaps: EJ& Mamba/ J& &%
HFHRSEELK, & PR 182K vliim/v1/attention/backends/mamba_attn.py
ReplaySSM B AL E# FHEME NIREE, 5i% PR X mamba RASEBEXHNBEEEZA LT
X,

« PR #56214 [Model] Support DeepSeek-V4.1-Flash: ElJ& DeepSeek-V4 #42: 1% PR 3|
AT vllm/models/deepseek_v4 1. kv_cache_utils 5 MLA indexer #8%XEXzh, 4~ PR &
JEW4E T Ri& vliim/models/deepseek_v4/compressor.py Frik#isy CPU MITTk3ER4A, W
BEE—RIBMTREHIRT C128 LR BEETNIERA,

« PR #56433 [ROCm][Bugfix] Fix AITER preshuffled FP8 block-scale kernel: & PR & &t
X7 vllm/v1/attention/backends/mla/rocm_aiter_mla_sparse.py 5
vlim/platforms/rocm.py, 53% PR B ROCm MLA B&{24848, &R SE M ROCm MIE
B a3 8 ST E AR 1B,

« PR #53675 [Multimodal] Use GPU NVDEC for EPD encoder-only instance video media
10: 3% PR f£8&7 vlim/multimodal/hasher.py 5§ Z S EBRINME, 54 PR #ikk
mm_hasher_algorithm BIfEE B EIR (default_factory — "blake3") % ER—EE M@,
AR E B — IR LS ERMERIT A



