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HiTHE

« —A]iE: ACL T LM Head 2 H bf16—fp32 RNAZIZHE

- EME: EEFEIR, LHEESRAT CPU EIR. oneDNN £ E /G im M RE AL T2 )T
© A PR A 4 AN, 37 ATERENIRE 6% e2e B, FIMHISIET —/ primitive Z5H
BRIt G, ERE=RITARE: — 2 H R (problem desc) MIEFEHRE T 3X—
BAIMEARIRE B, —B N4 c_type RFEFEN class BEHFRE (reviewer
bigPYJ1151 WA IES/R EHAS) ; =28 fp32 BB PE —RMEXAE copy IKTE
PyTorch MilfidE ACL NER, BEREZEIXRERZ/N M ZRpeEtkgs
TODO(fadara01) #AEFRE, HEZREEROREBSSERBRTRERL; WWRELE
ZipT = R, BIIE 64000 A TERENHAEE CodeRabbit 15 H BIMIR S B x4 =L,

THRES B

PR body % H EEIENEMIRIE: ‘LM Head takes around 11-14% of runtime for
quantized models”, FH¥HBRE: “These layers currently fallback to a sub-optimal
kernel in ACL. The most optimal kernel only supports bf16 src and wei tensors with
fp32 dst.”s HIEEF L do the oneDNN matmul with bf16:bf16:f32 problem desc on
AArch64 for BF16 layers with N >= 64k”, #3&8“Code path for other backends is not
changed”, &£ B#r& This improves throughput of llama-3.1-8b.w8a8 on 32
Neoverse-V3 cores by ~6%",

SCEL AR

1. ZEANB 5|1 (csrc/cpu/dnnl_kernels.cpp By create_onednn_mm_handler) : &
#ifdef VLLM_USE_ACL W¥|¥T b.scalar_type() == at::kBFloat16 && b.size(1) >=
64000, #FE(XIL args.c_type BB A dnnl::memory::data_type::f32, RXEEXH
ab_type #&#F BF16, Mt bf16 x bf16 -> fp32 MK, XHERAEA N 89 BF16
B (#& LM head / K vocab i B) XZITA, JE ACL MESHEERELERER,

2. BUTHAI L FEZAE (onednn_mm) : #3% dnnl_output 5 convert_output ¥|BF (
handler KRR £32 BiRAA ¢ F& float BTA true) , A true RQES fp32 IERTFK
B3I exec_args.c_ptr #8ME; ptr->execute ZJ5 A c.copy_(dnnl_output) —RIME[EE
BF16, ACL B bias RE (c = bias; ¢ += matmul(a, b)) Bk
dnnl_output.copy_(bias.value()), {%iE bias 5 matmul EERE fp32 ZhE K. &5
G— iR,



3. primitive Z25 5% R E%E (csrc/cpu/dnnl_helper.h / dnnl_helper.cpp) :
MatMulPrimitiveHandler::ClassMatmulCacheKey #3% dnnl::memory::data_type
c_type FE, std::hash #51t5 operator== EIZF N c_type, get_matmul_cache &
class_key B3EN c_type_; &N| FP32 ¥t 5 BF16 #H 89 matmul €4 E—A class
REGFIE IR primitive, RBHE K XHHTIE get_output_type() const { return
c_type_; } WinlE, EBAREHRAFHING bool bf16_in_fp32_out Fr&E (ZAREIE
review FEFEH 5% Args:ic_type EEEMRK) .

4. MIRELE (tests/kernels/test_onednn.py) : NK_FACTORS 3&in (64128, 4096), fE
test_onednn_gemm &% N >= 64000 #Fn X ; &5 %k5
test_onednn_int8_scaled_gemm 3t A, CodeRabbit ZZIXIFMESF AT KRTELL,

5. B#5EE: commit 0a2adb60 AMIEELEIN, 9d488e3 % review E I add ctype to
primitive cache key, use ctype to determine if output needs downcasting”, c8a2c3a
A merge main; JRE{RE TODO(fadara01): this is a hot-fix, remove once problem is
addressed in the AArché4 stack, J&T AR IERTH AR,

R

. csrc/cpu/dnnl_kernels.cpp (#23k 5B EF; K5 source; EH core-logic; &5
create_onednn_mm_handler, onednn_mm) : & F{K: create_onednn_mm_handler
P ACL (1385 c_type BE, WK onednn_mm 8 fp32 IGETHIE 5 M RAEBEERAE
XE, BERTEREIKES EFME,

« csrc/cpu/dnni_helper.cpp (183k EFE%E; K5 source; £ core-logic; &5
std::hash, operator==(MatMulPrimitiveHandler::ClassMatmulCacheKey),
MatMulPrimitiveHandler::get_matmul_cache) : primitive &7 ERMEFTE ;
ClassMatmulCacheKey B hash / operator==/ class_key ¥M3&EER DA EFIEE) ¢ _type
, BN FP32 5 BF16 ¥ matmul 2R ELZ R — primitive,

« csrc/cpu/dnnl_helper.h (3R EFE&7F; 25| source; A data-contract; 5
MatMulPrimitiveHandler::ClassMatmulCacheKey,
MatMulPrimitiveHandler::get_output_type) : ERBAYZE . ClassMatmulCacheKey #7
¥ c_type FE. MatMulPrimitiveHandler #3% get_output_type() 7R, =
kernels.cpp HIBT 2 E & BERFNIRTE, FHRAK bool bf16_in_fp32_out ARELE A
W review R,

« tests/kernels/test_onednn.py (3R E-FMRK; K5 test; E A test-coverage; F&
NK_FACTORS, test_onednn_gemm) : ME— MR eXzh: NK_FACTORS 3%hn (64128,
4096) & N >= 64000 MIFTERIR; [EE CodeRabbit k&S INAIE &,

XHEG5 . create_onednn_mm_handler, onednn_mm,
MatMulPrimitiveHandler::get_output_type, MatMulPrimitiveHandler::get_matmul_cache,
std::hash, operator==(MatMulPrimitiveHandler::ClassMatmulCacheKey)

KR BR

csrc/cpu/dnnl_helper.cpp



primitive 27 EMAMFTE: ClassMatmulCacheKey 8 hash / operator== / class_key #33&
LI I ¢ type, TN FP32 5 BF16 i matmul £1EHZFE— primitive,

// csrc/cpu/dnnl_helper.cpp

/1 3RS S csre/cpu/dnnl_helper.h HRETIE Y FE :

// struct ClassMatmulCacheKey {

// dnnl_dim_t b_n_size;

// dnnl_dim_t b_k_size;

// dnnl::memory::data_type b_type;

// dnnl::memory::data_type c_type; // ¥iig: MBENSEEZEXH
'}

/] "o REE AN c_type, TN FP32 5 BF16 MB &% B R — bucket
namespace std {
template <>
struct hash<MatMulPrimitiveHandler::ClassMatmulCacheKey> {
size_t operator()(
const MatMulPrimitiveHandler::ClassMatmulCacheKey& val) const {
return hash<dnnl_dim_t>()(val.b_n_size) A hash<dnnl_dim_t>()(val.b_k_size) »
hash<int>()(static_cast<int>(val.b_type)) A
hash<int>()(static_cast<int>(val.c_type));
}
b

} // namespace std

/I FBELLRREAMA c_type, FRIE bf16 #iths fp32 MIE A KE AR — primitive
bool operator==(const MatMulPrimitiveHandler::ClassMatmulCacheKey& |,
const MatMulPrimitiveHandler::ClassMatmulCacheKey& r) {
return l.b_n_size == r.b_n_size && |.b_k_size == r.b_k_size &&
|.b_type == r.b_type && |.c_type == r.c_type;

/] BREBEZGFRMIE class key, ML c_type_, 5 L@ hash/== fRF—3K
/I GXZ review ¥ bigPYJ1151 AR : FP32 5 BF16 i & E— cache)
dnnl::matmul MatMulPrimitiveHandler::get_matmul_cache(
const MSizeCacheKey& key) {
if (m_size_cache_.get() == nullptr) {
ClassMatmulCacheKey class_key = {.b_n_size = b_n_size_,
.b_k_size = b_k_size_,
.b_type = b_type_,
.c_type = c_type_};
m_size_cache_ =
get_matul_class_primitive_cache(class_key, primitive_cache_size );
}
return m_size_cache_->get_or_create(key, [&]() {
dnnl::matmul::primitive_desc desc = this->create_primitive_desc(key, false);
auto manager = cpu_utils::ScratchPadManager::get_scratchpad_manager();
manager->realloc(desc.scratchpad_desc().get_size());
return dnnl::matmul(desc);



D;
}

tests/kernels/test_onednn.py

o —MRB&ED: NK_FACTORS 38/n (64128, 4096) BAfk N >= 64000 WIHTEEAR; FERZ
CodeRabbit K& 522 IXEIE 2o
# tests/kernels/test_onednn.py
# #7138 (64128, 4096) it test_onednn_gemm £ZF| N >= 64000 #9 bf16:bf16->fp32 X ;
# 5EEiZ5| £ test_onednn_gemm 5 test_onednn_int8_scaled_gemm A,
# CodeRabbit ZIIF GEMM L HEEHUE % INTS ALY EAKE, (EE&HRESL,
NK_FACTORS = |
(256, 128),
(4096, 4096),
(16384, 4096),
(64128, 4096), # fiik ACL bf16 x bf16 -> fp32 42 (LM head fIR)
(1023, 491),
(1001, 15),
]

TP XA

1) bigPYJ1151 BEH3EE) bf16_in_fp32 out ARETLAR: ‘I think this is not required as
DNNLMatMulPrimitiveHandler::Args already contains c_type.” #E& fadara01 BN ‘I
added it to make things more explicit for people reading the code. i'll remove it if you
feel strongly against it.”, ARMRHEKARE get_output_type(), ERAELEHM c_type o
2) bigPYJ1151 AMEFEERFE: “c_type needs to be added, otherwise FP32 and BF16
output matmul will match same primitive cache.” E& #&1A “this can't happen in
practise... but I agree that we should add it to the cache key.”, BEEZE commit
9d488e3 &, WFHRERE. 3) CodeRabbit XMIRS IR HEIN: B (64128, 4096)
MEZE NK_FACTORS #3| GEMM £ HES#%|%k, EHE test onednn_int8_scaled_gemm
#£ create_onednn_scaled mm. T3EBE bf16_in fp32 out, HEBAHEA INTS SEk4EfEL
BRIKE; ZBWESHIREL, 4) ITHFEME N >= 64000, TODO RfEARE. WK/
M ZEBEEILL < 1 R review FEFITE, BTFHEEUEK A,

« MatMulPrimitiveHandler::Args F bf16_in_fp32_out #xEZT LR (design): MIFRE/MNY
bool #r&, BRAERELERTN c_type_ FHHIL get_output_type() =, R —1E
XEERDIRS,

« class Z& primitive ZHEFE LM B LR c_type (correctness):
ClassMatmulCacheKey #7138 c_type FE, std::hash $ft. operator== 5
get_matmul_cache H 8y class_key ¥3&ERF E#H (commit 9d488e3) , HKRT
FP32/BF16 #ithix3t ¥ primitive B9fRE,

« K shape BENKERLXZE NK_FACTORS &35k F (testing): RAFE: &FFBTHY head hR
A EIREE NK_FACTORS, INT8 RFIE L th B ARSI EKE, MAERSR
B,



R 5 B

« JF&: 1) EYIRFE (N batch) : PR body B old/new EtEIELERF, M=1 XK M=7~8 B
ERAEE/NF 1 (0 Llama-3 96 442 M=7 A 0.898x. Gemma-4 96 442 M=8 X
0.897x) , WEAMIH L/ batch THFHEZARERMEE, REZFIME fp32 MHHFEK
£ copy; WKRBEFHE M >=32 (F3ik 1.7x~3.0x) o 2) BRI BE: b.size(1) >=
64000 BEEHT (F3E 64k=65536) , BERE N £F M, N %F& [64000, 65536) HY
EHESHANFKRRZ, KREERBIRTMRNGES TEEEAD (RE envs.py 3 config) » 3)
NES# NI convert_output A true BTERIARERS torch::empty(c.sizes(),
at::kFloat), 3 N=248320. M=256 t LM head AA 254 MB IB%E} fp32 &4, ¥
M— X2 & dtype ##t copy; X Arm CPU REH RN R TaEARIMER. 4) ERM
E5HE—ME: BARE fp32 R RME—RMEEANE] BF16, HERELAATRER, B
58525 bit RES—K, TEERMRETH logits EEXTEONERR AR £, 5) &
FREEYME: ClassMatmulCacheKey 380 c_type 2B %E class & primitive 771
4 E#rE (DNNLPrimitiveCache B&%E 128) , {XFE c_type != b_type (B ACL + X
N BF16) BZH&E; CREMEET FP32/BF16 #MHiREF primitive (IR, BT 41K
%, 6) BEEERBR: KehmReT #ifdef VLLM_USE_ACL, RA M ACL E3MEN
AArch64 B%35, x86 oneDNN 5H Y CPU MERZ Mt FAIEXIE; BXhERE
K= IKBIELERE, B TODO EF BE L AArchbd HRE3TFE oA,

« ¥ AFPM: £ Arm Neoverse/AArché4 + ACL 89 CPU 2RZE £, BF16 5 WBA8 &
EWAER K prompt. K batch prefill/ #BiRZRKEHZHAE (LM head BEEAM T
TRA) 2~3x Mk, e2e Y 6% FHEFA) ; BHAXERGREAFFTFEERIE, APR
HMBURTREHS. AZEM: LM Head/logits MHEE & EAET 11%~14% 4T, %48
WEEEREXI S G, RIE—K FP32->BF16 ##M ACL NN E| PyTorch
BKE copy, RETHITHRGELEERN (BXIRAFE fp32 g4 . HARM: A
BERARERLT. kat@m/dy, B3IATH# TODO Wilsioa X 5B R RE, TEE
ACL/AArch64 LB E B EIK; R class £ primitive ZEEIEXNENEE R LS
X MatMulPrimitiveHandler B[R 224088,

« RFEFRIE: B FME 64000, ACL RBIFEE |, /N M 7224 EER | 158 FP32 £
Fres , MR VR

PRIIISZS
« PR #54968 [XPU] Add forward_xpu to Mixer2RMSNormGated and
FusedRMSNormGated: E A3E NVIDIA 54 /5 simiE il A8 B LR BRI R B 5|

IMERERR T PR (XPU eager $&3& 25%) , 578 PR £ ACL Li# 3| &k hybrid
kernel B9 3518 7 ELT 3L

« PR #51692 [ROCm][Perf] Add bpreshuffled blockscaled fp8 GEMM: [E4f & 4% E B4
JaimA GEMM 5IANZER /| BREGTIENTRARZ, FRERSRABRARSESEAF /
AT RZEE,; kernel [JEXHEEFRAONENEAIAE,



