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rust/src/server/src/render.rs
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async fn build_state(config: &RenderConfig) -> Result<Arc<RenderState>> {
/... mMBEHEBELRT ...
let served_model_names =
crate::effective_served_model_names(&config.model, &config.served_model_name);
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let max_model_len = config.max_model_len.unwrap_or(u32::MAX);

let text = TextRequestProcessor::new(loaded.text_backend, max_model_len)
.with_max_logprobs(config.max_logprobs);

let chat = ChatRequestProcessor::render_only(loaded.chat_backend).with_parser_selections(
config.tool_call_parser.clone(),
config.reasoning_parser.clone(),

);

Ok(Arc::new(RenderState {
model: config.model.clone(),
served_model_names,
/I tx¥B R4 Option<u32> {8, ATFEERFH O P£H R RE B RS,
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max_model_len: config.max_model_len,
text,
chat,

)

}
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#[tokio::test]
async fn render_list_models_reports_configured_max_model_len() {
/] MR FRAEL: EREE (Some(128)) fukEE (None)
for (configured, expected) in [(Some(128), json!(128)), (None, serde_json::Value::Null)] {
let mut app = test_render_app_with_max_model_len(configured);
let response = app
.call(Request::builder().uri("/v1/models").body(Body::empty()).expect("build request"))
.await

\)

.expect("call app");
assert_eq!(response.status(), StatusCode::0K);
let body = to_bytes(response.into_body(), usize::MAX).await.expect("read body");
let json: serde_json::Value = serde_json::from_slice(&body).expect("decode json");
let card = json["data"][0].as_object().expect("card object");



assert!(card.contains_key("max_model_len"));
/| BrERENERFETE: REMRERKT, REERRKRE null
assert_eq!(

card["'max_model_len"], expected,

"configured: {configured:?}"

}
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BugenZhao ( 47 ):"I think it is fine to accept the case where --max-model-len is
absent. However, I guess we may want to simply default it to unlimited instead of
replicating the logic for inferring the default value. - the logic seems complicated
and easy to drift in the future - ITUC the effective derived value on the inference
server may dlso depends on the actual configuration or available memory, so it's
not guaranteed to be the same as the one here - the downstream inference server
still validates prompt length against the engine’s effective limit, and the scheduler
enforces that limit during generation." zdtsw ( /& ):"Agreed. the logic to get the
default value from HF is really complex when I realized yetserday. probably it is

good to just make it more loose by set the u32::MAX instead. so we leave the
checks to vllm engine later."
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