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PATHRE

« —A]1E: Qwen4Exp 8 PLE SNBFRES QSA #HIIFH A Triton A, fR¥F BF16 &AL
F

- BEDNE: BRI, SHEZ4HIP QwendExp HEKiE Triton WK ITRIF, 2INE S X
SE=4E: (1) ops/ple.py::_ple_conv_kernel & (residual + conv_output).to(dtype) —
FP32 fi0 outer_residual — store I=# 5%, X2 [EE&ERKIE LR, L2
test_ple.py B8A torch.equal FNUMEHRE; (2) commit 6d038df K& E BEE—B
WK BT A NE X BT SIUYM specialization 2%, FEH warmup #E, EEEAN
#OEB checklist; (3) coderabbitai %F graph padding TR E RS FRREN (
ops/ple.py 5 test_gsa_reference.py) , ZBIRFE/FLE PR F4h—A spec + padding B&
HeOR B9Z AL A B SR AIESZ S I 80

Th RES EAL

PR body BHAsIHLE £ QwendExp NVIDIA B2 F IR AN R EEF: “This removes
two standalone pointwise operations from the Qwen4Exp NVIDIA path”, Bi&AX (1)
fuse the outer PLE residual add into the existing short-convolution kernel, (2) fuse the
optional QSA output gate into both the single-split attention epilogue and the split-K
merge kernel, fEER%AHLAR: “preserve the original BF16/FP16 rounding
boundaries before each fused post-op”, #3B5 #55272 X ABEH: & PR a1 fmiE
EE, #55272 % T model-level compile/custom-op plumbing, 1B diff /338 PLE 4NE
¥ E45 QSA gate YESRIL PyTorch SsEMAT, # #55272 3% A PR & rebase B|H
breakable-graph & A £E#,

SRR

1. @A A ERMEEMBIME, viim/models/gwen4_exp/nvidia/model.py B block
forward #& hidden_states = hidden_states + self.ple(...) BXJ9 hidden_states =
self.ple(...), INEFREIKHE PLE BARRSERK; ple_layer.py::Qwen4ExpPLELayer.forward
MNERX self. short_conv(conv_input, gated output, hidden states), JEBiBA [
short convolution accumulates into gated_output] ., XAf PLE B3REIFKEIEXIRE
hidden_states + ple_out, X_EE block 5223,

2. REBFEEFTZS, short _conv_dilated dispatch 3 outer residual %, #
metadata.num_actual_tokens ¥/, FHEWEZE ple _conv AR (spec. mixed batch 8



decode B85 prefill B, # decode) L&ERLESE: mixed batch B R TS
inputs/residual —#£H torch.split([num_decode_tokens, num_prefill_tokens]) $F8X
outer_residual_d/_p, 1%iE logical row 5 token &3|BaHRF R,

3. PLE A#: K& A, BE FP32 B3R ZE, viim/models/qwen4_exp/nvidia/ops/ple.py::
_ple_conv_kernel 3¢ outer_residual_ptr, EJR¥KH tl.store(residual + conv_output)
/=% (residual + conv_output).to(residual_ptr.dtype.element_ty) £ILR eager B
BF16/FP16 BR& N, B FP32 #in outer_residual, &/ store AR MRTE BF16,
ple_conv 18 THE I LA outer_residual, docstring E#H A “Add short convolution
and the outer residual; update state.”

4. no-op BIRARBEM)A, _short_conv f profiling. attn_metadata is None. HiZE
entry SR B, AEEE return A% residual.add_(outer_residual) BiRE——R A B
RAEXEIZETIIEPIT hidden_states + self.ple(...); X&Z& [RRASIEXEMN] RN EY
BRI,

5. QSA i It & . viim/models/qwen4_exp/nvidia/gsa.py B
Qwen4ExpQSAAttention.forward MR flat_output = flat_output * torch.sigmoid(gate)
, BXA assert gate is not None 338 gate £ _run_gsa — forward_gsa —
gsa_sparse_paged_attention(output_gate=output_gate[:num_tokens]), gate ¥ kernel
NETERL o_proj.

6. QSA WL warmup BEE, ops/gsa.py B _gsa_sparse_paged_gga_splitk_kernel (
NUM_SPLITS == 1 RE&42) 5 gsa_merge_splitk_kernel #FE output_gate_ptr &
row/head stride, 7 kernel R % .to(output ptr.dtype.element ty) € A. B FP32
3 tl.sigmoidl ; gsa_sparse_paged_attention & output_gate PR AMEXREBF S+
assert output_gate.is_contiguous(); warmup_gsa_sparse_paged_attention & %h Lt
output_gate ptr XA stride, 5T ZJY0516 7 commit 6d038df H5 H B9 B 53K
falL,

7. MRBLE, tests/models/qwen4_exp/test_ple.py::test_fused_conv_correctness #it
outer_residual FENLIKE, IBJRRH assert close(atol/rtol=3e-2) #f& torch.equal FfL
s, HX graph_padding T8 & & F outer_residual + residual;
tests/models/qwen4_exp/test_qgsa_reference.py::test_gsa_sparse_paged_attention_co
rrectness 3 output_gate = torch.randn_like(q), HE LR KA expected *
torch.sigmoid(output_gate), TTEEEIN. schema HNILEBLE,

MEEEFIE (PR body, B200 / CUDA 13.0 / BF16 / CUDA graphs ##3X) : PLE ##%5 1 47
6.464us = 4.480us (1.443x) , 256 471X 1.021x; T 16-8192 token A 1.15x-1.29x,
QSA 1132 1 17818 12.832us — 11.616us (1.105x) , 513 TRF 1.011x,

KX

« vlim/models/qwen4_exp/nvidia/ops/ple.py (13 HfRAAZ; 25| source; LR
core-logic; &5 _ple_conv_kernel, ple_conv) : PLE 58%&#R Triton WAZAMAK: ¥
outer_residual_ptr 348 [%&AN. B FP32 miNEFRZE] B3 ple_conv_kernel, B4K
BUESE MRS AN EZIN; ple_conv $H3E E W FE M3E S K,

« vlim/models/qwen4_exp/nvidia/ops/gsa.py (3 B EEA; 25| source; LR
core-logic; 5 _gsa_sparse_paged_gqa_splitk_kernel, _gsa_merge_splitk_kernel,



gsa_sparse_paged_attention, warmup_gsa_sparse_paged_attention) : QSA FEi4 T
AR ARML: B split REEZE split-K merge ERFHE output_gate_ptr, I8
gsa_sparse_paged_attention 8] gate PR A E KBTS
warmup_gsad_sparse_paged_attention &4 [ 2 £ B 1L E R R TypeError 8% &,

« vlim/models/qwen4_exp/nvidia/ple_layer.py ({3t 5E5RE; %5 source; LR
data-contract; &5 _short_conv, _short_conv_dilated_dispatch, forward) : PLE B4
&5 no-op EEX: _short_conv_dilated_dispatch #3&34% token ¥ / &L
outer_residual, _short_conv 7E metadata %k BtEKA residual.add_(outer_residual),
{RIEERA /5518 hidden_states + self.ple(...) B4A2%M,

« vlilm/models/qwen4_exp/nvidia/gsa.py (#3k 5EFEAE; 2% source; EH
data-contract; 5 Qwen4ExpQSAFlashAttentionImpl.forward_gsa,
Qwen4ExpQSAAttention. run_gsa, Qwen4ExpQSAAttention.forward) : QSAEEHE
B4 forward MIFRIELHY torch.sigmoid(gate) F’IEIFRIE gate JEZ,
_run_gsa/forward_gsa & gate —EZFEEINZ, 2 [FE-ANZREEF] BWAO,

« vlim/models/qwen4_exp/nvidia/model.py (B3R =R F{K; K F| source; FER! core-logic
; f&5 forward) : 2R block B 2 Z % : hidden_states = hidden_states +
self.ple(...) A hidden_states = self.ple(...), —fTEEEIRERINEFREN TN, WEH
WriE X FMPXBAE,

. tests/models/qwen4_exp/test_ple.py (Fk HFMR; 25| test; £A test-coverage;
&5 test_fused_conv_correctness) : PLE Bh&IEMMN T BG4
test fused_conv_correctness 3 outer residual FENLIKE, HIBEEHN
atol/rtol=3e-2 STIAELERFAHZA torch.equal FfIUrE, FEBEZT graph padding 1T,

. tests/models/qwen4_exp/test_qgsa_reference.py (3R SEZEAMR; K7 test; LA
test-coverage; {45 test _gsa_sparse_paged_attention_correctness) : QSA [ 1#&RH %
MR FH output_gate HIESE LR KA expected * torch.sigmoid(output_gate):
{8 coderabbitai 1 2e-2 FEFRRURE BF16 & NIFF, %G 8958 E T2 FKHA .

XS _ple_conv_kernel, ple_conv, _short_conv, _short_conv_dilated_dispatch,
Qwen4ExpQSAAttention.forward, Qwen4ExpQSAAttention._run_gsa,
Qwen4ExpQSAFlashAttentionImpl.forward_gsa, gsa_sparse_paged_attention,
_qgsa_sparse_paged_gqga_splitk_kernel, _gsa_merge_splitk_kernel,
warmup_gsa_sparse_paged_attention

RERED R B

vlim/models/qwen4_exp/nvidia/ops/ple.py

PLE %8547 Triton RAZAMR: I outer_residual_ptr 338 4 N, H FP32 miNEKRE]
B# ple conv kernel, BAXBESNEENAZOEI,; ple_conv & R I AES K,

ops/ple.py: ABRKEERSE X% (EFEEFHNRELN)

# _ple_conv_kernel KR E:: BEMERLIZRA eager L F& ANEF| BF16/FP16,
# B FP32 Hint PLE SMNRIRE, &E—RMESE,

# XSS BIEES unfused B9 (hidden_states + ple_out) &L —3K,
ple_output = (residual + conv_output).to(residual_ptr.dtype.element_ty)



outer_residual = tl.load(

outer_residual_ptr + output_t * C + c_offs,

mask=c_mask,

other=0.0,
)
# P/ BF16 (EWFE FP32 e[ #E# R, store BFRIFRNBMTEI HrE——REAN
ple_output = outer_residual.to(tl.float32) + ple_output.to(tl.float32)
if launch_pdl:

tl.extra.cuda.gdc_launch_dependents()
tl.store(

residual_ptr + output_t * C + c_offs,

ple_output,

mask=c_mask,

# B EMF % outer_residual R MIESEK, decode/spec/prefill =A> mode # &L
def ple_conv(

inputs: torch.Tensor,

residual: torch.Tensor,

conv_state: torch.Tensor,

conv_weights: torch.Tensor,

state_indices: torch.Tensor,

outer_residual: torch.Tensor,

*

mode: Literal["decode", "spec", "prefill"],
dilation: int,
query_start_loc: torch.Tensor | None = None,
num_accepted_tokens: torch.Tensor | None = None,
spec_query_len: int = 1,
token_indices: torch.Tensor | None = None,

) -> None:

""Add short convolution and the outer residual; update state.

vlim/models/qwen4_exp/nvidia/ple_layer.py

PLE B4 %45 no-op 3EX: _short conv dilated_dispatch $33H#% token Y15 / &L
outer_residual, _short_conv & metadata SR&BTEKA residual.add_(outer residual), &
ERES 5518 hidden_states + self.ple(...) BA&%M.

ple_layer.py: NEFREWNS L. no-op BRIES AR A

def _short_conv_dilated_dispatch(
self,
inputs: torch.Tensor,
residual: torch.Tensor,
outer_residual: torch.Tensor, # #3%: PLE 4MNEFRZE, M inputs/residual —#2# 5]
metadata: PleShortConvAttentionMetadata,
conv_state: torch.Tensor,
conv_weights: torch.Tensor,



) -> None:

inputs = inputs[: metadata.num_actual_tokens]
residual = residual[: metadata.num_actual_tokens]
outer_residual = outer_residual[: metadata.num_actual_tokens]

if has_spec:
#ORESHORRFFRLE row JF, kernel i token_indices G2 4T BRET
ple_conv(

inputs=inputs,

residual=residual,
conv_state=conv_state,
conv_weights=conv_weights,
state_indices=spec_state_indices,
outer_residual=outer_residual,
mode="spec",

if has_prefill:

if non_spec_token_indices is None:
# 5 inputs/residual MRS AN, RIETHF—K
outer_residual_d, outer_residual_p = torch.split(

outer_residual, [num_decode_tokens, num_prefill_tokens], dim=0

)

else:
outer_residual_d = outer_residual_p = outer_residual

# State routing KBUEE/TEIER metadata, E B EESD,
@eager_break_during_capture
def _short_conv(
self,
inputs: torch.Tensor,
residual: torch.Tensor,
outer_residual: torch.Tensor,
) -> None:
forward_context = get_forward_context()
attn_metadata = forward_context.attn_metadata
# Profiling 28 #8232 metadata 2iZ Mamba entry, BbatEHRZ no-op,
# BINBIREMENMO AL £, EWEMTEHE hidden_states,
if atth_metadata is None:
residual.add_(outer_residual)
return

layer_attn_metadata = attn_metadata.get(self.prefix)
if layer_attn_metadata is None:
residual.add_(outer_residual)



return

self._short_conv_dilated_dispatch(
inputs=inputs,
residual=residual,
outer_residual=outer_residual,
metadata=layer_attn_metadata,
conv_state=conv_state,
conv_weights=conv_weights.to(dtype=inputs.dtype),

#ORRAE: EERIENERE RIS gated_output, EEMIRF BB
self._short_conv(conv_input, gated_output, hidden_states)
return gated_output

TSR AL

« $PE ZIY0516 HE commit 6d038df (S IEBFHEAART, commit message 5 5/REAH
. “warmup_gsa_sparse_paged_attention still used the pre-fusion kernel signatures,
so every .warmup() call misaligned positionally and raised TypeError at startup with
enable_jit_ warmup=True (the default). Pass the gate tensor and its strides in both
warmup calls. attn_output_gate is hardcoded on for this architecture, so make
output_gate a required keyword argument end to end, drop the None specialization
branches from both kernels, and assert gate contiguity. This leaves exactly one
kernel specialization per profile——3XZA& PR A MMMEN—XITL, & TAZRSHIIX
T EBMED warmup ] XEBRMERAEE T X,

« coderabbitai #&H 3 & Minor (##r @ Minor / @ Quick win) : @ MERBFETI,
rtol/atol=2e-2 TL7AX % 1463 gate BEAl 5§ & ANEFE gatel , ZEXAh split BE
(1, 24, 2, 1792) 5 direct-write B2E (513, 6, 1, 1024) 8§ BF16 2R AH; @
ops/ple.py # mixed batch B graph padding {T~&
spec_token_indx/non_spec_token_indx W, ple_conv Rz} token_indices.numel() 4
program, padding TR RE/ZFE residual M 3IE outer_residual + residual; @
output_gate_view = output_gate.view_as(q) FFRLEIELAL stride, FEINIEL S IRFZE
LIRS stride(2) == 1,

« F Q) £WEFENBEIRSTIK (assert output_gate.is_contiguous() BFa& R4
stride A 1, FMKRT None 2%) ; & OO FERENHHNEREFERBEREL
commit, PR E#& AN (ZJYO516 APPROVED) , BT il B/FIIET,

« claudelbot] B PR kB fork BafF®EHKXIE, RK=ELREN; mergifylbot] B#RTH
rebase fRFMLE, TALL merge branch 'main' W&,

« BE /5 warmup LB S KBS KB EIHEA TypeError (correctness): EA8E: warmup M
SRR ¥IAME gate IKE R HE row/head stride, gate TR BESEK, assert
output_gate.is_contiguous() &2k,



« output_gate EIBIK % stride KM AR (correctness): EROR: HiFEHDESEK +
assert output_gate.is_contiguous() MR T None 2 X HFa &K% stride A 1, (ERA R
A0 stride(2) == 1 Big, WkAKSKELMELR,

« mixed batch # graph padding T2 E &R outer_residual (correctness): RKR: =
AR RBEE R E /G4 commit, PR EEN; FEE spec + padding JBEHIR
AN ZALA B FRIA,

« BF16 & NIF &R0 FRERMRTS (testing): SRR: MBI RILFEROISAEEEA; Ha]
MEARTTEF(E PR FHBE AN R A,

R a5 &
- R

1. RESHFIRS warmup BIFRMERES (BEENFEIHE) : ops/gsa.py B
warmup_gsa_sparse_paged_attention AL E S EM kernel L, FAREESERE
%, B enable_jit_warmup=True (BRIA) BIBBIEN TypeError; EEAAZELEE
fJREE warmup, 2 EERELRBHEKE, LXRLELEERE,

2. graph padding / mixed spec batch BIFXE FTREJRM (RIEIE) : coderabbitai $5 H
padding T ARFEAEST token index BREHEARESHAT outer_residual 8 load;
tests/models/qwen4_exp/test_ple.py BJ graph_padding ¥ = #1#A2 (outer_residual
+ residual) BRiL, BB LEWHRBRAFEREE, & coderabbitai ¥IRTKIL, spec
decode + padding H& TSV N— hidden_states, BT & ERE{E W £ fuIEAR o

3. @ NiFaNREE R E : test_gsa_reference.py H rtol=2e-2, atol=2e-2 #&3&, M
kernel B BF16 & A5 tl.sigmoid & EIMF RHTRA 1e-3 ERER, WAHRAGTE
“F1E PR body EBA#Y “preserve the original BF16/FP16 rounding boundaries”, a4t
E MR R IH PR RSB T A BN & Ho

4. B RBRIRFE A A gsa_sparse_paged_attention EZER output_gate ELL
, SNBrELMK; ple_conv 3K outer_residual 5 residual 17/F. Y1HF%EE2—3K (
num_actual_tokens #%3) , —EBE _EBEAKRIEE— token FHFKKE, SUEIR
T,

5. MgEUkZEBE batch Uk$K: PLE 7E batch = 256 BHMX 1.02x. QSA 7 513 474X 1.01x
, KEEPEMRFLELE /N prefill, RELARARIREAFR, FLEIZ 1.44x 5b
#,

6. FuEZ R TEBERE G RpLIFAT viim/models/qwen4d_exp/nvidia/, sk
KV cache R, REMBHAMERIER, BIERNREZEFE QuendExp BEH, -
2. AP/ &RLERSE: Qwen4Exp (Qwen3.8-Flash-Next) £ NVIDIA /a3ty iER
HERPREBR B——batch=1 &S PLE & 1.44x. QSA [ 1#¥IR 1.105x, XMEREKRNE
token 5/ prefill HRKBHREKR; BFLELGRRAWKSKE] 1%-2%, BT RN RIFEK
BE, Wtosm (REARM) X, T2e8H%k, AR5TE: THEERE. TRE
/KV cache RAZE, THREBSEEZMN, ®e&ELVIFANEA kernel launch, CUDA
graph KT 2R, HFA: A PR #L 7 ZRE R FAZ TERFl—RE =40
SHEIMR eager EARE., ABREBLZTEXMEN warmup HEMNHR; RRZEET T
Triton (LB SHCEH REEFE B warmup ARk ] BIRESE . - RREArE: ARELER



E 2R warmup, BERBRABREZRR (E48) , BEBRRTRERERE , S NIF
MiAwEE R BRRIRBORRA T T4

RERIREE

« PR #55272 (PR body F#&%, REERMNETXHLEEIRR) : PR body BB E A PR
. B model-level compile/custom-op plumbing, 1B %A diff /348 PLE 4NEFKRES
QSA gate fERI4r PyTorch iz, & PR ZHEHEEHTE rebase B|H
breakable-graph & B £E#,

« PR #48498 [Performance] Add Triton kernel for Gemma3n sparse GELU: E3E (L& &
| BOEIBHEIN Triton W] BIMEREKE: RFERBESN. RERZEENS L EM
X, TEARETER S NI RE TR,

« PR #55737 [Perf] [GLM-5.3-Flash] Use FlashKDA for KDA chunked prefill (1.7-3.8x
faster than the Triton chunk path): E—®F 53R E 8 QAL RE TIEREARER, K&
B AR E S A& + REEKEL R + Mt microbenchmark] BUR#H T &,

« PR #56741 [Refactor] Normalize DeepSeek V4.1 model package naming: 5
vlim/models/qwen4_exp/nvidia/ RE® [models/< & >/< & >/1 ¥R FH—IKEA
., BLBA QwendExp XA T BEEEHRITHEBTALR T N,



