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# X8 vlim/entrypoints/offline_utils.py % _preprocess_chat Z 50Z & EZ 45
# ZERHAIR BRI RBARNRADEITAEESL APL —3K
chat_params = ChatParams(
chat_template=chat_template,
chat_template_content_format=chat_template_content_format,
chat_template_kwargs=merge_kwargs(
chat_template_kwargs,
dict(
add_generation_prompt=add_generation_prompt,
continue_final_message=continue_final_message,
tools=tools,
tokenize=(
is_mistral_tokenizer(renderer.tokenizer)
or self.model_config.enable_prompt_embeds

).
mm_processor_kwargs=mm_processor_kwargs,
)
#ER: R EREME A renderer.default_chat_tok_params.with_kwargs(**(tokenization_kwargs
or {)
# XSYRRZ RSB EBRIAL add_special_tokens=True, SEEMRH# L E BOS
18 B8 BRI
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tokenization_kwargs = {

"add_special_tokens": False,

**(tokenization_kwargs or {}), # AREEANSEE ZRAME
}

tok_params = renderer.default_chat_tok_params.with_kwargs(**tokenization_kwargs)

tests/entrypoints/multimodal/lim/test_mm_processor_kwargs.py

FigemeONRAG, BETEBEOROEEMRIRTA, RRIHEER KM ILEYIEH
P

# X B tests/entrypoints/multimodal/lim/test_mm_processor_kwargs.py 5% 8EN 3%
#EREESHESER llava-1.5-7b-hf BIFEEEHITH
@pytest.fixture(scope="module")
def llava_llm():
#IREESHEARE, HAIEEIRIA add_special_tokens=True
model_config = ModelConfig(model="llava-hf/llava-1.5-7b-hf", max_model_len=128)
renderer = HfRenderer(
VIimConfig(model_config=model_config),
cached_tokenizer_from_config(model_config),
)
# AAEMEREL: IERBBRIAR True, XEESHNE BOS HREA
assert renderer.default_chat_tok_params.add_special_tokens is True
IIm = _make_mock_lIm()
IIm.model_config = model_config
IIm.renderer = renderer
return lim

class TestChatAddSpecialTokensDefault:
"INEE R, B LLM.chat() REAERMEE BOS AmE =4 BOS, "
# BEB— AN aE BOS 89 chat #AR (0 Gemma 3, DeepSeek VL2 #4R)
BOS_TEMPLATE = "{{ bos_token }}{% for m in messages %}{{ m['content'] }}{% endfor %}"
MESSAGES = [[{"role": "user", "content": "hi"}]]

def chat_token_ids(self, llm, **kwargs):
# FAABEEH _preprocess_chat 7k
(engine_input,) = llm._preprocess_chat(
self MESSAGES,
chat_template=self.BOS_TEMPLATE,
add_generation_prompt=False,
**kwargs,

)

return engine_input['prompt_token_ids"]

def test_chat_does_not_duplicate_template_bos(self, llava_llm):
"RRASRE: BEE, BOS RRBI—K, "
bos = llava_llm.renderer.tokenizer.bos_token_id
prompt_token_ids = self._chat_token_ids(llava_llm)
assert prompt_token_ids[0] == bos # #a{xH BOS
assert prompt_token_ids.count(bos) == 1 # H{RZEEE



def test_chat_matches_online_chat_api(self, llava_llm):
" ISIEE % chat Bt 5 4% API (add_special_tokens=False) #itH & MER, "
from vlim.renderers.params import ChatParams, TokenizeParams
online_tok_params = TokenizeParams(
max_total_tokens=llava_llm.renderer.model_config.max_model_len,
add_special_tokens=False, # % APl BHERIAE

)

chat_params = ChatParams(
chat_template=self.BOS_TEMPLATE,
chat_template_kwargs=dict(tokenize=False, add_generation_prompt=False),

_, (online_input,) = llava_lim.renderer.render_chat(
self MESSAGES, chat_params, online_tok_params

)

assert self._chat_token_ids(llava_llm) == online_input["prompt_token_ids"]

def test_explicit_tokenization_kwargs_override_default(self, llava_llm):
"ISEAAE AU E N B EBRNMEIRE BT R, "
bos = llava_llm.renderer.tokenizer.bos_token_id
prompt_token_ids = self._chat_token_ids(
llava_llm, tokenization_kwargs={"add_special_tokens": True}

)
assert prompt_token_ids.count(bos) == 2 # BB ZFHKMAA BOS
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