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PATHE

« —A]3&: A BLIP-2 Q-Former JEEATHE 3| A PyTorch SDPA, #AMERELA 1.4 12,

< EME: % PRESF/EL CE—NT4% REBADEIEXFNMEMNI. XEAR
FXAE: 1) F.scaled_dot_product_attention i85 k163 B ERFARIF T RBIEX; 2)
IEAE T MMEncoderAttention RERTURXFEAH R (g/kv KERETE) , Xtk
REMMHMERFEX

THRES B

YR T IEEEL L. PR body FAFATEH, RIBEZINEZ MM ERALEK (materializes the
attention scores) , BN ALK softmax, RERBINFEANEMETRE, e, (XMER
—RAxE SDPA AH, B&E AW PyTorch 9% Rié& EE AR (allowing PyTorch to
dispatch fused attention kernels) ”, FER“DEBA/NEEAFEZS (score-sized
attention intermediate)

SCEL AR

1. 8 XAE: & viim/model_executor/models/blip2.py X FEE XN import
torch.nn.functional as F, A{#H SDPA #EE.

2. MW EM . 158K Blip2QFormerMultiHeadAttention 268y forward #3%. MR T RA
BT E  (torch.matmul IHEEFE AL K. torch.softmax #1T4EIKE )T —1b.
self.dropout AR EFH. BX torch.matmul TELETXE) |, FB#LAX
F.scaled_dot_product_attention 89— XA, FIRAIE query_layer. key_layer.
value_layer fE A%, @3 dropout_p SEURFEINLARNEFRTA (ILKRER
self.dropout.p, BNA 0.0) , #iBH scale ZEE#RA WK E T self.scaling,

3. TEEKN: PR A RMRAIXMER, EIEEE PR body F#At TR RTX 4090 £
MR ERYE, EBA T BEEHMERMEEER A, A BTN tests/models/multimodal/test_
blip2_gformer_attention.py #%H & ZRKBRITKIE D, EREEESRERF,

R

« vlim/model_executor/models/blip2.py (#3k AT ; 25| source; FER core-logic
. &% Blip2QFormerMultiHeadAttention.forward) : " —BURAGE B X4, B2 T HL
189 BLIP-2 Q-Former 3 & A ZHAZA,

XS Blip2QFormerMultiHeadAttention.forward



RERED R B

vlim/model_executor/models/blip2.py
R EE X, B8 7 #Hime BLIP-2 Q-Former SEEALZIAZ S,

# LT 2 Blip2QFormerMultiHeadAttention.forward A &I OE B A R,
# BT NFahit &3 SDPA M,
def forward(

self,

hidden_states: torch.Tensor,

encoder_hidden_states: torch.FloatTensor | None = None,

is_cross_attention = encoder_hidden_states is not None

if is_cross_attention:
key_layer = self.transpose_for_scores(self.key(encoder_hidden_states))
value_layer = self.transpose_for_scores(self.value(encoder_hidden_states))
else:
key layer = self.transpose_for_scores(self.key(hidden_states))
value_layer = self.transpose_for_scores(self.value(hidden_states))

mixed_query_layer = self.query(hidden_states)
query_layer = self.transpose_for_scores(mixed_query_layer)

# £/ PyTorch #nf SDPA BMRJEA BIF 3 matmul -> scale -> softmax -> dropout -> matmul
T,
# AR AFREMER FlashAttention FREERNZ, BERVEFREHMfFREINEG A,
# dropout_p SEREIIARERBERE &Y dropout BHEER, #IEERA 0.0, RIFTTA—KIK,
# scale BEMEH R HIXEAF self.scaling,
context_layer = F.scaled_dot_product_attention(

query_layer,

key_layer,

value_layer,

dropout_p=self.dropout.p if self.training else 0.0,

scale=self.scaling,

context_layer = context_layer.permute(0, 2, 1, 3).contiguous()
context_layer = context_layer.view(
*context_layer.size()[:-2], self.all_head_size

return context_layer
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» DarkLight1337 & ERBHETEREE Transformers ESZH—3K, # @ T hmellor,

« hmellorfi#%% T Transformers & Blip2QFormerMultiHeadAttention ERIAfE F
eager_attention_forward, 5ZX ER[ZFE—K, BEEE sdpa WESEHAENIR SDPA &
o

« DarkLight1337REE#1IXVER vLLM 8§ MMEncoderAttention 13k,

« IsotrOpy&MAAN 4T, 18 Levius-Fubukifg i X EEE & : MMEncoderAttention T EER X
¥ Q-Former XXCEEA3%E (g_len != kv_len, flim 32 vs 257) , AAH
Flash/Triton B3 B TaEERMER TET g_len 8 K/V F5| ok,

o RAREK: IsotrOpyl AT TiZ8E, WA ULBNEXBEFEA F.sdpa”, MMFEE T YETsL
A Eo
« BT ERE IsotrOpyE R tests/models/multimodal/test_blip2_gformer_attent

ion.py FEITLRMIR, ENERSIREAREH R PRI,

. ¥3% SDPA BRAE: #H PyTorch JR4 F.sdpa & vLLM MMEncoderAttention
(design): £F MMEncoderAttention TREX K/V F3| o dE AR, FEATHZE, *
EXH E#EAB torch.nn.functional.scaled_dot_product_attention,

« BRIURMIRAXM (testing): FEERBHER, EZTERCEERREHNER P, "ThE
VR G 4RI 038,

&5 2 H
- R

1. SheeERatE (FAATAZE) . FENXRAET SDPA # dropout ITAZRE S RIEFohEE
MRLEM, REMELIRM T RN ERIEEE, BEXE—NERNWTHEL, R
PyTorch SDPA JaimfE R &2 BN E TTAFR—K, THSEBENREEZR,

2. FEMKF: SDPA SheE&ET PyTorch fRAFu)E3% %3 (W0 FlashAttention) ,» B
VLLM A &K PyTorch JRAER, {B3EFRkK BLIP-2 A EEAE ] ZHEFRELL
BT, Wb TEERARFIE R,

3. B3P FERMRE PyTorch APLSBE LA B E XFaitE 8 5 TIEMAEF, BEEZ
#=F PyTorch KkRthtb, - ®ra: XA NRH: BEMHER BLIP-2 A HITS
HAHEENRF,, LEERTERE - XRESHNZR. MRERA (4 1.2x-1.5x ERER)
FRETE (BELQERD) KEEREAFARRAOELE, RAZHNYR: TERHRT
EASIE, R vLLM BIBGRESR. NEEES APL 0, B2—1NRIRMmL,
RFBRAK. R M: BoR T RN AR E R FEHATHRERMANER, TAHMS
EASER SR ESE, FESEPHINO LR T AERERMNERSEMEZENEE,

« RFEFRIT: hEEIEFME - FAR/THEE , SDPA FEEMRE

KRR L
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ZESHEB AR/ PR, HRARER (Qwen2.5-Omni) B AMBE#THRAL, (K31
T AR S RS IR R R RIS K0T,



