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PR #55283 B— R4 K4 + ~PIEEZE . {4IE docs/design/metrics.md $FiE
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ZEEXNNIIER TPOT 89 viim:request_time_per output_token seconds, 37
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TheeS shtl
Issue #55276 384 X#48) Grafana Dashboard /NE B & :

vllm:inter_token_latency_seconds - Inter-token latency (Time Per Output Token,
TPOT) in seconds.

X5 benchmark CLI XA RKIBARZPE, VLM LB BRNRRTEFR:

bR FAERTAL iEX
vlim:inter_token_latency_seconds FXRNMEEM AR AR R e R, BR
ITL

vlim:request_time_per_output_token_sec @ #BAMERELFRIF— (end-to-end latency -
onds R TTFT) / (hum_generatio
n_tokens - 1), BE TPOT

Issue BIAFANSAELZFRAME| B E T AR T — R4 H 5% 24 token, LB Mean
ITL 4% F TPOT sEAERIYE token 3, ALK token-weighted TPOT & mean
per-request TPOT AR ENRERRMAHF R LR, PR body PFAF Resolves #55276, H75E
BR 'This is a documentation-only change; no runtime code was modified',

SCI AR AR
1. BIEXHEX (docs/design/metrics.md, +19/-4)

s FEAREH| XTI viim:inter_token_latency _seconds ZB{t. A 'Inter-token latency (time

between consecutive streamed outputs)', FABXAFNEZ TRANMHEGZE]) miE T
token Zi8]J o



« Grafana Dashboard #EtrFE/NFH$EE '(Time Per Output Token, TPOT)' E&—3XIE
% Issue R&MBIEIFE,

« XCRERARZ WA FH 'The inter-token intervals (Time Per Output Token, TPOT)' 2k
E 'The inter-token intervals', JEMRE—XRAK OFPE,

2. ¥ TPOT KBS EZR WAL

« $13 viim:request_time_per_output_token_seconds 5B, EBRARE [# token HERIT
A 01 BT A,

c W —EBMRBFEMEXT: RAREEMEBIRIZL token (FAHAERD) HBENRELRRF R LA
; vlim bench serve SHEFRE token &K, Eib Prometheus B A E%itS benchmark
TPOT A EHEFESFR; &XKRZLE—FE M@ docs/benchmarking/cli.md#understanding-the-l
atency-metrics,

3. Grafana EHE&E (examples/observability/prometheus_grafana/grafana.

json, +167/-1)

- K5 EBEA 'Inter Token Latency' EH#RHEY description, WRAEATEELSIRAME AR, (V&
B token M B TPOT,

« 3¢ 'Time Per Output Token (TPOT)' @#R: id=17, gridPos {h:8, w:12, x:12, y:48} (
H¥FE, BMITL @R , BALs,

« 5 % target: P99/P95/P90/P50 F histogram_quantile(q, sum by(le)

(rate(..._bucket[$__rate_interval]))); Mean A rate(..._sum) / rate(..._count), BEP
request-weighted ¥4,

4. RIE5EE

« TATRMREDBRBY, viim/vl/metrics/loggers.py 5 viim/v1/metrics/stats.py KAsAf,

« JSON &% M B 1EE A python -¢ "import json; json.load(...)" #&%; CI X XHEUHZE (
label build-docs, Read the Docs IR BEARK) o

s THEMHR: Grafana EARIEBEXFEINAMRAAREEZTEENAN; PR body K AGENTS.md
PEBABkE model eval,

R EEEMRA 3 NAE commit (FIAR — 'fixing documentation in metrics.md' —
Align ITL and TPOT metric definitions with benchmark docs') , branch L8 244 />
commit TEEZ R E merge main RIS,

examples/observability/prometheus_grafana/grafana.json

3 'Time Per Output Token (TPOT)' BRI KE ITL EMRER, ERRRE—HTHITRAE
HWEE (5% PromQL target) , LEMHXEH|SE BIRNEELIR,

// examples/observability/prometheus_grafana/grafana.json
/] FE@AR: Time Per Output Token (TPOT), 5B%A Inter Token Latency ERFIFHE T

{
"datasource": { "type": "prometheus", "uid": "${DS_PROMETHEUS}" },

/| ERBARERNSHDOZR: FMERERFIEE—XK, B decode BFEIFRIL (31 token ¥ - 1)
/] FEIEBERTE token ERIEA 0. vliim bench serve £1BX & RKHKRE TPOT Zit=4b



"description": "Per-request Time Per Output Token (TPOT) in seconds, computed as (end-to-
end latency - TTFT) divided by the number of output tokens minus one. Requests with no more
than one output token are recorded as zero; vlim bench serve excludes these requests from
its TPOT statistics.",

/| ££ERFE (fieldConfig. options. thresholds &) 5BA ITL EARAIF—K, HbERR
"fieldConfig": { "defaults": { "unit": "s" }, "overrides": [] },

I/ x =12 RFBEE¥F, yv=48 RFEREL—MTZE, BESRABRES
"gridPos": { "h": 8, "w": 12, "x": 12, "y": 48 },

"id": 17,

“targets": [
// P99: %3t bucket # rate, Bi% le Bé, HEREHESML
{

"expr": "histogram_quantile(0.99, sum by(le) (rate(vlim:request_time_per_output_token_
seconds_bucket{model_name=\"$model_name\"}[$__rate_intervall])))",
"legendFormat": "P99",
"refld": "A"
}
// P95/ P90/ P50 EAR—KETWER, XSS, XEEREEM
{
"expr": "histogram_quantile(0.5, sum by(le) (rate(vlim:request_time_per_output_token_
seconds_bucket{model_name=\"$model_name\"}[$__rate_intervall)))",
"legendFormat": "P50",
"refld": "D"
}
// Mean £ request-weighted F3#4: sum / count 8 rate tb{E, MY FEMNMEREE TPOT
BEHME
{

"editorMode": "code",

"expr": "rate(vlim:request_time_per_output_token_seconds_sum{model_name=\"$model_
name\"}[$__rate_interval])\n/\nrate(vlim:request_time_per_output_token_seconds_
count{model_name=\"$model_name\'}[$__rate_interval])",

"legendFormat": "Mean",

"I“eﬂd": IIEII

"title": "Time Per Output Token (TPOT)",

“type": "timeseries"

BRI
DarkLight1337 (maintainer) : "Could you provide a screenshot of what the
dashboard looks like before vs after your changes?"



ItsRoy69: Mk before/after MIK&E, Grafana JSON &4 =] B shIIEHE X, HEE
W—HIAERRE (x=12, y=48) 5 id "eE—MHNFE,

DarkLight1337: "Maybe we could just copy the definitions from
docs/benchmarking/cli.md?"

[tsRoy69: "Good suggestion. I've aligned the metric definitions with the
Understanding the latency metrics' section in docs/benchmarking/cli.md", X—34E
FEHIBEB|H 'Inter-output latency in seconds' U885 benchmark XA4—K eI E,
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HEFRIX 1K) , REBTE P 3| dashboard B description, I head RABE®EE1ZiI%HA,

& 2& DarkLight1337 A "Sorry missed your latest comment" UK&3 APPROVED, itie%AH
3B FHZE I,
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AT R E: FEAnRERZ (viim/vl/metrics/loggers.py. vlim/v1/metrics/stats.py)
AR, R serving. HES MR,

« FUME XA FRARB X $EREIKIBRY inter_token_latency_seconds, BREESHE=74
ERERSALE Y TPOT, ARBEMYIE, RepFEiE ks,

s BAESMIKEE : HrEiR PA9 {K#i histogram_quantile 5 2IA bucket 38 F, +Inf MR
AEWIEEIES, RMENETH #48866 IEHESL— bucket BRIAME, {EA PR KiLHH
bucket ®uH,

- BRE—ESHR: d=17 ZEH5ERAERPRELERFARE, ARIE JSON BHTRE +
BEAIHIA,

« Issue REFFEL: Issue #55276 M=y fcanonical TPOT PromQLl R3%&E# T
request-weighted mean —##, token-weighted AR5 TRANFEAR R viim bench serve
B iK% H RHEE,

B : FTAERE S S% dashboard &8 metrics.md X SLO HEIRAER&Z 3%, {BK

R ER—— R EE, REZTi%, B8 AR dashboard 89526 E F 50 B #1.
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- REAEANT T #55016 (FBIE spec-decode PromQL =FIMER BB NIEITL) 5 #48866

(%t— Prometheus E A B bucket BRIAE) #BA vLLM B89 metrics X445 M| 32 IE

RAMMIE, K PR ZER—KEEPH—IF,

o XHYFIRT| PR #2316 BEMFMIZ Grafana dashboard B2kzh, A& PR ML AR ELEH
BEXMBIEANT,
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