PR #55272 REIRLE

vlim-project/vlim
[Qwen3.8-Flash-Next] Remove torch.compile for NVIDIA implementation
&3 rtE]: 2026-09-07 12:57

JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/55272

PAITHRE

- —A)iE: B Qwen3.8-Flash-Next NVIDIA E&{2#9 torch.compile &%, 2R = &
CUDA A,

- #ESE: b PREFSFER, BACTREBEET —NEE0EHA (FP8 OOM) , HETR
T WD R HATER IR M torch.compile BIFARNMMAIBEEE A, TFH A CUDA B
FHER, XBHZIHRAEERE:

1. %M eager break: (XEFZB/THRIITEIE (40 attn_metadata) B EL _EE A
@eager_break_during_capture, fAEEEBMER FIAEE T,

2. X pbfaE . BIEFE ngram_context o query_start_loc & X AT IR A0 E K
HAlE(E AR R M Hbsit, % T CUDA EMEHHR,

3. BHEBEN: B QK BBEAD QwendExpQSAAttention.forward F, £
QSAlndexer.forward #URFIZF K projected_ak, & T 3BT,

WHELTUT XM vliim/models/qwensd _exp/nvidia/gsa.py (QSA SEZENBRFZEM) .
vlim/models/qwen4_exp/nvidia/model_state.py (ZHXfaziZig) fo
vllm/models/qwen4_exp/nvidia/ple_layer.py (PLE E&] eager break i)

THRES B

B PR ABRT Issue #54688 FiRHEHIEA: Qwen3.8-Flash-Next B NVIDIA 23, (KRR
A Qwen4Exp) BARMTEERIFn MTP N A support_torch_compile, CUDA B¥ERHRE
EXMEARE AOT HiF, BEEASFERESRBRLZHUE RN vLLM B E X E-FHH N LW,
R torch.compile REARR— N KPR LZFREE BB EEA GB300 Lok FP8 1o & & E
, torch.compile £Z R Bk embedding EF, SH—NHIMY n-gram RIKEEFHEA
50GB W&, Mifgl4% OOM,

LI AE

1. M @support_torch_compile 24H8: M vllm/models/qwen4_exp/nvidia/model.py
B Qwen4ExpModel 2. vlim/models/qwen4_exp/nvidia/mtp.py B8y
Qwen4ExpMultiTokenPredictor 2 Qwen4ExpMTP £ E#RT @support_torch_compile
#E1HEE RE dynamic_arg_dims £, XAREEERLESS torch.compile B2 F BRI
FafhAbo



2. S| NTE Wit CUDA B3I (@eager break during _capture): EXEH. REETITHRITE
R ERMT @eager_break_during_capture EiH2E, HETAIE CUDA EHIEHEA R
PR R eager MRAPUT, BIREHE:

« vlilm/models/qwen4_exp/nvidia/ple_layer.py ## Qwen4ExpPLELayer._short_conv 7
% (PLE &%) .

« vlim/models/qwen4_exp/nvidia/gsa.py F 8 Qwen4ExpQSAAttention._run_gsa 7% (
QSA ZHREH. RIIFERAITEH) .

« vlim/model_executor/layers/mamba/gdn/gwen_gdn_linear_attn.py F#
gwen_gdn_attention_core #1 gwen_gdn_attention_core_fused_norm_packed &%k (
GDN FBAZA) o

3. #%F NVIDIA BENBEEXHEF: BRT E11A torch.compile &It B E X E-FEM,
XBEFRARTSEmEELE, BARKRT :

« vlilm/models/qwen4_exp/nvidia/ple_layer.py & 8
gwen4_exp_compute_ple_ngram_ids #8 qwen4_exp_ple_short_conv &%k & H
direct_register_custom_op EH,

- vlim/models/qwen4_exp/nvidia/gqsa.py F 81 gwen4_exp_gsa_with_output &K & H
direct_register_custom_op 1AHA,

4. EMRECARAMSHEHR: ATENSEREEXEFENEERARER, AT S NN
SHK.

« Qwen4ExpPLELayer.forward A RIEEEIRA self.compute_ngram_ids fn
self._short_conv, fiAZ#R torch.ops.vliim.*,

- Qwen4ExpQSAAttention.forward A EMEEEITHE projected_gk HIAHA
self._run_gsa, #KRTiEH torch.ops.vlim.qwen4_exp_gsa_with_output 3%43b % %k
gwen4_exp_gsa_with_output BYE])3EIE A,

« QSAlndexer.forward AIEBIHAM hidden_states B A projected_gk, ¥ Q/K &% E1E
RERAF TKo

5. ABEERSE P X DURIFFAEMAL: 58K T viim/models/qwen4_exp/nvidia/model_stat
e.py B8 Qwen4ExpModelState 2, HafRE ngram_context fn ple_query_start_loc £&
X CUDA B (B3 prepare_dummy_inputs) fajs4E sk (3T prepare_inputs)
HA B RIFE E R RFn A f sk, BB IR B
« ZPXILMER max_num_reqs EASE—%, fmAERIELE] num_regs =

num_reqs_padded #/TH A,

- £ prepare_inputs ¥, ¥RERANEERTARIEEKEER, HEAE query_start_loc
BRI R

6. EFFEEmEMNIR:

« £ vlim/config/vlim.py #a vlim/config/compilation.py #, ¥ Qwen4Exp AFER (&
& Qwen4ExpForCausalLM, Qwen4ExpForConditionalGeneration 2 Qwen4ExpMTP)
B A ik CUDA B & BRIAEMG| R H,

« ¥ tests/test_config.py H, FEH T MR KX EFEAEIE ROCm FE& EBRIARHT
Hir CUDA B,



« 1£ tests/models/qwen4_exp/test_qgsa_reference.py &, #3E7T
test_gsa_unfused_cache_update_ignores_padded_gk MR, IIBERH Q/K ITFRES
RUMEF B,

- T tests/models/qwen4_exp/test_ple.py ¥, 30T MR AEIE PLE #RES MGRIZE
By IER M

« 1£ tests/models/qwen4_exp/test_config.py F, ¥ & T MR UIEE
Qwen4ExpModelState ZEE KM B ZET, HEZWNMAZHX (query_start_loc fn
ngram_context) tabRIFARE,

R

« vlim/models/qwen4_exp/nvidia/gsa.py (3R QSA SEEA; 7 source; EA core-logic
. 55 gwen4_exp_gsa_with_output, Qwen4ExpQSAAttention._run_gsa,
Qwen4ExpQSAAttention.forward) : QSA JFE AR EN XY, BRTEBEXETF
F#3I AT eager break, = E & P ERED XM,

« vlilm/models/qwen4_exp/nvidia/model_state.py ({E3k #ERIRA; £ 5] source; FEH
data-contract; 5 Qwen4ExpModelState._prepare_ngram_context,
Qwen4ExpModelState.prepare_inputs, Qwen4ExpModelState.prepare_dummy_inputs)
: it A CUDA EHFMEREEREZNERMAZFX, HEREREFTITENERAME
K5,

« vlim/models/qwen4_exp/nvidia/ple_layer.py (13 PLE Z; 245 source; &R
core-logic; &5 gwen4_exp_compute_ple_ngram_ids, qwen4_exp_ple_short_conv,
Qwen4ExpPLELayer._short_conv, Qwen4ExpPLELayer.forward) : PLE B8 G03F X
#, BBRITANEZEXEFHFARMT eager break, X F B HANHEIRE X2 —,

- tests/test_config.py (#E3k BLEMIRK; 27| test; KR test-coverage; 5
test_breakable_cudagraph_platform_default) : MR >CHF, I8 T #3EH QwendExp 1
RIBRIAE FH 7] F 7 CUDA AW ELEF 1,

. tests/models/gwen4_exp/test_gsa_reference.py (#3k QSA MR; L H| test; LR
test-coverage; &% test_gsa_unfused_cache_update_ignores_padded_gk) : MR 4
, T RIBER QK MAFREHEFANR, REMEERAERENEZRD,

KBS gwend_exp_compute_ple_ngram_ids, gwen4_exp_ple_short_conv,

gwen4_exp_gsa_with_output, Qwen4ExpPLELayer._short_conv,

Qwen4ExpQSAAttention._run_gsa, Qwen4ExpQSAAttention.forward,

Qwen4ExpNGramEmbedding.forward, Qwen4ExpModelState._prepare_ngram_context,

Qwen4ExpModelState.prepare_inputs, Qwen4ExpModelState.prepare_dummy_inputs,

QSAIndexer.forward

RERED R B

vlim/models/qwen4_exp/nvidia/gsa.py

QSA FERABRMRHZSEM XY, BRTBEXETHIIANT eager break, ZEEXEREFTH
TRED X,

# vllm/models/qwen4_exp/nvidia/gsa.py ( 3% =M 5 HIARAG )



import torch
from vlim.compilation.breakable_cudagraph import eager_break_during_capture

#.. HMSA L

class Qwen4ExpQSAAttention(nn.Module):
#..._init_ % ..

@eager_break_during_capture # #3%: £ CUDA EIHIREAEI P BT, LA eager AHUT
def _run_gsa(

self,

projected_gk: torch.Tensor, # £%%XM hidden_states BX A projected_gk

positions: torch.Tensor,

query: torch.Tensor,

key: torch.Tensor,

value: torch.Tensor,

output: torch.Tensor,
) -> None:

# .. AMZERIFAE, EHRKIRTH QK ...

def forward(
self,
positions: torch.Tensor,
hidden_states: torch.Tensor,
) -> torch.Tensor:
gkv, _ = self.gkv_proj(hidden_states)
a, k, v, gate = self._project_gkv_gate(gkv, positions)
num_tokens = hidden_states.shape[0]
query = g.view(num_tokens, self.num_heads, self.head_dim)
key = k.view(num_tokens, self.num_kv_heads, self.head_dim)
value = v.view(num_tokens, self.num_kv_heads, self.head_dim)
attn_output = torch.empty_like(query)
# F: B RI|BREH Y eager break, EBITE projected_gk
projected_gk, _ = self.indexer.index_gk_proj(hidden_states)
# BHERA _run_gsa, REMEI torch.ops AR $k a3 A
self._run_gsal(
projected_gk,
positions,
query,
key,
value,
attn_output,
)
flat_output = attn_output.view(hum_tokens, -1)
if gate is not None:
flat_output = flat_output * torch.sigmoid(gate)
output, _ = self.o_proj(flat_output)
return output

# BT gwend_exp_gsa_with_output Ri¥fo direct_register_custom_op A



vlim/models/qwen4_exp/nvidia/model_state.py

5N CUDA BHRFMEBCEERENERMAZTX, EERERERITPITEXNERIEN X
%O

# vlilm/models/qwen4_exp/nvidia/model_state.py ( o E M E IR )
import torch

#.. BEMEA

class Qwen4ExpModelState(MambaHybridModelState):
#..._init_ A% ..

def prepare_ngram_context(
self,
input_batch: InputBatch,
reqg_states: RequestState,

) -> torch.Tensor:
num_reqgs = input_batch.num_reqgs
#1508 AR ME A ZEM ngram_context 24X, mAREIH
context = self.ngram_context
context.fill_(self.ngram_eos_token_id)
if num_reqgs ==

return context

#.. EEBERAZEAE ..

def prepare_inputs(
self,
input_batch: InputBatch,
req_states: RequestState,
) -> dict[str, Any]:
model_inputs = super().prepare_inputs(input_batch, req_states)
if not self.uses_ngram_embedding:
return model_inputs

num_reqgs_padded = input_batch.num_reqgs_after_padding

query_start_loc = self.ple_query_start_loc # {# 2 EHEFX

query_start_loc[: num_reqgs_padded + 1].copy_(input_batch.query_start_loc)

# . BREANEERTARREKEEXK

query_start_loc[num_reqgs_padded + 1 :].copy_(input_batch.query_start_loc[-1])

model_inputs.update(
query_start_loc=query_start_loc,
ngram_context=self._prepare_ngram_context(input_batch, reqg_states),

)

return model_inputs

def prepare_dummy_inputs(
self,
num_regs: int,
num_tokens: int,



) -> dict[str, Any]:
# ... BOURAE, MASFRXAERKARMIERE ...

viim/models/qwen4_exp/nvidia/ple_layer.py

PLE BRI OEBEXH, BRTIBENBEXETFHRNT eager break, BXE EHZ AR
XHzZz—,

# vllm/models/qwen4_exp/nvidia/ple_layer.py ( #4EHEHARED )
import torch

from vlim.compilation.breakable_cudagraph import eager_break_during_capture

#...  HthEA ...

class Qwen4ExpPLELayer(nn.Module):
# ... _init_ A% ...

# FiG: £ CUDA EHREAR TR, L eager MAPUTESLR
@eager_break_during_capture
def _short_conv(self, inputs: torch.Tensor, residual: torch.Tensor) -> None:

# .. RFZBEAFLAE ..

def forward(
self,
inputs: torch.Tensor,
positions: torch.Tensor,
conv_state: torch.Tensor,
# ... HS3K ...
) -> torch.Tensor:
# ... AIERDEE ...
# 158K E#EAHA compute_ngram_ids fo _short_conv, BT torch.ops M
ngram_ids = self.compute_ngram_ids(input_ids, query_start_loc, ngram_context)
# ... PHEEE ..
self._short_conv(conv_input, gated_output)
return gated_output

# #BRT gwen4_exp_compute_ple_ngram_ids, qwen4_exp_ple_short_conv &#$kfn direct_register_
custom_op AHA

Wi AL

T TEE R AMRDFE AR ERG L, TFEE ZJY0516 38H viim/model_executor/layers/
mamba/gdn/qwen_gdn_linear_attn.py FEI—LEANT LB, 1BAEE gau-nernst ARRFIIX
B2 N MRAWE Qwen REFTE", RAEBFESFE T PR OWTER, TEEFETHME
R AN, 5 —H coderabbitailbot] BHWEERALE, &
vllm/models/qwen4_exp/nvidia/indexer _gsa.py BIERELEERIZE, projected gk BIEEIRIE
RS K 3, R positions HEKERLE, RAL PR REEBEZAE, BERETHE
BREmIFRBE, FOHEEHBEPRROADBELNEEE, BAL, [TERBT NBESHERIFRL
HERERN. FaHRHPITEERZEN, TEFHEENIRF R L RELMt



« GDN &MEEFRABFEAREE (style): /E# gau-nernst RS N IR ANIA
Qwen BAEFE", BEWKREAR PR FHKR.

« QSA RI| BAREEHKIZT projected_gk BIEXE (correctness): LB PR TSR H,
BRERRERPEE, TREIENE SIS E IR,

R 5 B
o NS

1. MEEEIINPEE: F£FR torch.compile TTRESR KB I NZR&F A E ML E %, PR Fi%
HOMEHEE R, ERHIFLR (1-4) T, BLEARKTE (2% £ -5%) , MERF
& (16-64) THEMEA. FEAAGER FEXASRE, FHEERENOFoHRI S
—FSREMRE . NRET, WRRREAFINM, KALGENERETRIIFEZTY
Lo

2. FEMRS: WEETERW NVIDIA FE8 QwendExp R, BIRBEXHETFE, &%
RN EERRBRZSFANARE R fRBERERE. MAEBET BF16 fn FP8
wEE, BRAHEZFATHENENERE (0 ModelOpt) ,

3. CUDA B FRMmE K IERMENFIE: 3] N\ @eager_break_during_capture Fnif 424
XZBEEMT CUDA REEMNE M, BRMIR (40 test_gsa_unfused_cache_update
_ignores_padded_gk #1 test_config.py I XthbNR) B EKIEIEMME, B8 2
B Bh S HE AL IR Fn3Z AU AR RS 37 AT 7T RE R FE A RIB Mo

4, RERNK: THERZENKE, WTETERRNIFRPUTERNEM,

A

1. AP & XT4EH NVIDIA GPU 22 Qwen3.8-Flash-Next 2R B9 H 7, b PR R
T FP8 K& amEkEA) OOM H&, {E/FEHEIK GB300 LB TR AN TTRE, IEIEMERETE
REZEERTRIFRE, EAFPTHSWEIMRF L2 E T EHENHNEL,

2. A%¥W: WEERET vLLM BIERPUTIE, #5512 CUDA EHFRMEBNHE ., &
SIANT Wit CUDA BEEA—M#riEN, A TAERBEEITH THIENERE, XA
HMEMEE (U RIZE GDN FARBHSAN) HRRBIMEE 8,

3. FRA®m: 1t PR AREIRRME T — MBS R FRBTH I EE RN, AT HNPITERENE
BlEFR. CRATFHERANFMR (WEEZPXHA) FPITHRE (WER eager
break) MIEEME, HXAIMEREREANHR KB AT UARREMEMERERSE, - AR
T BOBRERE , MEEARE , CUDA BEIsAN , RO 2@ ENEENR

KRR EE

« PR #54688 [RFC] Remove torch.compile dependency from Qwen3.8-Flash-Next
NVIDIA path: & PR Zxtib RFC Issue B9SCHL, EBEHEARRT HIRUNBEIR: BIR
torch.compile 1&#i,

« PR #53896 [Qwen3.8-Flash-Next] Initial NVIDIA implementation: 74 PR 15 2%
Qwen4Exp A X4 (I model.py, gsa.py, ple_layer.py) =¥ &% PR 3| Ao & PR #
M T ZSZIL RS @support_torch_compile 2E4H %,



