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# T EEHRBEAE A (viim/model_executor/warmup/spec_decode_rejection_warmup.py)
# B ERMERERLIZE: device = torch.device("cuda")
# BEENITEREREZRIRELRZE: device = worker.device
@torch.inference_mode()
def spec_decode_rejection_warmup(worker: Worker) -> None:

spec_config = worker.vlim_config.speculative_config

if spec_config is None:

return

# ... (HMBECEMANT) ...

# RE&T runtime £ 8948 X ArE,

rejection_method = getattr(spec_config, "rejection_sample_method", None)
use_block_verification = rejection_method == "block"

use_synthetic = rejection_method == "synthetic"
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# X% T XPU LZRDE CUDA KESFERNHE ZFfmAk,

device = worker.device

num_reqgs = 1

tokens_per_req = num_spec + 1

num_logits = num_reqgs * tokens_per_req
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