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« —4)iE: ROCm E#K5E sparse-MLA 4 kiBHE, B8 GLM-5.3 MTP #EBREH

 EEME: EERIR EREEZE—ARK BRESXF=A: (1)
_use_rocm_sparse_triton() A TARHIE " F N TUT RE /1 F 2B IR$E = T AR L —BR
ragged Triton AZETEMNITS token BIE/TE5 L8 decode ITAMRE AR, XEEAMS
S AR, (2) L BRERIATEZARL AATEINEABESR, HEEEEEAIFA
A False BRRAWZIFEEI0 assert/ £, MAERERKBAL GSMBK I1E; (3) &R
& ROCm JE3m BRI B9 38, EIGN—5aEd Cl BEREBREERF (REVE
AMD CI ## BiZMHRX#4) , ENMEEREEERIFRF LEFEN, I TRETHLELHN
B, BE—AET: XEBRKRELIKIEE + ARG 8/NeRE, BERERREE
. REFThEE,

Th RES EAL

PR body BAF&LEA: A selector RIELEAHY rope-free BF16 decode B HF| Triton
ragged WA, ¥ max_query len > 1 8 num_decode tokens !|= num_decodes (BRIZHLAR
REYIRIEAT) BTEMEHERR, X 4T Fall through to an incompatible AITER kernel and
produce corrupted output leading to 0% correct on GSM8K”, SZMFHIBEHLENIET BE: 15
SR MTP5 iZ/THIEE R token BEARCEMEK 0%, BEER—EM (4x MI355X, TP=4)
L+ GSM8K 3X%| 91.74% (eager % 91.13%, It MTP £& 90.67%) , MTP5 #£¢
153.1s Xt MTP 89 173.0s, ZEKBHEIM T issue #53943 TR B ETIUA (
geometry-based) VK T E; issue #54369 IREEHY draft step Z B EiE
sparse-MLA/kpool metadata BIMEREFF S ATEAR PR SEE A,

TR

1. ZE ANB: vlim/vl/attention/backends/mla/rocm_aiter_mla_sparse.py BRI IE]
_use_rocm_sparse_triton(), &&= ROCMAiterMLASparselmpl 3#%4F Triton ragged
sparse-MLA £ 2 AITER sparse MLA By#E—FF %,

2. BB muiE: RBRAEERZEE plain_decode = num_decode_tokens == num_decodes,
FHREEHEM not fp8 and head_size == kv_lora_rank and plain_decode and
(num_prefills > 0 or (num_decodes > 0 and max_query_len == 1)) k&4 not fp8 and
head_size == kv_lora_rank and (num_prefills > 0 or num_decodes > 0), EX R EH#&Z"

ORI BT E R, MR NRBEAJUATHIE . ragged Triton RAZZR query



token &5| metadata B9, FTAZ% token RAIIEITS L 38 decode TR &AM E BIBE AT RIER,
FP8 KV cache 5 head_size |= kv _lora_rank (& rope B9JUE) 13{R3FRA AITER 4k
, RERMH,

3. MEMEE: docstring HEATULEAY 5 AW R (“The ragged Triton kernel
indexes metadata per query token, so multi-token speculative verification rows have
the same capability requirements as plain decode rows.”) , IBX R EIIRIEELE
REGE, B UGH YK E MR RBIRE X,

4. MIRELE: tests/vl/attention/test_rocm_glmbnext_sparse.py B
test_rocm_sparse_triton_route 2H R EF—RAHG| ("auto”, 512, 0, 2, 4, 2)
False #l% A True (IEZ MTP BIEIR) , #3E ("auto’, 512, 0, 2, 12, 6, True) (BER
BINFR, BEER MTP) 5 ("auto", 512, 0, 0, 0, 0, False) (B#TEIRITHR %
Triton, %T4% num_prefills/num_decodes &4 0 W34 R) , FH4bLE docstring “Validate
Triton routing for prefill, decode, and MTP verification.”,

5. REKFHBIERA : fit_kpool indices to aiter(). FP8 A JkE{R. kpool KRE|EH BBy KAk
AE; “draft step Z[B|E3E metadata’ BYPERE IR EIZ PR body Y3ZF| issue #54369,

R

« vlim/v1/attention/backends/mla/rocm_aiter_mla_sparse.py (3 HEEEA; 25|
source; £ core-logic; &5 _use_rocm_sparse_triton) : ME—IRELERH X F,
_use_rocm_sparse_triton() 1BIEK R B RE ROCm sparse-MLA F& Triton ragged 5
AITER FIZ AR Z BNAK, EAREREMS S NLIREBE,

. tests/v1/attention/test_rocm_glm5next_sparse.py (#3k BEMR; 25 test; LA
test-coverage; &5 test_rocm_sparse_triton_route) : EEEEVIMIR, F#H
test_rocm_sparse_triton_route 895tk I MTP BiEIRM False BlEE A True, H
WFRBNE BN L R, BT REEBBA/RE REIEAZESE.,

XS _use_rocm_sparse_triton, test_rocm_sparse_triton_route

KR F B]

viim/v1/attention/backends/mla/rocm_aiter_mla_sparse.py

ME—RALBRE XM, use _rocm_sparse_triton() BRI BEERE ROCm sparse-MLA &£
Triton ragged 5 AITER MLRZBEAZBINQIK, EARIERMES S HEILEE,

# vllm/v1/attention/backends/mla/rocm_aiter_mla_sparse.py
# ZiB 1A & ROCMAiterMLASparselmpl RN B E—FF % :
# True -> Triton ragged sparse-MLA (& query token & 3| metadata)
# False -> AITER sparse MLA
# FEE L EH num_decode_tokens / max_query_len X PR jZ EARE S5 H kT,
# REATILRARAASMRFCHAREL MRS,
def use_rocm_sparse_triton(
kv_cache_dtype: str,
head_size: int,
kv_lora_rank: int,
num_prefills: int,



num_decodes: int,
num_decode_tokens: int,
max_query_len: int,
) -> bool:
"""Select the rope-free BF16 path not supported by AITER sparse MLA.

The ragged Triton kernel indexes metadata per query token, so multi-token
speculative verification rows have the same capability requirements as
plain decode rows.

# AKEMEEALRY, RIFEERPR ZA—K:

# 1) FP8 KV cache {1393 AITER #4132 (K PR BABIAHXE) ;

# 2) head_size == kv_lora_rank &A% rope B9 BF16 JU{",

# X IF 2 AITER sparse MLA R EHAEE.

return (
not kv_cache_dtype.startswith("fp&")
and head_size == kv_lora_rank
# REX—MHEAEFRIT (B prefill {758 decode 4T) R Triton,
# 15 E X BRI E KR plain_decode (num_decode_tokens == num_decodes)
# B max_query_len == 1, F& MTP 89% token IIFATHEHERR,
# #IEB| S rope-free BF16 RFHFAM AITER WA, P~ HBFFER.
and (num_prefills > 0 or num_decodes > 0)

)

tests/v1/attention/test_rocm_glm5next_sparse.py

BLEREYIMR, EH test rocm sparse triton_route BIEELE: I MTP BiEFRM
False Bl A True, FHANSTRFNE FHORAENLFAG];, BECR¥SEEMARE, RRIERN
% T

# tests/v1/attention/test_rocm_glm5next_sparse.py
@pytest.mark.parametrize(
(

"kv_cache_dtype",

"head_size",

"num_prefills",

"num_decodes",

"num_decode_tokens",

"max_query_len",

"expected",

("auto", 512, 1, 0, 0, 32, True), # 4 prefill: £ Triton

("auto", 512, 1, 2, 2, 32, True), # prefill + decode JB&, token ¥5i&REXF

("auto", 512, 0, 2, 2, 1, True), # £3i& decode: max_query_len ==

("fp8", 512, 1, 0, 0, 32, False), # FP8 KV cache: 1% AITER K42

("auto", 576, 1, 0, 0, 32, False), # head_size != kv_lora_rank: 3E rope-free, & AITER
# R PR B9 0803 &0 num_decode_tokens != num_decodes B max_query_len > 1,

# BUIZALARFD 9% token BRIEAT, B ERIA False (F#BRE AITER $EEH) .

("auto", 512, 0, 2, 4, 2, True),



# F3E . BIRAVIRAISIER IR (12 4 decode token / 6 NMEXK)

# XM PR 3R E MTP5 B98Z bR,

("auto", 512, 0, 2, 12, 6, True),

# 3. B TTERITI AR E False, ¥TME (num_prefills > 0 or num_decodes > 0)
BT R

("auto", 512, 0, 0, 0, 0, False),

)

def test_rocm_sparse_triton_route(

kv_cache_dtype,

head_size,

num_prefills,

num_decodes,

num_decode_tokens,

max_query_len,

expected,

"“""Validate Triton routing for prefill, decode, and MTP verification."""

assert (

_use_rocm_sparse_triton(
kv_cache_dtype=kv_cache_dtype,
head_size=head_size,
# kv_lora_rank BN 512, 5@ head_size == 512 YA FIBLIT,
kv_lora_rank=512,
num_prefills=num_prefills,
num_decodes=num_decodes,
num_decode_tokens=num_decode_tokens,
max_qguery_len=max_query_len,

)

is expected

)
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< PHEU CIREBAE, BROMNBHERKEIITRITIE (other): BRI EE BMEKIE + BRAL
OB SEH, BAEIFEX £ plain_decode 5 max_query_len AR BT SR (GHAMIIR
"R R R,

cBEYVIMRR B ERBIEE, REBEEZABZBEERM (testing): EZURBEN + ATHEER
SMEARIEA N, ImEHEEERTREAAN Cl,

. metadata EEFE S gate_score BROMELYTE (performance): 4~ PR RARR MTP &
TSI E, kpool MIKYS%kEO 5& draft step B metadata BMERE R B KRR,

R 5 B
o NS

1. BHEKENZMEAT MTP ] INBRAEMREE AR BMEAIRSE], (E
num_decode_tokens != num_decodes 2 max_query_len > 1 # decode #t>k (%A
FRRDIOIEAT. U RRHEAMZ token decode ) #HEFA Triton B2, SMIEMNT”
BAIIEAT, BB RAFABRAX—IEX, BEEE AITER WA STEEA. SHIHTHY
% token decode A, &% HIMREHKIRER,

1. FBRERRA L BUER KRS : 1Bi1ERE False BHKRIBERERE AITER sparse MLA, A&
assert HEE, AREEREILESHRGF True, FFREEFHEBPREFER™ HIFLE
FENE], RSEE A REERI BT UTEE T EE,

2. MR EBF/RWT S, RAEIMEIIE: test rocm sparse triton_route REFE
_use_rocm_sparse_triton BEREME, &A RIS EMERFER B (Flanxttk Triton
55 IAME — M) o EFMIERET2KH PR body P ALK H GSMEK K F,
Cl &P EYT,

3. &S CUDAGraph XRERZHNHEA: PR AH8 173.0s — 153.1s & MTP5 5%
MTP XL, RER— MTP BEE FTEERIENELX L, HWRALE decode (TI&RA)
BRNEL / EFHIE. 2% 4% rocm/glm53-cudagraph B RE 2EHIRE X, (B PR K
PR Triton ragged B2 full graph T B9&I,

4. FEORKRE: use rocm_sparse_triton & F ) num_decode_tokens. max_query len &
FES5H MR E, BTaAARERSKEBHSKRE, LERFIREUACIIIE R
Ko

5. &M FP8 (kv_cache_dtype.startswith("fp8")) & head_size != kv_lora_rank B&424%
FRITAH, BERREKMFHRZENAF; Bl TZBREREEM rope-free BF16
sparse-MLA R, [TAZWHFRRT GLM-5.3, - ¥mW: MAF: BEEZHENEE
ROCm (gfxd50/MI350X/MI355X) L AIZAARS A NEEE GLM-5.3-Flash B9~ ——M"
B FHIR. GSM8K 0% % 2 3] 90%+ [ H/KFE, #F B MTP5 ABEEARAF MTP i Bk (
153.1s vs 173.0s) . XHMAF: R & FP8 B2, FH X 3E rope-free JLf, EitE
TAT R, (BEREEIRE BF16 rope-free sparse-MLA #ERIAFE R —k R, MNA%:
Keh & PERAMEIREIRE, ETRREBEEAMENE N, THEEEMSIAERRZMN. A
HFA: % PR 4% ROCm sparse-MLA/kpool AR L S IERME. BHMEaE 89 E%
B, issue #53943 (gate_score #k0) 5 #54369 (metadata EiEF5E) 14T open
KA, ¥BA AMD Il GLM-5.3-Flash HIZEETTRMEERFELI/E. - NRAME: 2IKIEHE
BRERMEAY MTP 5 , FHREBRERER, THE /&%, 0smBniE= )TN



iR, ERAMIEEICRE AL GSM8K M4 , &% 8 REH 23K num_decode_tokens /
max_query_len

RERIREE

« PR #53695 [ROCm][Feature] Support KV connectors with
ROCM_AITER_UNIFIED_ATTN: [El/8 ROCm attention backend B X IF@mY B, RFEK
vlim/v1/attention/backends F B ROCm EinHECE tests/v1/attention A, 1453,
ROCm FEA G AITREM. BANL AR NE#HTE,

+ PR #54889 [DCP][Kernel] [Perf] Fuse the empty-shard LSE mask into the A2A pack
kernel: A& vLLM attention B§42_E#) ROCm/kernel MIMERES IEFMEIRE (
vilm/v1/attention/ops/dcp.py) , 574 PR Fr&bHy sparse/MLA 5E B AE-FH A ABAR, =
X HE IR AR IZAR R AAZ TR S B & 3R BE

« PR #56228 [Model] DeepSeek-V4.1-Flash Model Definitions: #38#&ER F X &3+ F38
DSA &%k ¥|E A4 (viim/model_executor/kernels/attention/dsa/candidate_blocks.py)
, 5 GLM-5.3-Flash 3= DeepSeek-V3.2 Xt sparse-MLA / indexer K%, AR
SEREAE ROCm/NVIDIA B & EEREFFS N,



