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vlim-project/vlim
[Bugfix] Fix cuda profiler missing bug
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« vlim/v1l/engine/async_lim.py (3R 3|2 Z 3%, K5 source; EAR dependency-wiring)
D RAWRRSE S &, T AsyncLLM H3E R IR BB #4810 self.profiler Bk,

. tests/vl/engine/test_async_lim.py (3R 5551 ZM5K; K5 test; KA test-coverage

s a

. &5 test_cuda_profiler_requests_reach_engine_core) : $F¥EMRAF, IIE CUDA



profiler 227 A)1E K BEIEFEIZX engine core,
KPS AsyncLLM.init
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vliim/v1/engine/async_lim.py

oWIRASME 8 &, FE AsyncLLM o3& R EK T L&A1 self.profiler B,

# vllm/v1/engine/async_lim.py - AsyncLLM. _init__ A xF B
# ... (HfbwmseRe ) ..

# TR profiler B, HRFTA profiler £ (84F cuda) EREEIER T1E,
# 188 7 &3k torch profiler X TF, 519 self.profiler $3H#y AttributeError,
self.profiler = profiler

#AXYELE A torch profiler BRZBERIIRET, A BI3ZHF B TorchProfilerWrapper,
#XSEEZRILLHFRAILEIE (TR None SRIMIRIEANB wrapper) o
if (

vlim_config.profiler_config.profiler == "torch"

and not vlim_config.profiler_config.ignore_frontend

profiler_dir = vlim_config.profiler_config.torch_profiler_dir
logger.info(
"Torch profiler enabled. AsyncLLM CPU traces will be collected under %s",
profiler_dir,
)
worker_name = f"{socket.gethostname()}_{os.getpid()}.async_lIm"
self.profiler = TorchProfilerWrapper(
vlim_config.profiler_config,
worker_name=worker_name,
local_rank=0,
activities=["CPU"],
)

tests/v1/engine/test_async_lIm.py
3R BB, Z8IE CUDA profiler 28R 915K BEIERAF|3X engine core,

# tests/v1/engine/test_async_lim.py - F3EMR R £k

def test_cuda_profiler_requests_reach_engine_core(monkeypatch: pytest.MonkeyPatch):
"MK, CUDA profiler EEE T, profile iERAEEMEEL F| engine core, """
vlim_config = MagicMock()
vlim_config.observability_config.otlp_traces_endpoint = None
vllm_config.scheduler_config.stream_interval = 1
# XPE: RE profiler XA "cuda" mIE "torch"
vlim_config.profiler_config.profiler = "cuda"
vlim_config.profiler_config.ignore_frontend = False

renderer = MagicMock()
engine_core = MagicMock()



# Bl engine_core B9 FF profile 73k
engine_core.profile_async = AsyncMock()
# 3@3¥ monkeypatch =&, AsynclLLM #g3t &R $k B9 IR
monkeypatch.setattr(

async_llm_module, "maybe_register_config_serialize_by_value", MagicMock()
)
monkeypatch.setattr(

async_lIm_module,

"load_stat_logger_plugin_factories",

MagicMock(return_value=[]),
)
monkeypatch.setattr(

async_lIm_module,

"renderer_from_config",

MagicMock(return_value=renderer),
)
monkeypatch.setattr(async_llm_module, "InputProcessor", MagicMock())
monkeypatch.setattr(async_llm_module, "OutputProcessor", MagicMock())
monkeypatch.setattr(

async_lIm_module.EngineCoreClient,

"make_async_mp_client",

MagicMock(return_value=engine_core),

engine = AsyncLLM(vlim_config, MagicMock(), log_stats=False)

async def profile():
await engine.start_profile()
await engine.stop_profile()

asyncio.run(profile())

# B2 1: 73 torch X, engine.profiler K24 None

assert engine.profiler is None

# WrE 2: profile_async N IEMIAAR R (start o stop)
engine_core.profile_async.assert_has_awaits([call(True, None), call(False)])
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