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THRES B

gfx950 £ MiniMax-M3 decode ME&#] BF16 top-k selector 4 ETFX (£ 8klk graph
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1/2/4) HaiA selector Bfja] FFE 32.78-35.32%, PR ERTEBHXE BE&H #54682 HIESEE
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SRR

1. ZEEANBE policy ¥ E: 8k vlim/models/minimax_m3/amd/ops/index_topk.py # &Y
_decode_topk_launch_policy, #¥% & DECODE_TOPK_SHORT_BLOCKS_PER_CHUNK
=128, HIEREMEM 3 TAHY BA 6 7t (hum_topk chunks, topk block_size,
selector_num_warps, selector_num_stages, single_tile_guaranteed,
adaptive_final_merge), & Triton kernel B9%RiF #4053k (BLOCK_SIZE K.
num_warps. num_stages) ® launch policy &—#d, SERIER SRR ES,

2. BN X3BEE: A is_gfx950 and topk == 16 and 0 < max_block <= 16 * 512 BylkE R
RRABLPRE: max_block <= 128 B3RE (1, 128,2, 1, True, True) (B CTA. 128 3k,

2 warps. 1 stage) ; BNLREF 16-chunk REEEIZ (16, 512, 4, 2, True, True), SEE
(3 gfx950. topk dE 16 HRBEKETX) 4FRA target-grid #EF, %—RME (1 <<
(target.bit_length() - 1), 512, 8, 2, False, False), fRiE 128/129 HRAERD X P,

3. AR AKEE: minimax_m3_index_decode AREHFHTHY 6 TuH, ¥ topk block size.
selector_num_warps. selector_num_stages @ B{E% decode_topk fused_kernel 8
BLOCK_SIZE_K. num_warps. num_stages, BMRJRZ%LHE adaptive_final_merge kT
num_warps BIZ1E,



4. MIRELE: tests/kernels/attention/test_minimax_m3.py F
test_amd_decode_topk_launch_policy BI#AZEEY RA 6 Jo4H, F#FE (74, ...). (128, .
L (129, ) ZHARRRBEETFRE. WRANRE — BRI
test_amd_decode_fused_topk_total_order_and_replay #hn block_size_k. num_warps.
num_stages SEALHFIE (1, True, True, 74, 128, 2, 1, 16, 1) ABI, block counts %
BLOCK_SIZE_K BhAS4RR 15/16/17/63/64/65/127/128/129 FARKE, KFCEANAK
A block_size k // 2 5 block_size k, 38 repeat XF4EFH|KE £,

5. BiE5I;E: NMRALE 121 passed. 13 skipped; pre-commit £2R:ET; BT EH
—, REFWERFM, CI Hik%k 4 % Buildkite (#87142. #87276. #87371.
#88455) , RABEFEIESIH,

R
« vllm/models/minimax_m3/amd/ops/index_topk.py ({&3k 3EIFBEAK; £5H| source; H£KH

core-logic; 5 _decode_topk_launch_policy, minimax_m3_index_decode,
DECODE_TOPK_SHORT_BLOCKS_PER_CHUNK) : BZQSEZBXHF: ¥ &
_decode_topk_launch_policy :REME, #3EELTXE CTA 2%, FibARA
minimax_m3_index_decode £/ policy ¥ # BLOCK_SIZE_K. num_warps.
num_stages i S LK,

. tests/kernels/attention/test_minimax_m3.py (3R WAZMIR; L5 test; LR
test-coverage; 5 test_amd_decode_topk_launch_policy,
test_amd_decode_fused_topk_total_order_and_replay) : MEREEE: ¥ launch policy
Wiy BA 6 ST, FIE 74/128/129 MR RAHB; fused kernel IR L T XS
WAS, HLRFF|BENE BLOCK_SIZE_K AL, BEZBEKRSE2F—HKk,

XS _decode_topk_launch_policy, minimax_m3_index_decode,
test_amd_decode_topk_launch_policy, test_amd_decode fused topk_total_order_and_rep
lay

KR F B]

vliim/models/minimax_m3/amd/ops/index_topk.py

B X4: & decode_topk _launch_policy REME, FEETXE CTA 4%, it
A A minimax_m3_index_decode 1/ policy #H 89 BLOCK_SIZE K. num_warps.
num_stages ZRiF4FIESE,

# 58 £ T SUFLRME: gfx950 4 7= 8k1k graph BEX 74 NMEBRE,
# 3/INFBRIA chunk B9 512 3k, %8R K CTA RERHEIRE,
DECODE_TOPK_SHORT_BLOCKS_PER_CHUNK = 128
DECODE_TOPK_BLOCKS_PER_CHUNK = 512
MAX_DECODE_TOPK_FAST_CHUNKS = 16

def _decode_topk_launch_policy(
max_block: int,
total_g: int,
num_idx_heads: int,



topk: int,
is_gfx950: bool,
) -> tuple[int, int, int, int, bool, bool]:
"% FE selector B CTA MAEE %iFHA launch BLE.,

REMEMRR A : num_topk_chunks. block_size_k. num_warps. num_stages.
single_tile_guaranteed. adaptive_final_merge, HEIERE Triton kernel
HmIFHEL, Eib 128/129 B REJXARAE R ZHE,
if (
is_gfx950
and topk == 16
and 0 < max_block <= MAX_DECODE_TOPK_FAST_CHUNKS * DECODE_TOPK_BLOCKS _
PER_CHUNK

#4EET XU B CTA. 128 3R, 2 warps. 1 stage,
#BE 74PXMETEE, BRES 16 4 512 REgK CTA,
if max_block <= DECODE_TOPK_SHORT_BLOCKS_PER_CHUNK:
return 1, DECODE_TOPK_SHORT_BLOCKS_PER_CHUNK, 2, 1, True, True
# PERENMAE 16-chunk REEIR, 18 warps UKELA 4.
return (
MAX_DECODE_TOPK_FAST_CHUNKS,
DECODE_TOPK_BLOCKS_PER_CHUNK,
4,
2,
True,
True,
)
# KET3/ 3F gfx950: #BARMMERIE chunk #, HRIFRFIEX,
target = max(
1,
1 << (DECODE_TOPK_TARGET_GRID // max(1, total_g * num_idx_heads)).bit_length() - 1,
)
return (
1 << (target.bit_length() - 1),
DECODE_TOPK_BLOCKS_PER_CHUNK,
8,
2,
False,
False,

)

# AR ARBEETHESRZSE, %£—d launch policy RE,
(

num_topk_chunks,

topk_block_size, # &8 L TFTXA%X R 128, HKRA 512
selector_num_warps, # 8 L TFTXo %K 2
selector_num_stages, # 8 E T XA XA 1



single_tile_guaranteed,
adaptive_final_merge,

) = _decode_topk_launch_policy(
max_block=max_block,
total_g=total_q,
num_idx_heads=num_idx_heads,
topk=topk,
is_gfx950=is_gfx950,

_decode_topk_fused_kernel[(batch, num_idx_heads, num_topk_chunks)](

BLOCK_SIZE_K=topk_block_size,
BLOCK_SIZE_T=block_size_t,
EMIT_SPARSE_TABLE=emit_sparse_table,
SINGLE_TILE_GUARANTEED=single_tile_guaranteed,
ADAPTIVE_FINAL_MERGE=adaptive_final_merge,
num_warps=selector_num_warps,
num_stages=selector_num_stages,

)

tests/kernels/attention/test_minimax_m3.py

MIRELE: ¥ launch policy BIE ¥ B A 6 Jo4H, H38 74/128/129 A FAH; fused kernel
MEIRFTILEE LT XIS A S, HBRAFF|K A BLOCK_SIZE_K shS£ERK, &EEEK
e —KH,

@pytest.mark.parametrize(
("max_block", "total_q", "num_idx_heads", "topk", "is_gfx950", "expected"),
[
# FREEERREA ML,
(0, 24, 1, 16, True, (2, 512, 8, 2, False, False)),
#45E ETFXUFL: B CTA. 128 3k, 2 warps. 1 stage,
(1,1, 1, 16, True, (1, 128, 2, 1, True, True)),
# £ 8klk graph WL EE 74 3k, AP D X,
(74, 4, 1, 16, True, (1, 128, 2, 1, True, True)),
#UREARE—HE 128 3k,
(128, 4,1, 16, True, (1, 128, 2, 1, True, True)),
#129 JBRAPF, SEIYIE 16-chunk tREER,
(129, 4,1, 16, True, (16, 512, 4, 2, True, True)),
# 3E gfx950 K% topk = 16 RIFRA ER KK,
(513, 16, 4, 16, False, (1, 512, 8, 2, False, False)),

)
def test_amd_decode_topk_launch_policy(
max_block: int,
total_g: int,
num_idx_heads: int,
topk: int,
is_gfx950: bool,



expected: tuplelint, int, int, int, bool, bool],

"ag bR UL AR Y dispatch MR, "
from vllm.models.minimax_m3.amd.ops.index_topk import (
_decode_topk_launch_policy,

)

assert (

_decode_topk_launch_policy(
max_block,
total_q,
num_idx_heads,
topk,
is_gfx950=is_gfx950,

)

== expected
)
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, BTEETIHK decode RKE; HMEN., BEM top-k BRETAZTLEALE, A%
. T APL, BE. RERIFERATH, MBEIMEN—K FAEFEEREHMTE, Xt



RIBA: B T —/NE 2 A B AR RN ——launch policy B3R B4 FHASFNESER (
BLOCK_SIZE_K. num_warps. num_stages) , FAXFAFIF CPU 2F 5%
dispatch 1TABI; RMEBNREBREE R, REEFTERNEN,

« RFEFRIE: ROCm ERERIZ , 128 Bk dispatch R , launch-policy HiFEILSEL |, MR
X ROCm 43X
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« PR #56170 [ROCm][Performance] Avoid blocking MiniMax M3 scalar upload: E&ZE[F
A (MiniMax M3) #9 ROCm MRERAL, HBIZAERZE ROCm F& LHyMRBRMIEESR
ST,

« PR #54682 MiniMax-M3 decode top-k selector (RI& PR, #r@li% PR body #3R) : PR
body BABEBAA PR B E& 3+ #54682 BIESEE launch-policy follow-up.

« PR #53448 MiniMax-M3 prefill + optional FP8 index cache (PR body #&%) : E—
fused decode selector ThRELRBYFHATERBY, EIE prefill, A PR 8 decode
launch-policy %,

« PR #52664 53R AITER indexer B&125& X (PR body &%) : 5§ FP8/AITER R3|BEMEX
. A PR {R¥F BF16 B2, —FE LR,

« PR #52059 MiniMax-M3 prefill scoring (PR body &%) : [A— selector 8y prefill A&
K5h, 54 PR B decode A A%,



