PR #55214 REIRLE

vlim-project/vlim
[Bugfix] [Docs] Package glmb5next nvidia subtree and fix its docstrings
&3ntiE]: 2026-09-04 12:25

JRSCEERE: http://prhub.com.cn/vlim-project/viim/pull/55214

HATHRE

« —4)iE: B & glmbnext nvidia FHREED init.py FEITEIRAXAEESE,

- ESE: % PRESREFHEH, CHERT —DmaER o AR TEE (<
BERAZATE) , ANBE TR ES, TENVEW. TEEE. Biixs, B
A RERNEBERS), NTEF vim ERAESHZEREXEE,

Thae5 sl
XAUFZR A H S REE:
1. api-autonav 4% vlim/models/glm5next/nvidia ZfaN & Za .,

2. griffe #4 kpool_compress.py F 5%k key / slot_score %1 slot_mapping / positions
FERFSLPEX, BEXENE, BT nvidia/ BREAERXRBFEERD _init_.py, B
pyproject.toml EAFMBELIAERN, FEKEAN nvidia it (B
nvidia/ops/third_party/kda) LA wheel B FHEBRERF, XESAFLE VIm BL
J&5E A glmbnext nvidia A8 %34 8E,

SLELAFAR
TEIEHHFHMELS R

1. BEERITHE: & vlim/models/gim5next/nvidia/ #2 vlim/models/glm5next/nvidia/ops/
AANE KT 2R TXEE SPDX #HREMELEMZE _init__.py XfF, W2 EER nvidia
FHIMPaR L DR BT AENE, iRk setuptools B packages.find B X MHES
Ul WEEART wheel B nvidia FHEEF K™ E = -,

2. BEXHF/HE: £ viim/models/glm5next/amd/ops/kpool_compress.py #o
vlim/models/glm5next/nvidia/ops/kpool_compress.py BT, &%k
kpool_decode_update_and_maybe_write_cache_batched BIXAFF &, KE&FHRN S
BEBE (40 key / slot_score:) I{HADAFWANMILEIEKE (key: fo slot_score:) o XEAT
ik griffe XER T RAEEHRMBITSE, HREL,

3. BiE: {EEBI AMITAT find_packages 0E 7 B IERMME, HiB griffe IREIAHTI
T T FENIEANE, REES T ARERE,

REEF:



« vlilm/models/glm5next/nvidia/__init__.py (#3k AR B F; 25| source; EH
data-contract) : FEEAZ S, BET EA nvidia FHREIT BREEURARA -,

« vllm/models/glm5next/nvidia/ops/__init__.py (#3k A B F; 25| source; LA
data-contract) : FIEHIXMH, Hafk nvidia/ops F R EHRITE,

« vlilm/models/glm5next/amd/ops/kpool_compress.py (BEk BRI SC4Y; K5 infra; &
documentation; &5 kpool_decode_update_and_maybe_write_cache_batched) : (& &
T 53K griffe XRAARMTE £ B9 XA FF B A& B &L,

« vlilm/models/glm5next/nvidia/ops/kpool_compress.py (Bk BRI SCHY; K5 infra; EH

documentation; 5 kpool_decode_update_and_maybe_write_cache_batched) : Xt

nvidia RAZATAR B SR FRF R B L,

XEFE: kpool _decode_update_and_maybe_write_cache_batched
KPR F B

vilm/models/glmbnext/nvidia/__init__.py
I, BE T BA nvidia FREFT &R AR A S B,

# SPDX-License-Identifier: Apache-2.0

# SPDX-FileCopyrightText: Copyright contributors to the vLLM project

# X EERE ZXBMBE, BIF “viim.models.gimbnext.nvidia™ B3k

# ARIEH—A Python &, 1#18 setuptools 8 “find_packages™ BEF5IRBI3F
#B8eY (URETAHAFHER) EMEN wheel &9, BhaTE T U,

# B nvidia FHEZREEARTA,

vlim/models/gim5next/amd/ops/kpool_compress.py
BET F3K griffe XIEABHTE X FRHF BRI,
# ¥ “kpool_decode_update_and_maybe_write_cache_batched" # XA FF SIS R,
#EEa (BiR)
# key / slot_score: ~~[num_requests, next_n, head_dim] " bf16.
# slot_mapping / positions: ~~[num_requests, next_n]~ " int32.
#1885 (E#)
# key: ~"[num_requests, next_n, head_dim] ™~ bf16.
# slot_score: ~~[num_requests, next_n, head_dim] " bf16.
# slot_mapping: ~~[num_requests, next_n] "~ int32.
# positions: ~~[num_requests, next_n]" " int32.
# XASRERENRN griffe %% "key / slot_score" B EITA—N55k4,
# BECERPBELPHAFE, N~ EEE,

TS R A

TR PE PR R HFEARRT, EEAWHERT R ENE (ER{TEEX) g8
HE, HEMTIEIELER, Ti#E Darklight1337 EE#ET PR, RAEREFIN, HX Al
coderabbitai[bot] By B #h'#FE B A= £ AEE4TEHIN,

« BRITEBENBEMSEMEE (correctness): WM __init__.py XEEREH, B
N AHIEFIA nvidia FRERERESERLF,



. XEFFERINBE (documentation): 7 amd o nvidia ANEIAT R BB E T XAEFH
R,

R 5 B

« R R, TEHERAMENET _init__.py X#f (REEWFIEL) foRmA X4
FRBOXAKNRE, Y REAMRMTEZE, HRERBARBTTN, Hib, RAY
ERE, MM ARAREMENRRLIANE, TENCETRERRLEERERES
FrExfmzs (MARGHETRE) , BRIEREEEAHRT LRI,

- B RURSEEAM A EE:

1. AR ®: 1827 glmbnext nvidia =8 X FE AR RA T ELEELH B, #HiRAF
BERBERBERE viim BT UIER SAAEHIZER T4,

2. MESIMERM: WHRT wheel BRFNTEMN, HRTSEMERIRTES, #A
TRHNEMTE,

3. FAERW: BETFAEALEAMER editable install BT EREBITE A, H%—
THALESE XHFEFBHIRRN. - NRRIT: ZOEITaRGEE |, XHEELBE

KRR EE

- BLAEKEX PR



