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. tests/kernels/quantization/test_rocm_mxfp4.py (B3R MXFP4 MiR; K 5| test; KR
test-coverage; 45 test_asm_fp4_scale_swizzle_supported_shape_rules,
test_asm_fp4_scale_swizzle_rejects_non_2d,
test_aiter_mxfp4_process_weights_falls_back_to_triton_for_misaligned_scale) : A

B RTIEZER{AEENETNRES, BT RIBERRPRTHTA.

KBS _asm_fp4_scale_swizzle_supported, AiterMxfp4LinearKernel.process_weights_
after_loading, Qwen3NextSparseMoeBlock.init,

test_asm_fp4_scale_swizzle _supported_shape_rules,
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viim/model_executor/kernels/linear/mxfp4/aiter.py
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# 7 AiterMxfp4LinearKernel.process_weights_after_loading A &R MY RiZ 48

# BB if self.use_asm_gemm: 4T ASM L AR

#WEE: AREPRET XN, FXFUER

ASM_FP4_SCALE_ROW_MULTIPLE = 32

ASM_FP4_SCALE_COL_MULTIPLE = 8

def _asm_fp4_scale_swizzle_supported(weight_scale: torch.Tensor) -> bool:
""IEE weight_scale ZEHE ASM swizzle X FER, "
if weight_scale.ndim = 2:
return False
sm, sn = weight_scale.shape
return (
sm % ASM_FP4_SCALE_ROW_MULTIPLE == 0 and
sn % ASM_FP4_SCALE_COL_MULTIPLE ==



def process_weights_after_loading(self, layer: torch.nn.Module) -> None:
#WRBAT ASM GEMM B4 RIZE B weight_scale R ERFE R
if self.use_asm_gemm and not _asm_fp4_scale_swizzle_supported(
layer.weight_scale.data):
#DREEFIRRERARHN ASM B2, A Triton B2
logger.warning_once(
"AITER ASM FP4 GEMM requires weight_scale dims divisible by "
"(%d, %d), but this layer has weight_scale shape %s. Falling "
"back to the AITER Triton FP4 GEMM for this layer.",
ASM_FP4_SCALE_ROW_MULTIPLE, ASM_FP4_SCALE_COL_MULTIPLE,
tuple(layer.weight_scale.data.shape))
self.use_asm_gemm = False

if self.use_asm_gemm:
# ... RAEM ASM £ H weight_scale reshape #1 weight shuffle ...
else:
# FAK Triton B42: #E weight_scale
layer.weight_scale = Parameter(
layer.weight_scale.data.T.contiguous(), requires_grad=False)

vlim/model_executor/models/qwen3_next.py

BEXFLFMEEE, WRE FSE BARARE TP XFFEEMRERER, EARRSER
A T ThRE R K B

# 7£ Qwen3NextSparseMoeBlock.__init__ FiAEHNZE

#REBE: LKRE TP MNF, BRERTEE

# self.replicate_shared_expert = _should_replicate_misaligned_shared_expert(...)
# if not self.replicate_shared_expert: self.is_fused_shared_expert_enabled = ...

#AEE: LRERTHE, BREMELERREETHRE TP X5F
self.is_fused_shared_expert_enabled = False
if config.shared_expert_intermediate_size > O:
self.is_fused_shared_expert_enabled = resolve_layer fused_shared_expert(
quant_config, prefix, shared_expert_name="shared_expert")

if self.is_fused_shared_expert_enabled:
#WRBEEA, AEETRABMRLEFE, BRLEFRE / $4T TP X5F
self.replicate_shared_expert = False
else:
# RERMEHKE TP X, RERTEFAEZER
shared_expert_group_size = get_quark_ocp_mx_group_size(
quant_config, f"{prefix}.shared_expert.down_proj")
self.replicate_shared_expert = _should_replicate_misaligned_shared_expert(
config.shared_expert_intermediate_size, self.tp_size,
shared_expert_group_size,
parallel_config.enable_expert_parallel,
self.is_sequence_parallel)
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