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1. LT HIEMEIL: HF dep_local_seq_lens BIITE % —3| execute_model —/NEAHA
gyEEE (EHRZ InputBatch MEAMSXZE) , MARSBEZNEAF, XE—
TERT B AT 37 B R,
2. RAARA LA REN: maybe_prepare_dcp_local_seq_lens 5N AR HAEA KX
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« viim/v1/worker/gpu/cp_utils.py (#E3r ETXFTITE; EF source; A core-logic;
&5 prepare_dcp_local_seq_lens, maybe_prepare_dcp_local_seq_lens) : EX T #L8y
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. tests/v1/worker/test_gpu_ubatch_slicing.py (13k #HEAFEMIR; 25| test; LR
test-coverage; 5 _make_cuda_input_batch, _make_dcp_ubatch_buffers,
_slice_with_dcp, test_microbatches_recompute_dcp_lens_from_truncated_seq_lens) :
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. tests/v1/worker/test_gpu_pcp_manager.py ({3 PCP ZIBEMR; 2£57| test; LA
test-coverage; 5 _make_global_decode_batch,
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# vllm/v1/worker/gpu/cp_utils.py ( EXJE )
def maybe_prepare_dcp_local_seq_lens(
dcp_local_seq_lens: torch.Tensor,
seq_lens: torch.Tensor,
num_regs: int,
dcp_size: int,
dcp_rank: int,
cp_interleave: int,
*
num_reqgs_padded: int | None = None,
) -> torch.Tensor | None:
"""Populate caller-owned storage and return its padded view, or None without DCP."""
# 4 DCP kBRE, H#ZFRE None, AL HARSKE
if dcp_size ==
return None

max_num_reqgs = dcp_local_seq_lens.shape0]
BLOCK_SIZE = 128
num_blocks = triton.cdiv(max_num_reqgs, BLOCK_SIZE)
# A Triton AEZSEZR AR A IRENFAZFX
_dcp_local_seq_lens_kernel[(num_blocks,)](
dcp_local_seq_lens,
seq_lens,
dcp_size,
decp_rank,
cp_interleave,
num_regs,
max_num_regs,
BLOCK_SIZE,
)
# 3REHAZE| num_regs_padded BIMLE, HAREZTEATIHBERSIFZE

return dcp_local_seq_lens[:num_reqs_padded]

tests/v1/worker/test_gpu_ubatch_slicing.py
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# tests/v1/worker/test_gpu_ubatch_slicing.py ( #3&Mis )
@pytest.mark.skipif(not torch.cuda.is_available(), reason="triton kernel needs CUDA")
@pytest.mark.parametrize("dcp_rank", [0, 1])
def test_microbatches_recompute_dcp_lens_from_truncated_seq_lens(dcp_rank: int):
"""A boundary-split request keeps a truncated seq_len on the leading
microbatch, whose DCP-local length may differ (in parity) from the full
batch's. Microbatches must therefore derive DCP lengths from their own
seq_lens, not reuse the parent's row.
input_batch, buffers = _make_cuda_input_batch(
[1, 1,10, 1, 1], [64, 96, 512, 32, 48]
)
# Execute_model populates merged batch DCP metadata first.
input_batch.dcp_local_seq_lens = gpu_cp_utils.maybe_prepare_dcp_local_seq_lens(
buffers.dcp_local_seq_lens,
input_batch.seqg_lens,
input_batch.num_regs,
DCP_SIZE,
dcp_rank,
CP_INTERLEAVE,
num_reqgs_padded=input_batch.num_reqgs_after_padding,
)

parent_lens = input_batch.dcp_local_seq_lens.clone()
ubatches, _ = _slice_with_dcp(input_batch, dcp_rank)

for ubatch in ubatches:

assert ubatch.dcp_local_seqg_lens is not None

# Reference formula from attention backends

expected = get_dcp_local_seq_lens(
ubatch.seq_lens.cpu(), DCP_SIZE, dcp_rank, CP_INTERLEAVE

)

# Each microbatch must match the reference based on its own seq_lens

assert torch.equal(
ubatch.dcp_local_seq_lens[: ubatch.num_regs].cpu(),
expected.to(torch.int32),

# The straddling request (512 tokens) has a different local length

# after truncation (507 vs 512 -> 254 vs 256 for dcp_size=2).

# Copying the parent row would ship stale values.

assert ubatches[0].num_reqs == 3

assert ubatches[0].seq_lens[2].item() == 507

assert ubatches[0].dcp_local_seq_lens[2].item() |= parent_lens[2].item()
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