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vlim/model_executor/models/gwen3_dspark.py

A PR By —RAL kBN & Qwen3DSparkForCausalLM. init_ REZTSA|3E
draft_id_to_target id 5%k, load weights REZEEF checkpoint 7 Im_head + d2t, &
REHIIERBM = KRB R <, BEEREAFHERRERBET N,

class Qwen3DSparkForCausalLM(DFlashQwen3ForCausalLM):
def __init_ (self, *, vllm_config: VIImConfig, prefix: str = "") -> None:
nn.Module.__init__ (self)
self.draft_model_config = vlim_config.speculative_config.draft_model_config
self.config = self.draft_model_config.hf_config
# config KA BA draft_vocab_size BYE3RE| vocab_size, Rl FEHEERE
if getattr(self.config, "draft_vocab_size", None) is None:
self.config.draft_vocab_size = getattr(self.config, "vocab_size", None)

# ... XEHM3E Qwen3DSparkModel / ParallelLMHead / LogitsProcessor ...

self.target_vocab_size = vlim_config.model_config.get_vocab_size()
# [RPREW 1] HIES =" RERN < RAEE RN NER
# (draft_vocab_size Z BFrERHFE) A RE d2t RBRIEER id BEE
# BARZE; draft_vocab_size >= target_vocab_size (HAZXNF3| BAri 2
# embedding R, #0 Inkling-Small-NVFP4: 2% 200058 / #13E 201024)
# BERERER —FHFRESRS, FUEAZESHETZER d2t RE,
if self.config.draft_vocab_size < self.target_vocab_size:
self.draft_id_to_target_id = nn.Parameter(
torch.zeros(self.config.draft_vocab_size, dtype=torch.long),
requires_grad=False,
)
else:
self.draft_id_to_target_id = None # |85t 2, RAB & ASHK

def map_draft_to_target(self, draft_ids: torch.Tensor) -> torch.Tensor:
#EEAXENTEE [2F d2t) B9’k (draft_ids + 0) , {B&#E—K gather,
# Wik padded ERMERHEAREEMET id Tk,
if self.draft_id_to_target_id is None:
return draft_ids
return draft_ids + self.draft_id_to_target_id[draft_ids]

def load_weights(self, weights: Iterable[tuple[str, torch.Tensor]]):
model_weights = {}
includes_embed_tokens = False
includes_Ilm_head = False
includes_draft_id_mapping = False
includes_confidence_head = False
for name, loaded_weight in weights:
#t2d REINGAER; #EHAB d2t EXHEEER id BREE B id
if "t2d" in name:
continue
if "d2t" in name:
name = name.replace("d2t", "draft_id_to_target_id")
includes_draft_id_mapping = True



elif "Im_head" not in name:
name = "model." + name
if "embed_tokens" in hname:
includes_embed_tokens = True
if "Im_head" in name:
includes_Ilm_head = True
if "confidence_head" in name:
includes_confidence_head = True
model_weights[name] = loaded_weight
# 1% E has_own_embed_tokens / has_own_Im_head, ft load_dspark_model
#RAERGBERBEERE, XEINEGI BEMMERNEALERE

process_eagle_weight(self, name)

uses_expanded_input_vocab = self.config.vocab_size > self.target_vocab_size
# [RKPR#&ZVW 2] 5 _init_ FHRBE—¥E: RA draft < target 7 &

# reduced vocab, KRIA =", EEMFARNERBRHARMEREL,

# MEEME "must include a d2t mapping”, REECRAREE d2t,
uses_reduced_vocab = self.config.draft_vocab_size < self.target_vocab_size

if uses_expanded_input_vocab and not includes_embed_tokens:
raise ValueError(
"Qwen3 DSpark checkpoints whose input vocab_size is larger than "
"the target vocabulary must include embed_tokens weights."
)
if uses_reduced_vocab and not includes_Im_head:
# BAx Im_head BERTWHENERAR, TEEE, XHBE®
raise ValueError(
"Reduced-vocabulary Qwen3 DSpark checkpoints must include "
"Im_head weights; the full target Im_head cannot be shared."
)
if uses_reduced_vocab and not includes_draft_id_mapping:
# AT RRNERNERBEAIXE (draft >= target EHEBkT) |
# H b Inkling-Small-NVFP4 X EA&E & o A IE & Ko
raise ValueError(
"Reduced-vocabulary Qwen3 DSpark checkpoints must include a "
"d2t mapping so sampled draft ids can be converted to target ids."

#RELIIR: SRENEREZE—F None, X% AutoWeightsLoader Bkt ;
# padded Efe%A d2t RE, XERBHIR draft_id_to_target_id,
#5 __init_ b DRABMEZSH RFK BEemi|KBRESH,
orig_to_new_substr = {"mask_embedding": None}
if not includes_embed_tokens:
orig_to_new_substr["embed_tokens"] = None
if not includes_Im_head:
orig_to_new_substr["Im_head"] = None
if not includes_draft_id_mapping:
orig_to_new_substr["draft_id_to_target_id"] = None
if self.model.confidence_head is None or not includes_confidence_head:



self.model.confidence_head = None
orig_to_new_substr["confidence_head"] = None
mapper = WeightsMapper(orig_to_new_substr=orig_to_new_substr)
loader = AutoWeightsLoader(self)
loader.load_weights(model_weights.items(), mapper=mapper)
self.model._build_fused_kv_buffers()

tests/model_executor/test_qwen3_omni.py

MIRBELE: #HFTEAK DSpark MM  dspark_vocab_stub, H#FrESIAFIEZ
draft_vocab_size == 100 § > 100 (M%&) RAFMEBLSH, RREEEZENRE
B9E%A A,

def _dspark_vocab_stub(input_vocab_size: int, draft_vocab_size: int):
"""A Qwen3 DSpark model with only what “load_weights™ reads.

from vlim.model_executor.models.qgwen3_dspark import Qwen3DSparkForCausalLM

#2  init_ E#EEESH, RIEA load_weights SIREREYFER,
# AR eREEMBAAEL, THEEELLNRES GPU,
model = Qwen3DSparkForCausalLM.__new__ (Qwen3DSparkForCausalLM)
nn.Module.__init__ (model)
object.__setattr__(
model,
"config",
SimpleNamespace(
vocab_size=input_vocab_size,
draft_vocab_size=draft_vocab_size,

)

object.__setattr__(model, "target_vocab_size", 100) # B#rial&EZEA 100

# confidence_head=None it load_weights & [£% confidence_head] HEAEL X
object.__setattr__(model, "model", Mock(confidence_head=None))

return model

@pytest.mark.skip_global_cleanup

@pytest.mark.parametrize("draft_vocab_size", [100, 101])

def test_qwen3_dspark_accepts_draft_vocab_at_least_target(draft_vocab_size):
""A draft vocab >= the target's maps identically, so needs no Im_head/d2t.

Guards the padded case (draft > target): the draft's unembedding is padded
to its physical size, which is not a reduced vocabulary.

model = _dspark_vocab_stub(100, draft_vocab_size)

# ERMEES + FWRE: draft_vocab_size=101 X—#4EIHH 1=~ HET
# 2% "must include a d2t mapping", 27 PR &£ dXEH VI,
model.load_weights([])
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« ANSFHERATH logit & mask, XAFFEE™ HIESRB AR id (correctness): RAFR,
ST/, FEHESE PR EXRFRI mask padded 4T3 NEYIMR,

R 5 o
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1. REEBA CREER, ZathER  AEKERE, I FERB compute_draft_logits 13
XHEAN draft_vocab_size i dense softmax / topk, [target_vocab_size,
draft_vocab_size) iX¥ padded T2 B 1EfT mask (logit BHEHA 0 HEKEX) , —BEE
{1HE# topk, KAFHHY draft id SR TFEFTFBEHRZFBEFRX; M map_draft_to_target Bt
B 2ES B, draft_ids + None B9IH d2t ARELERULA EIFFF XL id,
W LKA [200058, 201024) XB 43R FE(EZEEE HWXE™ 4 token, PR EX
RISIET A embedding. FAE%& OOB, RIBIEARK HIE% token id,
CodeRabbit BABE R4 mask 5EVIMIR, A PR KiLHE,

2. XEHEXAED: __init_ 5 load_weights &5 —3i& draft_vocab_size <
target_vocab_size, —EF—EA XML [BSHHERMBNRE] KR ZEEBE;
LRI EBRANR AT, B> —ANHEEREM (40 uses_reduced_vocab property) &
1o

BUMRABERTE: FHAGREE load_weights IEATA X, _init__ ¥
draft_id_to_target_id is None B9¥I3&EERIZ. map_draft_to_target BYIES IR EER A #
M; PR IEXIRB|BY3%R|3%E8E (Inkling DSpark drafter f#aiE®R) BEATLBEFRTEI
;0

4. FEMEF R EKFEmMIEWKE: draft == target ITARZE, draft > target A [ To3EER)
TR ARl , RAWRIREAR TMEL checkpoint, EVARKMETE LTS 1 AKiE
fTHRENX . - B XAP: #EASTE% DSpark B/ (48 Inkling-Small-NVFP4) #

BAE
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BAERDIREI TBshEIREE] T [MEENHRAMEL , BTEEMYEN, FHE
EHAERMR (draft < target) WA ZE2LR, RES d2t EXREFRET, FER%E:
" & FRE Qwen3DSparkForCausallM B9 ENES id BRETRY), FALIEAE. KV
cache. STE NG AR load_dspark_model MIAY has_own_embed_tokens /
has_own_lm_head }£EZBAZRE, RED T —PNKEARHFERN
draft_id_to_target_id &%k, XHEFN: KW RAE 2 N, 43 17, FEALRME, EEHE

[P 1EE %k vs MIBANFFiE%K] X— DSpark / Eagle AEREREAMIEMA, &
SHEANHMT AT RN ERER (& MoE / Mtp &) SR ERABIE—HE. B4R
RFE 2 XM B ARM padded 47 mask, WRESLAEAE padded 1T logit R A, H
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#, RATLIRE3RIE
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« PR #52560 [ 5| FHE PR IEX ] A Qwen3 DSpark reduced-vocab #&2& &N Im_head +
d2t #3& : PR IEXEAH# cc @Zhou248 #EBH “(added the check in #52560)", BEiA PR
BRI % uses_reduced_vocab RIEHIKIR; ArBURE LT X4, bAoA SAitA,

« PR #56791 [Bugfix] Trim stale consequence claims from unannotated-eagle warning:
FBEAARRL T [EfRFERS BAAERARA—3K BT / RIEXAIE (Eagle Efa +
kv_cache_utils W& &%) , 5K PR —HEEBEREFGNIEFSHELR,

« PR #50894 [Bugfix] Scale KV page size for hidden states extraction with TP: RIAE%
WA ERER S BEAMER PR / ARAERSKNBHIARKERR, #H (EREEES
BArECEX ] & spec-decode BIEIMERIE X,



