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« —4)iE: ROCm X 3#F DeepSeek V4 Vision, A3 EHERMNIE B

- WEMME: EERIR AHREEMS FEEAERSRHAEE DeepSeek V4 M / HBUER
AR TR, BINE & KFZAFITRE: (1) common/vi_model.py % " 7MNE
mapper 2 EBHT + FHEE mapper EZ + finalizes_weights_during_load RE & HEF "
AR E KLY, CREART NVIDIA B finalize 5§ ROCm ZR finalize 894 %; (2)
combine_topk_swa_indices 8 left_visible/right_visible & B $k X% APC 4% span N
IRETHY clamp, XBREFEGATNMEZBREZPRKNHF; (3) DeepseekVAMoE #
bias_vl. image_sentinel_lo. e_score_correction_bias Z& WA BEML, UK MTP 40
AL input_ids BIFAESKHE, PIELATEINIE common/ops/cache_utils.py FRBH R 3
clamp #Rfa—#Hie T, 1EAEEERERT,

Th RES EAL

PR body BAFALEASIHL: A DeepSeek V4 5T checkpoint B PR #54566 3| ABF R H—N
NVIDIA-only wrapper a3 CUDA F 1, $3 ROCm AP TAERZER ., AMEEE "

F & wrapper' # 2| common/, {RE NVIDIA 3% shim § XPU RX#FtE, FHITH
ROCm #y registry. dummy-init 5 tensor-schema &2, M4, EXRH|HE =L RBEFR:
MY BTAERKB XA 38432 checkpoint BRET (NVIDIA 28 B finalize, ROCm 3R B|3@ &R
BEMZEBRREE finalize) . IEBWEESLR bias_vl FEA hash 53 ROCm MoE B. &R
PR 4h XCARAT LRI RTIR T IEMER prefill LMY BRIEERE span, FEEITLFRAH
4xgfxd50 (ROCm. TP4/EP. FP8 KV. AITER) B43eUk#k#E: OCRBench 825/1000 Xt
822/1000. GSM8K 1243/1319 3t 1239/1319, &EK$EiE 0/0. #Hlkr 3/3.

SRR

1. F&bR L BEE: # viim/models/deepseek_v4/common/vl_model.py (+331) , &
DeepseekV4ForConditionalGeneration. _make_deepseek_v4_vl_weights_mapper.
embed_input_ids. embed_multimodal FEKEXN; nvidia/vl_model.py M 333 17488 A
21 {735 shim, (XA TFHRERRKH (expert_dtype, image_enabled) &4, WIRE
%5 common FRAIHIEAN _make_deepseek_v4 weights_mapper(expert_dtype).
vlim/models/deepseek_v4/__init__.py BIFERZABRIAE: ROCm %M vi_stub 2XA
common.vl_model, CUDA &% t$8m common, vl_stub.py B9IREXEH "only
supported on NVIDIA GPUs" B&x A "use CUDA or ROCm",



2. REBATE finalize RHUARFE: common AR mapper B AHEUL text_mapper:
WeightsMapper, {B3XRG3RIRISZANEIREIES] language_model., FH1E
head.weight EE Mm% language_model.Im_head.weight. 3 mtp. EAEF;
image_enabled ABIEISMNEF vision./aligner./image_, wrapper 8§ __init_ &E-Fi&
B HH hf_to_vlim_mapper EA no-op (EX suffix U AREE, Im_head.weight &
R4pH head.weight) , FFH self._weights_finalized #riCZE3R finalize; load_weights &
3t getattr(self.language_model, "finalizes_weights_during_load", True) ¥|¥f 2T EE %L
HeFF ARIE NVIDIA EIRE B4R language_model. 448, ROCm N &5
DeepseekV4ForCausalLM.finalizes_weights_during_load = False 3& finalize #3|3& &
BEMNZE,

3. ROCm MoE WM& : vlim/models/deepseek_v4/amd/model.py 89
DeepseekV4MoE. _init__ #3E gate.bias_vl GfL5 image_sentinel_lo =
IMAGE_SENTINEL_BASE_ID ({X vision_n_layers > 0 Bt A3 0) , FFiE
e_score_correction_bias B9 BEELMEM elif B XS if, /£ hash MoE MR ZAE T WA
2IRIERE; WERE FusedMoEFactory(..., bias_vl=..., image_sentinel_lo=...) T/&%|
EFE, forward M5 bias_vl BEAEAE input_ids is None Bt B3R, B REFIREE
BHR, B X4 DeepseekV4ForCausalLM.compute_logits_local, #&
logits_processor(..., skip_gather=True), fit ROCm A3 logits & %% A 1# A,

4. FHER prefill BB WM viim/models/deepseek_v4/amd/rocm.py B
_combine_topk_swa_indices_kernel #3%& left_visible_ptr/right_visible_ptr/HAS_IMAGE/
SWA_WIDTH/PADDED_SWA _WIDTH, #B swa_len = min(pos+1, WINDOW_SIZE) kA
¥ left/right I8 swa_start/swa_end #4453l clamp F| gather_start 5 seq_len;
combine_topk_swa_indices #3% max_image_tokens/left_visible/right_visible %k, H
swa_width = window_size + max_image_tokens BEEMWER (TR (BIMEIX batch TE)
, FEXTA AN W MEMEC AR, weight_already_preshuffled MR & quant_method B&A
EIBHEE quant_method 5 scheme, 5 _ L5 AITER MiEHE#RITT; _forward_prefill
# num_decode_tokens 5 query_start:query_end 12 = WK EE1E N,

5. F&BE. MTP 5%35|E: vliim/platforms/rocm.py & check_and_update_config H%%
1% CUDA #9384, Xt is_mm_prefix_Im B ZBESHERES] disable_chunked_mm_input
= True (% warning_once) ; amd/mtp.py BRAE input_ids E(E4 mtp_block, 1&
MTP/DSpark ZEMH, checkpoint TAEfL L bias_vl SFTF,
vllm/models/deepseek_v4/{nvidia,amd}/model.py &5 __init__.py BOEM. dummy-init.
tensor-schema %% F 2 F ROCm,

6. MRE Cl B2E: I tests/models/test_deepseek_v4_vl_rocm.py (+458, B=
preshuffle fTEFARE. gate_up R shuffle —&. EE& QKV 15 preshuffled GEMM
8 scale /&, KV cache dtype fB#T. VL mapper Be&t, hash/ ¥ MoE B EEH.
MTP #f&. compute_logits_local Bkid gather) ; tests/kernels/attention/test_rocm_trit
on_attn_dsv4.py ¥ 3 AN combine_topk_swa_indices A (B& WM. APC 4
span RER. THERBITRAEF) ; tests/test_config.py H#3E
test_rocm_mm_prefix_Im_disables_chunked_mm_input (4 A5%1tk)
tests/models/test_registry.py. tests/models/multimodal/processing/test_tensor_schem
a.py &R current_platform.is_cuda_alike(); .buildkite/test_areas/models_basic.yaml



FEHFOMR XA H B4 2] MI300 B lane,
KM

« vlim/models/deepseek_v4/common/vl_model.py ({&3k ZHESEE; 2£5| source; LR
data-contract; 5 _make_deepseek_v4 vl _weights_mapper,
DeepseekV4ForConditionalGeneration, init, embed_input_ids) : #3E T & 0% &
EEEREBE T, ZEA PR 9G; FrEFEE 8 DeepseekV4ForConditionalGenera
tion RALRIEMXE, FEBAZT NVIDIA/ROCm Fi# finalize RALAYRAETZA,
vlim/models/deepseek_v4/amd/rocm.py (3R #BEEA; K8 source; LR
core-logic; 5 _combine_topk_swa_indices_kernel, combine_topk_swa_indices,
weight_already_preshuffled, _forward_prefill) : ROCm # & prefill 9% W RN%E
Launcher #PERFEX B : F38 left/right AWM. SWA R clamp 5EZE/TR, 2O K
EIEMME X8, FERMEIE weight already preshuffled BEIFH ERE,
vlim/models/deepseek_v4/amd/model.py (i £REEH; KA source; ER core-logic
; 5 DeepseekV4MoE.init, DeepseekV4MoE . .forward,
DeepseekV4ForCausalLM.compute_logits_local, finalizes_weights_during_load) :
ROCM X AMERIMIE AN B 5 AH logits B5% 5. bias_vl/image_sentinel_lo BY%E
5TF1£. forward 5FE. finalizes_weights_during_load 5 compute_logits_local ERFEX
B,

tests/models/test_deepseek_v4 vl rocm.py (3R EAEMR; 25| test; LR
test-coverage; 45 _preshuffled_fp8_linear,

test_rocm_wo_a_keeps_row_major_weights, test rocm_gateup_shuffles_once_and_do
wn_proj_keeps_preshuffled_backend, test rocm_fused_gkv_quant_matches_preshuffl
ed_gemm_scale_layout) : #3EHY ROCm M =)IEH (+458) , B = FP8 MEHNRE
/. KV cache dtype ###7. VL mapper Bit, MoE M HE MTP &fe, BIXREHE
REFHNEZERLEN,

vlim/models/deepseek_v4/nvidia/vl_model.py (1&3k 3L HF| source; LR
refactor; &5 _make_deepseek_v4 vl weights_mapper,
DeepseekV4ForConditionalGeneration) : B 333 {T5ZIRMA 21 THRE shim, RER
& (expert_dtype, image_enabled) & UFRHIFE T HBEEAN, EXREFEMNHEEMERA,
vlim/platforms/rocm.py (#k FEEE; 23| source; EA core-logic; /&
RocmPlatform.check_and_update_config) : # check_and_update_config ¥
CUDA HZESEIZOEE AT T, 8%l disable_chunked_mm_input, & review FH—A
W B IERAMERR D, BEHERE T BB span BEEHRFL prefill,
vllm/models/deepseek_v4/__init__.py ({3 SFMoH%; B source; 2R entrypoint;
5 DeepseekV4ForConditionalGeneration) : F&Q A A0: ROCm % %M vl_stub 1
3| common.vl_model, CUDA %% E#£2k3g common, RET
DeepseekV4ForConditionalGeneration & & AT R 692 E,,

tests/kernels/attention/test_rocm_triton_attn_dsv4.py (#E3R SEE MR EF test; £
7 test-coverage; 5 test_combine_topk_swa_indices_adds_image_visibility,

test_combine_topk_swa_indices_apc_hit_inside_image,
test_combine_topk_swa_indices_keeps_vision_row_width_without_images) : A



combine_topk_swa_indices $TE =AM, BEHEEETIMET E. APC &% span N
HE LTERTEAE, ERBVERARGNEEZRIE,

+ tests/models/test_initialization.py (3 ¥AMMR; K5 test; £R test-coverage) :
review PE%ZE KV cache dtype ZBANRE%R B EFERLBRT AH per-arch M
override, BRAE packed /EIE auto FENTA fp8_ds_mla FH3TIESR dtype M ETIEE 1R,

KBS _make_deepseek v4 vl _weights_mapper,
DeepseekV4ForConditionalGeneration.init, DeepseekV4ForConditionalGeneration.load_w
eights, DeepseekV4ForConditionalGeneration.embed_input_ids,
combine_topk_swa_indices, combine_topk _swa_indices_kernel,
weight_already_preshuffled, DeepseekV4MokE.init, DeepseekV4MoE .forward,
DeepseekV4ForCausalLM.compute_logits_local, RocmPlatform.check_and_update_config

KR Fr B]

vlim/models/deepseek_v4/common/vl_model.py

FHEN TP EREEGREMRN T, 2EAN PR WS, FTEFEEH
DeepseekV4ForConditionalGeneration s A& &RFEMXE, FEBETAZ T NVIDIA/ROCm #FHFH
finalize BYHLEYIRB R A,

# vlim/models/deepseek_v4/common/vl_model.py

def _make_deepseek_v4_vl_weights_mapper(
text_mapper: WeightsMapper, image_enabled: bool

) -> WeightsMapper:

""Text-checkpoint mapping rules re-rooted under " “language_model."
# XAREIROERGL ZERBATI—E,; dst A None R REREHR
orig_to_new_prefix = {
src: None if dst is None else f"language_model.{dst}"
for src, dst in text_mapper.orig_to_new_prefix.items()
}
# RBABEBNEZEEZFNRERE, #BREINATAEERNSEK
if not image_enabled:
orig_to_new_prefix.update({"vision.": None, "aligner.": None, "image_": None})
return WeightsMapper(
orig_to_new_renaming=text_mapper.orig_to_new_renaming,
orig_to_new_prefix=orig_to_new_prefix,
orig_to_new_regex=text_mapper.orig_to_new_regex,
orig_to_new_stacked=text_mapper.orig_to_new_stacked,
orig_to_new_suffix={
**text_mapper.orig_to_new_suffix,
# Im_head 4 wrapper 8 language_model T, EE®HJhE E
"head.weight": "language_model.Im_head.weight",
b
orig_to_new_substr={
**text_mapper.orig_to_new_substr,
# MTP/DSpark draft }RE & draft & B S, target MAMEF

mtp.": None,



class DeepseekV4ForConditionalGeneration(nn.Module, SupportsMultiModal, SupportsPP,
SupportsEagle3):
# MoE router EZEJR4 token id FIRFIEE £ token XA bias_vl
requires_raw_input_tokens = True
def __init_ (self, *, vllm_config, prefix: str = "") -> None:
# ... vision / aligner / image_start 53 H3E8L ...
# SME mapper BAIE HF & F TEAMNTE| wrapper €& F18];
# AutoWeightsLoader | "language_model." RIBRE SN EZILAL FER,
# EBFER B 58 mapper AZ no-op: B suffix MMFHFRESE
#  (ffl4m "Im_head.weight".endswith("head.weight") &= k&) ,
text_mapper = self.language_model.hf_to_vlim_mapper
self.language_model.hf_to_vlim_mapper = WeightsMapper()
self.make_empty_intermediate_tensors = (
self.language_model.make_empty_intermediate_tensors

self.hf_to_vllm_mapper = _make_deepseek_v4_vl_weights_mapper(
text_mapper, image_enabled

)

# ROCm MIzE:R BFEF finalize BymE A7

self._weights_finalized = False

def load_weights(self, weights: Iterable[tuple[str, torch.Tensor]]) -> set[str]:
# NVIDIA XAJEIRIE load_weights WERE finalize, MHM—KREEF|
# LM "language_model." 94E, RBXEELIZEL FHF;
# ROCm E##3L finalizes_weights_during_load EA False,
# HABERAZRE ENZ EBEM—RER finalize,
child_finalizes = getattr(
self.language_model, "finalizes_weights_during_load", True
)
mapped = self.hf_to_vllm_mapper.apply(weights)
if child_finalizes:
mapped = iter(sorted(mapped, key=lambda x: x[0]))
loader = AutoWeightsLoader(self)
# Z /5 W AutoWeightsLoader 3£ 44404 "language_model." BIZRHY
# MEZHALFHERM load_weights

vliim/models/deepseek_v4/amd/model.py

ROCm XCARRERMIEAM ST 5 AH logits B9T% =.: bias_vl/image_sentinel_lo 894 BL5 T
f&. forward ¥ . finalizes_weights_during_load 5§ compute_logits_local #REXE,

# vlilm/models/deepseek_v4/amd/model.py
class DeepseekV4MoE (nn.Module):
def __init_ (self, vllm_config, prefix: str =
False):

, fuse_heterogeneous_shared_expert: bool =



# .. ELEIREREE ...
self.gate.e_score_correction_bias = None
self.gate.tid2eid = None
self.gate.bias_vl = None
# MBEAER 4 A IMAGE_SENTINEL_BASE_ID EAWE TR, “XAE 0
self.image_sentinel_lo = (
IMAGE_SENTINEL_BASE_ID if getattr(config, "vision_n_layers", 0) > 0 else 0
)
is_hash_moe = extract_layer_index(prefix) < config.num_hash_layers
self.hash_indices_dtype = torch.int32
if is_hash_moe:
# F randint f3E empty, #% dummy ERX FIR{EMAL X TF
self.gate.tid2eid = nn.Parameter(
torch.randint(
0,
config.n_routed_experts,
(config.vocab_size, config.num_experts_per_tok),
dtype=self.hash_indices_dtype,
),
requires_grad=False,
)
# B elif AL if: MAEIRT hash MoE EAEEE correction bias
if getattr(config, "topk_method", None) == "noaux_tc" and (
not is_hash_moe or getattr(config, "vision_n_layers", 0) > 0

):
self.gate.e_score_correction_bias = nn.Parameter(
torch.empty(config.n_routed_experts, dtype=torch.float32),
requires_grad=False,
)

# BlZ token OSSN BHIRE, (XREMK checkpoint T4 ER
if getattr(config, "vision_n_layers", 0) > O:
self.gate.bias_vl = nn.Parameter(
torch.empty(config.n_routed_experts, dtype=torch.float32),
requires_grad=False,

# ... shared_experts / TP ¥ 5B& ...

self.experts = FusedMoEFactory(
#.. ERSHE .
e_score_correction_bias=self.gate.e_score_correction_bias,
hash_indices_table=self.gate.tid2eid,
bias_vl=self.gate.bias_vl,
image_sentinel_lo=self.image_sentinel_lo,
swiglu_limit=self.swiglu_limit,
router_logits_dtype=torch.float32,
# ... routed_experts_cls &8 ...



def forward(self, hidden_states: torch.Tensor, input_ids: torch.Tensor | None = None):
if self.gate.tid2eid is not None and input_ids is None:
raise ValueError("DeepSeek V4 hash MoE routing requires input_ids.")
# HBET bias_vl BAMEE R4S token id, TN %R EEEE;
# XEFIERIBLER (0 MTP) K& input_ids BEREBEH K
if self.gate.bias_vl is not None and input_ids is None:
raise ValueError("DeepSeek V4 vision MoE routing requires input_ids.")

org_shape = hidden_states.shape

final_hidden_states = self.experts(
hidden_states=hidden_states,
router_logits=hidden_states,
input_ids=input_ids,

)

return final_hidden_states.view(org_shape)

class DeepseekV4ForCausalLM(nn.Module, SupportsPP, SupportsEagle3):
# ROCm JE3AFE load_weights &R finalize, X B/MNEER BEEHHUT
finalizes_weights_during_load = False

def compute_logits_local(self, hidden_states: torch.Tensor) -> torch.Tensor:
# skip_gather=True RZEAR rank E& local %k logits, f ROCm 7K #&
return self.logits_processor(self.Im_head, hidden_states, skip_gather=True)

tests/models/test_deepseek v4 vl _rocm.py

FrEH) ROCm M EVIEY (+458) , BZ FP8 MEHMREME. KV cache dtype BT,
VL mapper B&f. MoE MBS MTP &, EXRBERKHNNTELZELW,

# tests/models/test_deepseek_v4_vl_rocm.py
pytestmark = pytest.mark.skipif(
not current_platform.is_rocm(), reason="ROCm-specific tests"

def test_rocm_moe_wires_vision_routing_on_hash_and_regular_layers(
monkeypatch: pytest.MonkeyPatch,
) -> None:
from vlim.models.deepseek_v4.amd import model as rocm_model
from vlim.models.deepseek_v4.common.mm_preprocess import IMAGE_SENTINEL_BASE_ID

captured: list[dict] = []
class FakeGate(nn.Module):
def __init__(self, **kwargs) -> None:

super().__init_ ()

def fake_factory(**kwargs):
# 28 FusedMoEFactory 8k, IIEMCEE AR SIAE T 1%



captured.append(kwargs)
return nn.Identity()

monkeypatch.setattr(rocm_model, "Gatelinear", FakeGate)
monkeypatch.setattr(rocm_model, "FusedMoEFactory", fake_factory)
monkeypatch.setattr(rocm_model, "get_tensor_model_parallel_world_size", lambda: 1)
monkeypatch.setattr(rocm_model, "get_tensor_model_parallel_rank", lambda: 0)

config = SimpleNamespace(
hidden_size=16, n_routed_experts=4, num_experts_per_tok=2,
moe_intermediate_size=8, swiglu_limit=None, norm_topk_prob=True,
scoring_func="sqrtsoftplus", num_hash_layers=1, vocab_size=32,
topk_method="noaux_tc", vision_n_layers=1, n_shared_experts=None,

)
vlim_config = SimpleNamespace(
model_config=SimpleNamespace(hf_config=config), quant_config=None

# layer 0 & hash MoE, layer 1 2% MoE, BWEKEZREERE L bias_vl
hash_moe = rocm_model.DeepseekV4MoE (vIim_config, prefix="model.layers.0.ffn")
regular_moe = rocm_model.DeepseekV4MoE (vIim_config, prefix="model.layers.1.ffn")

assert hash_moe.gate.tid2eid is not None
assert regular_moe.gate.tid2eid is None
for moe, factory_kwargs in zip((hash_moe, regular_moe), captured, strict=True):
assert moe.gate.e_score_correction_bias is not None
assert moe.gate.bias_vl is not None
assert factory_kwargs["bias_vl"] is moe.gate.bias_vl
assert factory_kwargs['image_sentinel_lo"] == IMAGE_SENTINEL_BASE_ID

B
T &E P AE okorzh-amd HHANEANRR, EEZEELERN, &ZX titanaa #ibk,

1. chunked prefill 5E1% span BREIESM: okorzh-amd 8 HIFRFEE "atomically-prefilled
image span" Z&AER[#E, 1B "is_mm_prefix_Im is True for the vision variant ... yet
that forcing exists only in vlim/platforms/cuda.py:320-331.
RocmPlatform.check_and_update_config has no equivalent", YEZ& B "I mirrored
CUDA's multimodal prefix-LM guard in RocmPlatform.check_and_update_config", Xt
K vlim/platforms/rocm.py #3& 8| disable_chunked_mm_input A3 5
tests/test_config.py B9FT A,

2. APC #3557 BZ span REF: okorzh-amd 34 swa_end = pos + right + 1 Bl#RFAE.
swa_start & clamp #| gather_start, 712 "the same clamp looks absent from the
shared common/ops/cache_utils.py kernel ... this is pre-existing and affects CUDA
too, and should be split into its own PR", &7 ROCm kernel b _E
gather_start/seqg_len @ clamp HF3E APC =YK, 1EFAH "I left the shared
CUDA/common change out of this PR, cause I think it can be addressed



separately"——HEZ BIZ N ER[G REHE

3. MR XMHEARIRS CI ST okorzh-amd FEH pytest.mark.cpu_test RERIL (
amd.model 8RN F A vlim/platforms/rocm.py, HiER%K GCN_ARCH =
_get_gen_arch() #£3E ROCm 43R [E torch.cuda.get_device_properties) , E "this
file is named by no CI job ... otherwise none of these tests can ever fail in CI"', 1E&
% cpu_test. MK ROCm skipif 35 N Basic Models lane,

4. KV cache dtype B9=] FMEL O . okorzh-amd 3 & sparse_mla.py E#r%Z ¥ "auto”, 1B
attention.py:105 ¥i & kv_cache_dtype.startswith("fp8"), S EHKERIASET viim serve 8
AR FNFEZATHAMAR AssertionError; {EEREEZMRMIRAE per-arch override, KA
packed E1E auto REMTEX fp8_ds_mla, BRAARZIFH dtype £ H 9% ValueError,

5. bias_vl 5§ MTP 9% : okorzh-amd & bias_vl ZEFiE MoE B (& MTP block) AE
, i amd/mtp.py:159 485 input_ids=None, TEMA checkpoint FFIZAARRL &S
MoE forward Rt ValueError, ZIXELEHAES, FE AR ELAIES, EhHE "
The target mapper drops mtp.* because the separate DeepSeekV4AMTP draft model
remaps and loads those weights itself. NVIDIA MTP already forwards input_ids, and
AMD DSpark does as well", F &K1k AMD MTP #Ef% input_ids AMEYINR,

A A IsotrOpy XBMIABA current_platform.is_cuda_alike() BFAEAZN ((FER "
Done :)") , WX tjtanaa B9t E: "LGTM. Let check the Cuda ci."

« ROCm #/) disable_chunked_mm_input 3&#|3Z 4, BE{E span T REM chunk 3 R0 FF
(correctness): fEEE vlim/platforms/rocm.py $81%7 CUDA BIZHEZL prefix-LM 57 1
, FxE is_mm_prefix_Im B ZESHER RS disable_chunked_mm_input, FEBF4NT
tests/test_config.py B9Z LB,

« APC “p 3% EBZ span NERET SWA 3Rk clamp (correctness): fEE & ROCm R
EANFF swa_start/swa_end XX E clamp F#3E APC-mid-span =V, ERABELE
CUDA/common WIREMBE EAEAR PR Z/NESRAIE ZERFETIREE,

« MRS cpu_test ARIEARRILET CI job 31 A (testing): EEMH A
pytest.mark.cpu_test. IMXEZHK ROCm skipif, IFIEIZXMAE #4145 MI300 B9 Basic
Models lane,

« KV cache dtype "auto" 55 MLA B 4K (design): /EE MM E A override, XA
packed Fa 18 auto AEHTA fp8_ds_mla, ERF XIFH dtype %4 H TT#4EH ValueError,

. bias_vl 5 MTP %5 input_ids=None % (correctness): {EE R E BB B HAIE4: :
target mapper ZF mtp. EE A draft BE S BITEBREINFHRX LN E, B NVIDIA
MTP &5 AMD DSpark #&3%EE input_ids; JHAB AL AMD MTP 4% input_ids 3 inE
IR

« MR T & H TR 2 A is_cuda_alike (style): £ E & "Done :)", WL B,

R -5 B
o QS

1. £ZF kernel BREIZEEFEARME: common/ops/cache_utils.py F E#&# combine kernel
hER/V> gather_start clamp, okorzh-amd H|riXZ "pre-existing and affects CUDA



too", A& PR R{& ROCm M|, X&Ew%%E CUDA Ly APC 4 EI% span e
ARIINFE, EB—ANELE PR IKDO, BNERERSEEMFHEIRIANBAER,

2. fT5ZM window_size & window_size + max_image_tokens:
combine_topk_swa_indices ISR E E B WA swa_width FH# 128 X5, X
SR combined_indices HIE & E 5 kernel 8§ PADDED_SWA_WIDTH; 43 A&
RIRF max_image_tokens=0 A BERIFRIR, FAAA (forward_prefill Z/MaYEE1R)
REZSE, THEEHA

3. KV cache dtype 18X ZEA,: packed AT "auto" WHENT A fp8_ds_mla, ENIE fp8
MR ValueError, XE2EM AP HNRAZTE, FHAAKBERIAMERS) DeepSeek V4
MWAPEA, XHEEROIEERD,

4. #®#| disable_chunked_mm_input B§&HARM: ROCm EFTAE is_mm_prefix_Im %%
SERI S RRRERAR DRI, KETXEZESERNEFREESRETASZNR,
BT IERmMEAANERE, BRI,

5. IZHARRL RIZ93EE: bias_vl D ECEREIE MTP block B9FiB MoE B, input_ids &K%
AMD MTP BIEF BRAL; BE8UR HTH draft 23 (3R mtp.py BRBRFEE) , &K
MoE forward E&#H ValueError MIEEC B HAL K, HEFERAE,

6. PR HEIRIFE KRMERIT: 9 4 commit #8E #55095 By cudagraph fallback 3% E
%R Merge origin/main, head commit %7 B EXH row-major FP8
workaround BARN L #56433 B9 AITER preshuffle 6 &.,
weight_already_preshuffled EEH&ZE quant_method & scheme 21 7 #E % =K
shuffle, 1BXZRRZNIEMRMERE AITER E3RH) preshuffles_weight FrICEFRTE E1L
FAEELAEHRE, BTRBWNERRNEY, - ®m: XXAF: ROCm (gfx350/MI300X)
AP ERT LB DeepseekV4ForConditionalGeneration 224 2 5k
DeepSeek-V4-Flash-Vision-Exp, & NVIDIA F; EBERIA KV cache dtype BYREAT
TAZA, BiAT ERfE —kv-cache-dtype bfloat16 Z EHEEEBIFHNIREE L.
XA %: viim/models/deepseek_v4/ BB KEMMN " FEZE—1HR " ¥4 "common
wrapper + F& thin shim", E4 XPU/CUDA M EEAY B R ERE —HERA shim
: MoE BB ZAFIH bias_vl/image_sentinel_lo NS, B ZEX MoE I =
FusedMoE AR EEZ &M, MHEK: Cl1 EEEIFTMNAXH4EXNT 3 .
buildkite/test_areas/models_basic.yam| #$1&%| MI300, #%ER vLLM B89 AMD CI 1}
RERFZEXHF|ZMIAE glob, FHEMRAXHFNTINMEEALLEY, XREEEZER
BITIMERR AR, - RFARID: BWERRTE , £F Kernel 3mBERFERME , KV cache
dtype RAKE , MTP 5NN HNRAME |, stacked PR &H A EIER , CI BEIK
FIF|ZS lane

RERIREE

« PR #54566 DeepSeek V4 Vision #1ExFF (X NVIDIA wrapper, #r@iZ PR body f#3k
J34K) : PR body BABULBAA PR ZHZEL: % PR L NVIDIA-only wrapper 23 CUDA
SFIHE 3| DeepSeek V4 M52 checkpoint, A& PR FiE&EE#KE| common/ #4TF ROCm,

« PR #55095 [Bugfix] Fall back to full decode graphs for noncompiled models: 4~ PR
commit AEFEFERETZ PR BIEXR (42c2a93c. b751ff84, 8ad7e328. f07dcdb6)



, 9759753e Y& IHIEBEH "Use the upstream CUDA graph fallback
implementationfrom #55095", J&F stacked %%,

« PR #56433 [ROCm] [Bugfix] Fix AITER preshuffled FP8 block-scale kernel: head
commit 4eab7c39 LBAA PR X7 % L5 AITER TEHE FP8 185, HHMKRE CHBEIA
2tz A M E 8 row-major A workaround, FIEEAET FP8 #HEAEVINARES
scale iR RA,

« PR #56214 [Model] Support DeepSeek-V4.1-Flash: /8 DeepSeek V4 2R Gk ;
9759753e B1& 315 E3RE| "Keep incoming runtime, quantization, multimodal
embedding, and DeepSeek V4.1 fixes and features", ME MR EBES MLA/MoE X5g
BEEREES,

« PR #55667 [ROCm][CI] Add HY-V4 generation coverage: A AMD CI lane BYZE3F:
head commit $#£2| "retain both DeepSeek vision and incoming HY-V4 tests in the
AMD CI job", # PR #REX&ED .buildkite B models_basic/models_distributed lane,



