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[Bugfix] Fall back to full decode graphs for noncompiled models
&FBtla: 2026-09-11 16:56

JRSCEEE: http://prhub.com.cn/vlim-project/vlim/pull/55095

MITHE

« —A3E: ERFEBEERD| full decode B, ££ ROCm B RARMT LK

- WEDME: EEEIE, LHIEESRFE cudagraph/ RIFEE. ROCm F & BRINMES IBHARD
WRZ, EAKTIZARITREK: — & [piecewise 1##tF] BRI EIE runner M (
has_compiled_submodule) MIEEEE, XZEAR PR BEARFF CUDA BRIMTARZHIX#;
— 2 without_piecewise() iL[& &R E/RE full decode graph, MARZE—ZR3| eager;
ZRIFIMEFEEFRES—RNINFRY, UEMEREE NONE BEERHRR T, H
EEE XS FHA revision (ZBMBEZE _uses_noncompiled_cudagraph_path +
_piecewise_cudagraph_provider_available) 5&RA&EMIMRA GERALME +
LucasWilkinson By #56191 faift) , review it & B3R FEART R B9 2 A B He sy P 18] 523,
BIEE: WNTEREFRZAERIBREE / MAEKHEEL, FFLEIRER issue #52644 DURE
gfx950 eager ERIAEfTETIAES

THRES B

ROCm HTitaeEEERIA% 1 breakable CUDA graph, i1 DeepSeek V3.2, GLM DSA.
DeepSeek V4 SHER BRIZZ A SEIKE] torch.compile 4R, ERIEWTIKE breakable
graph Z8Ef piecewise capture, T2 02 TWAENTERA T FHEY PIECEWISE B2, PR
body BAFAFEH :  [Apply the fallback only to platform-selected model paths without an
active torch-compile boundary] , B [On gfx942 the fallback keeps uniform
decode captured through FULL_DECODE_ONLY, while gfx950 DeepSeek V4 stays eager
until its graph-pool correctness issue is resolved] ., gfx950 B eager FRIABEE XA
&F open JRASH] issue #52644 (MI350/MI355 £ DeepSeek V4 {5 MRV2 +
FULL_DECODE_ONLY EHIAEE TMH) . PR body 5| FEEE: #52861. #53155,
#53183 FIANTHXBRIABRE, #54852 BFE T XANAA R,

LI RE

1. & Tpiecewise FHIREMERTAI A runner MEYFSZFM (
vlim/v1/worker/gpu/model_runner.py) : # GPUModelRunner.initialize_kv_cache #it
& piecewise_capture_available = bool(envs.VLLM_USE_BREAKABLE_CUDAGRAPH or
has_compiled_submodule(self.model)), FHEFA has_compiled_submodule (kB
vlim/v1/worker/gpu/cudagraph_utils.py) , 3% RIEEEL
resolve_cudagraph_mode_and_sizes, XHHHER B EZFRMBE R LN, mMAERE



BXEMN; BwEFTA KB cudagraph #3194 % (cudagraph_manager. speculator)
HEF BT AIE R,

2. ¥ CUDAGraphMode L1 MHELJRIE (viim/config/compilation.py) : #3g
without_piecewise(), 18 PIECEWISE — NONE. FULL_AND_PIECEWISE —

FULL DECODE_ONLY, HAR|EXFREARE, EBX ERIE T88FRME full decode graph B4
RI|5%24 eager] , XEZ ROCm gfx942 MEERIBH X,

3. FRITREFTEE KD X (viim/config/compilation.py) :
resolve_cudagraph_mode_and_sizes 30 piecewise_capture_available: bool = True %
¥} (BRAMEGRFEEERAAITA) . & attention E3ReEA RN B aifERZ/E. full
graph BRI Z A& not piecewise_capture_available and
requires_piecewise_compilation() # warning + [EZk3iZ &,

4. BRERVFI—MSRERIF (viim/config/viim.py) : $BJRRKABKE TOverriding to NONE]
AR IRMEX, _normalize_piecewise_cudagraph_mode(breakable_cudagraph_enabled=...)
, FIEAM X ——_ maybe_override_dynamic_sd_cudagraph_mode() ZE—X&,
current_platform.check_and_update_config() ZJaB—X (F& /connector EEMLE
T REIE full R PIECEWISE) ., F£%% 3| NONE B EE
max_cudagraph_capture_size 5 cudagraph_capture_sizes, &%
post_init_cudagraph_sizes() #EEARFENETNE L H, PR body BfiREy 102/03 BR
A FULL_DECODE_ONLY. 0O0/01 %A NONE| IERZIZHLHEIME=5H: 02/03 BRIA
FULL_AND_PIECEWISE &%~ FULL_DECODE_ONLY, O0/0O1 BRiA PIECEWISE B2
7 NONE,

5. F&EBIAME (viim/platforms/rocm.py) : RocmPlatform.apply_config_platform_default
s X5 2 cudagraph_mode is None + on_gfx950() + use_v2_model_runner + #HET
DeepseekV4ForCausallLM / DeepseekV4ForConditionalGeneration BFERIAIR A NONE,
ABEEES|I A issue #52644; BERAEANNERIRKEES.,

6. BENIIFIEXMSIE (viim/config/vliim.py + vlim/v1/worker/gpu/spec_decode/adaptive_
verification.py + vlim/v1/worker/gpu/model_runner.py) :
_validate_adaptive_verification 8 lcudagraph_mode == NONE F#R%E1 %A not
has_full_cudagraphs() Z#k% (#¥% FULL / FULL_DECODE_ONLY /
FULL_AND_PIECEWISE, #E# NONE / PIECEWISE) ; #3%
resolve_adaptive_cudagraph_mode(mode, *, piecewise_capture_available), it
runner FEILEHE R FULL_AND PIECEWISE, piecewise 7w FBtiR 3|
FULL_DECODE_ONLY, W& AER#L W full graph,

7. MR 5 IEIEELE: tests/test config.py +122 4T, #3E 4 AR (
test_rocm_gfx950 deepseek_v4 cudagraph_default & 5 HZEHM /runner/ B RERN A
& . test resolve_cudagraph_mode_uses_loaded_piecewise providerf® 420 & k%6 [
test_late_piecewise_restrictions_without_compilation B EngineArgs g 3|37 ¥ = 348
EHIRRTHAEZE. test_adaptive verification_requires_full_cudagraphs & % 4 B#5\)
; tests/v1/spec_decode/test_adaptive_verification.py #3&
test_resolve_adaptive_cudagraph_mode 5 A%, VEERERAZLESHAEE / BENE
I/ BEEREEAEH 332 8B 7 B, HE 4xMI300X LHE DeepSeek V4 Vision
BES. 7 FEEXEHS 1319 B GSM8K (0.942381)



R

« vlim/config/viim.py (3t BEEEYVI—1; £5| source; FEA core-logic; F5
_normalize_piecewise_cudagraph_mode, _validate_adaptive_verification) : BBEEY)I—
WARA: FE normalize_piecewise_cudagraph_mode ¥ EF & EFHAELBAA—K, [
AHE B & N IS IERIE PR A has_full_cudagraphs(); review HxF3&#| mode=NONE &EI/E
A5 VLLM_COMPILE =789 THSHR &1 XN 3,

« vlim/config/compilation.py (3 EENE X ; 5| source; EH core-logic; &5
CUDAGraphMode.without_piecewise, resolve_cudagraph_mode_and_sizes) : &A%
HWRIESAD: #F#IE CUDAGraphMode.without_piecewise(), FHiE
resolve_cudagraph_mode_and_sizes F#3& piecewise_capture_available £3k5 & &K 4H
*, B PR FrA EERATABIEA,

« vlim/platforms/rocm.py (#£1k F&BRIAE; 2B source; R configuration; &5

RocmPlatform.apply_config_platform_defaults) : #3E#) ROCm FEBRIAME: gfx950 +

V2 runner + DeepSeek V4 MERE NIEE cudagraph_mode BFERIA NONE, EIEX

R open IRASH] issue #52644, ZA PR FofE—RZBRIABITIAT A BF & MIKkED,

vlim/v1/worker/gpu/model_runner.py (iR #A3R4TE; K5 source; EA

dependency-wiring; &5 GPUModelRunner.initialize_kv_cache,
has_compiled_submodule, resolve_adaptive_cudagraph_mode) : IZHHERRS Bi&E

RNBSIFFEELL . initialize_kv_cache 118 piecewise_capture_available (
envs.VLLM_USE_BREAKABLE_CUDAGRAPH = has_compiled_submodule) , FiEE:E
NIEMNT &S FULL_AND_PIECEWISE A8 A resolve_adaptive_cudagraph_mode
, & Rohan138 review 12 115% &,
vlim/v1/worker/gpu/spec_decode/adaptive_verification.py (#3k B:iENISIE; 25|
source; ER core-logic; &5 resolve_adaptive_cudagraph_mode) : #r3¢
resolve_adaptive_cudagraph_mode: & TEENIIEESR full graph RI#E T R G FR AR
N BURFEM runner FE MR B4R ER, piecewise 7] A BR B
FULL_DECODE_ONLY, ##EBXRERNERER,

tests/test_config.py (&R BEEMIK; K5 test; £ A test-coverage; &
test_rocm_gfx950_deepseek v4_cudagraph_default,

test_resolve_cudagraph_mode_uses_loaded_piecewise_provider,
test_late_piecewise_restrictions_without_compilation,
test_adaptive_verification_requires_full_cudagraphs) : BLE BYIZ MR : F3g
gfx950 DeepSeek V4 BRIAME. provider-aware fEAT4EE. late piecewise FR&|AY3%E|38
s (SWERTESR) 5RERBIEREEME, 4K PR FFILEROTEZEW,
tests/v1/spec_decode/test_adaptive_verification.py (FZiR IZAUARRLMR,; K5 test; £
Al test-coverage; &5 test resolve_adaptive_cudagraph_mode) : R¥FHEH
resolve_adaptive_cudagraph_mode 1t 5 AR / TTAMERENIR, BE review F
CodeRabbit #§H 89 FULL_AND_PIECEWISE + [ H##HIKA S,

XS _normalize_piecewise_cudagraph_mode,
CUDAGraphMode.without_piecewise, resolve_cudagraph_mode_and_sizes,
resolve_adaptive_cudagraph_mode, RocmPlatform.apply_config_platform_defaults,



VIimConfig._validate_adaptive_verification, GPUModelRunner.initialize_kv_cache,has_co
mpiled_submodule

KR Fr B]

vliim/config/vlim.py

BEEE)A—MHEA: FE normalize_piecewise_cudagraph_mode #HEF & EHai e &AA
—R, RRIEEENIIEREKRA has_full_cudagraphs(); review # % Fi&%| mode=NONE
EfEA 5 VLLM_COMPILE #5818 48 5 XA F

# vlim/config/vlim.py: 1B [EE piecewise capture (B3R A IRMtE ] R ER N THITER,
#ZREE __post_init__ PHIRARK: FEREEHZIA—K IEFHE—RK.

def _normalize_piecewise_cudagraph_mode(
self, *, breakable_cudagraph_enabled: bool
) -> None:
compilation_config = self.compilation_config
# =ANKM R R SR
#1) BAsERFSZEE piecewise capture (PIECEWISE / FULL_AND_PIECEWISE) ;
# 2) BmiFER R Z VLLM_COMPILE, BUS%A torch.compile =4 B4 Bk
# 3) breakable CUDA graph KXBH, %8 runner Mt R A HERIEHEE,
if (
compilation_config.cudagraph_mode.requires_piecewise_compilation()
and compilation_config.mode != CompilationMode.VLLM_COMPILE
and not breakable_cudagraph_enabled

# RFE—1E3R %] NONE: FULL_AND_PIECEWISE -> FULL_DECODE_ONLY,
# XA gfx942 Lt uniform decode 1hgEERE, B MtaEAIREIE;
# 00/01 B9BRIA PIECEWISE M| B X3k 3| NONE,
fallback_mode = compilation_config.cudagraph_mode.without_piecewise()
logger.info_once(
"Cudagraph mode %s is not compatible with compilation mode %s. "
"Overriding to %s.",
compilation_config.cudagraph_mode,
compilation_config.mode,
fallback_mode,
)
compilation_config.cudagraph_mode = fallback_mode
# 3R 3| NONE Bt AUEEMRIBAHRR T, FMELL post_init_cudagraph_sizes()
# MEREEXTFENEMEZA,
if fallback_mode == CUDAGraphMode.NONE:
compilation_config.max_cudagraph_capture_size = 0
compilation_config.cudagraph_capture_sizes = ]

#IRAA 1 BIEANEEEXNEENKRE Z G
self._maybe_disable_dynamic_sd_for_data_parallel()
self._maybe_override_dynamic_sd_cudagraph_mode()



self._normalize_piecewise_cudagraph_mode(
breakable_cudagraph_enabled=breakable_cudagraph_enabled

#AAS 2: F& check _and_update_config() 25 MB)T—L—RK,
# HAF AR connector BIFREMAE T AEIL full BRI PIECEWISE,
# BVA— bk A B 35 N IS 38 12 B cudagraph_mode Z Rl
current_platform.check_and_update_config(self)
self._normalize_piecewise_cudagraph_mode(
breakable_cudagraph_enabled=breakable_cudagraph_enabled

# THERE: REZEIEHN full CUDA graph &=
self._validate_batch_sharded_sampling()
self._validate_adaptive_verification()

vlim/config/compilation.py

BRAEIBRIES A #H¥ CUDAGraphMode.without_piecewise(), 37
resolve_cudagraph_mode_and_sizes F#13% piecewise_capture_available 235 R A%

, A PR FTA ERAT A 89 A,

class CUDAGraphMode(enum.Enum):
NONE =0
PIECEWISE =1
FULL = 2
FULL_DECODE_ONLY = (FULL, NONE)
FULL_AND_PIECEWISE = (FULL, PIECEWISE)

def requires_piecewise_compilation(self) -> bool:
return self.has_mode(CUDAGraphMode.PIECEWISE)

def without_piecewise(self) -> "CUDAGraphMode":
# AR IBEE piecewise capture HIE NI AL T EZCHEMER,
# PIECEWISE A&&H full graph =[fRE, RAEERE| NONE;
# FULL_AND_PIECEWISE "X R{RE decode full graph, MEEEIRKE /N,
if self == CUDAGraphMode.PIECEWISE:
return CUDAGraphMode.NONE
if self == CUDAGraphMode.FULL_AND_PIECEWISE:
return CUDAGraphMode.FULL_DECODE_ONLY
return self # NONE / FULL / FULL_DECODE_ONLY B3R [E

def resolve_cudagraph_mode_and_sizes(
self,
min_cg_support: "AttentionCGSupport",
min_cg_attn_backend: str | None,
uniform_decode_query_len: int = 1,
use_vZ2_model_runner: bool = False,
tensor_parallel_size: int = 1,



kv_cache_config: "KVCacheConfig | None" = None,
max_num_regs: int | None = None,
is_profiling: bool = False,
piecewise_capture_available: bool = True, # 3%, BRIAMERIZFEARALITH
) -> CUDAGraphMode:
# ... (RIEZR attention EImBENMEIBENER) ...
# R AGFEENHRNEREERA compiled submodule, #%H B A
# breakable CUDA graph B, {Efa{3 &K piecewise capture BIIENARLIMER,
# TR B R MBS~ £ FF R H
if (
not piecewise_capture_available
and cudagraph_mode.requires_piecewise_compilation()

fallback_mode = cudagraph_mode.without_piecewise()
logger.warning_once(
"Cudagraph mode %s requires piecewise capture, but the loaded "
"model provides neither a compiled submodule nor breakable CUDA "
"graphs. Overriding to %s.",
cudagraph_mode,
fallback_mode,

)

cudagraph_mode = fallback_mode

# BRRZETIRMREERE: ZXK full graph 1B attention /B34 X 0T H IR,
#ARIEFRERR R EERERESHN A M L,
if (

cudagraph_mode.has_full_cudagraphs()

and min_cg_support == AttentionCGSupport.NEVER

raise ValueError(
f"CUDAGraphMode.{cudagraph_mode.name} is not "
f'supported with {min_cg_attn_backend} backend"

)
# ... 542 MRV1 By spec-decode FHIRRTIAE, ARKRKS)) ...

vlim/platforms/rocm.py

sy ROCm FEBRIME: gfxd50 + V2 runner + DeepSeek V4 ZZHMERERIEE
cudagraph_mode BtERIA NONE, BEIFEXR open IRSH issue #52644, Z7A PR eE—ik
ZERINTATERAT A& Mkl

@classmethod

def apply_config_platform_defaults(cls, vlim_config: "VIImConfig") -> None:

from vlim._aiter_ops import rocm_aiter_ops
from vlim.config.compilation import CUDAGraphMode

compilation_config = vllm_config.compilation_config
model_config = vllm_config.model_config

# gfx950 (MI350/MI355) E, DeepSeek V4 #E V2 model runner Bt



# FULL_DECODE_ONLY BB MARARIAEEZET (issue #52644)
# B RERFRAEENIEE cudagraph_mode BERIABKA eager,
# BERENBER (Fln FULL_DECODE_ONLY) {BRIRHE,
# AP BATAEIZBARE; %S
# test_rocm_gfxd50_deepseek v4_cudagraph_default &%,
if (
compilation_config.cudagraph_mode is None
and model_config is not None
and on_gfx950()
and vlim_config.use_v2_model_runner
and model_config.architecture
in {
"DeepseekV4ForCausalLM",
"DeepseekV4ForConditionalGeneration”,

# Default to eager after reported gfx950/MRV2 accuracy regressions:
# https://github.com/vlim-project/vlim/issues/52644
compilation_config.cudagraph_mode = CUDAGraphMode.NONE

# AT AITER HXZRIAE (+quant_fp8 / grouped_topk / sparse_attn_indexer)
# EAR PR ZABLEFE, WARE UFRBAFTIEIRAMENEA E,
use_aiter_fused_moe = rocm_aiter_ops.is_fused_moe_enabled()
use_aiter_fp8_linear = rocm_aiter_ops.is_linear_fp8_enabled()
use_aiter_fused_se = rocm_aiter_ops.is_fusion_moe_shared_experts_enabled()

. BB NRAM custom_ops HEIBIE) ..

AT K

W EREEMNE: (1) okorzh-amd 8B HT3EEY VLLM_COMPILE REESEHF
NgramProposerGPU.__init__ AERMEEIHEBY VIimConfig (BZED VLLM_COMPILE +
NONE) , #E&FIEREUESR| lcudagraph_mode A None EE piecewise] , ALME
ZBEZRMERERES EER. FEHE,; (2) B—4L reviewer 1§ H B EARAIES] mode = NONE &
#%TF Tmode is None — VLLM_COMPILE] BRIME, #ERKE ROCm RZDIK (
custom_ops none—all. ir_enable_torch_wrap. IR #t%%%. AITER rms_norm &%) , 1k
F PR ZBAEH AR EINIRS MI300X 02 Rt (3) liulanze 35t B ENIIEE R89Z full
CUDA graph 3 piecewise provider, [BRIEERIERAA PR #iEHY NONE +
FULL_DECODE_ONLY E3&, X&#3E VLLM_COMPILE + PIECEWISE, {E&2&H
has_full_cudagraphs() #EFEIE runner; (4) 437 njhill / LucasWilkinson AR SEHLE
F 4, RAE LucasWilkinson BfEIfLIZE (#56191) 1EA commit 59e5b407 HFEAAK
PR, Fangzhou-Ai 43z £ MHIAIZKENE MI355X + DeepSeek-V4-Pro FP4 L [by design
inert] B MEREFRFF

o $FE VLLM_COMPILE &4 % NgramProposerGPU 89%#Bh VIimConfig
(correctness): fEEIERIUKE A cudagraph_mode A None =
requires_piecewise_compilation() Z#E48] , AR NIE piecewise R, (NONE /
FULL / FULL_DECODE_ONLY) HR#FAEK; ERABMRATIZER R



without_piecewise() & FFITHE, FHEHE,

« 38%] mode=NONE ©#ERKZT ROCm WZLJkE AITER rms_norm thE%%
(performance): fEEMMRIZIR(E, LR RENRIFENELEEBTSE, =TNRBT=
compilation mode R#FFKRIZE, FHH MI300X 02 FEH#aIA AITER {H23%EFH
RMSNorm 523,

- BENIIENARE full CUDA graph, & piecewise provider (design): 1EE XM : &
I8PX A not has_full_cudagraphs() Z R, HEFIEE model_runner fil—FR &
FULL_DECODE_ONLY, piecewise A HEGERA|E, MARLEMHS
FULL_AND_PIECEWISE,

« HMTEFE model_runner BXE BENIIEA cudagraph_mode (question): /E& fERRIZE
BUTHEERENDE, FthEZE CUDA EE5 VLLM_USE_BREAKABLE_CUDAGRAPH
=0 8y DeepSeek V4 %5 BLEE Bk FULL_DECODE_ONLY, #* runner iLE&MB5
FULL_AND_PIECEWISE 23 ER A & IR HERE ;. BRIABA breakable graph
89 CUDA BEARZ R,

 XEEEEMN provider BB R T L& ERIA CUDA B2 (question): 518 ZBRIA CUDA 1T
AXRZE, CUDA REERXF] breakable graph BZ&W; %A R 8 7E:18 A B2 LURIE
— M,

« BIPF ARSI TS, EKREEA LucasWilkinson BYEIMLIRZE (design):
LucasWilkinson B9 #56191 2% commit 59e5b407 H#FEMEIAR PR: HMREM A L
¥ (_uses_noncompiled_cudagraph_path. _piecewise_cudagraph_provider_available.
NON_COMPILED_CUDAGRAPH_FALLBACK_ARCHITECTURES) , %—A
requires_piecewise_compilation() + mode != VLLM_COMPILE + not
breakable_cudagraph_enabled, F3| A without_piecewise(); 1EZEIAIE G 4L 7T LUk
KERE,

- B3ENIIENR4EFEERD> FULL_AND_PIECEWISE + 33X AA S (testing): MRS 3K
*) B84 (FULL_AND_PIECEWISE, True — FULL_AND_PIECEWISE) A, iZ nitpick
R MK

« CUDAGraphMode ZERE X4 #EE lazy import (style): BT EEMZIN, HmANRER
ETRLRBEFHIAZTERATESA, AR ENELEET,

R 5 B

o

1. R ERZEYVIEY K: _normalize_piecewise_cudagraph_mode firF
VIimConfig.__post_init__ BEAEIZ, CUDA BRARBZHMNEIIZE [CUDA BB
A breakable graphl , EAF EREE VLLM_USE_BREAKABLE_CUDAGRAPH=0 B
ITHASM NONE ZE X FULL_DECODE_ONLY (EVERAITAEM) o

2. BEHFERBFIFENIEX: £4+FEH mode |= CompilationMode.VLLM_COMPILE #&

(867 piecewise capture] SHIFEANME, FHRAEREANEZERKSE mode M

T AITER rms_norm #%#F5 IR A %k; BRZBECHMIR, BEFRMRKREFEE
/connector BE2&5 compilation mode BYBKENER 7T REE 375 | AR — Ko



3. TN RBA MR B2 BR[E 2K . piecewise_capture_available RIA
VLLM_USE_BREAKABLE_CUDAGRAPH = has_compiled_submodule(self.model); #&
HEBERRRZERN H A NIRE O BEHIR, SWLRAHEAN FULL_DECODE_ONLY (
MRS K MIEEHMERK)

4. gfx950 BRIA eager EMEREMRIERAME: viim/platforms/rocm.py it DeepSeek V4
MRV2 7 MI350/MI355 L2RIARE| eager, EF| issue #52644 fER; HAEZECEE
MI350/MI355 E&#i%k uniform decode BEIIK

5. BENIIENGEEERARA—HNRK: config K% (has_full_cudagraphs()) 5 runner
A resolve_adaptive_cudagraph_mode B assert 2 FE, ZELSAEMEZ B BRK
B, TaEH I AssertionError iR & & ITFHE BEIREE,

6. HBNELBEMERE R AT NgramProposerGPU 2 387 FE N ERMESE =/ VIimConfig B
R, BETEREREEIRMNIEAER; KPREBFT K, BERXAEBRARLK, - ¥mW: A
FPl: ROCm (A gfx942) BT torch.compile W RHER BRZ + R H B 5L K
REFERFEE, uniform decode B EHIR; gfx950 LB DeepSeek V4 MRV2 F F BRIA
RE| eager, FHTRETHRENBELAEER)T; CUDA BRIARRZRAE, REENXH
breakable graph BHATAZ . AZEM: cudagraph ERENEFIE—E [provider A
M) H|IEE—/NETE BB without_piecewise() JR1E, ELEVT—ILREANTEEHAE
BPUT—RBARFE, MRV2 8 GPUModelRunner.initialize_kv_cache 5 adaptive
verification #E&MZ A, BARM: ZXik (cudagraph ERAENT + ROCm FE&ERIA
{8) BERAZA PR LR, SIPHFRREREEREEN, HALSCE RETNERBR,
- REEARIE: BOEERZRTE , ROCm BABRERTE |, KRR X F B E Issue
#52644, FEREFBZHF D IGIIRIEREEL , HB) VIImConfig #3E HEHTR KRS

KRR EE

« PR #56191 [Proposal] Simplify noncompiled cudagraph fallback: LucasWilkinson B9{&
R EL commit 59e5b407 EHEEAKR PR, BHTEHAETEMAELE (
_uses_noncompiled_cudagraph_path / _piecewise_cudagraph_provider_available) #
EHE, RAEK normalize_piecewise_cudagraph_mode + without_piecewise 8948
£

« PR #56379 [EC] Automatically enable embedding inputs on EC/KV consumers: 7~ PR
& JE—>R merge main (commit 3a10c2a0) BEER T iZeksh%4 K AY
_resolve_mm_embedding_inputs E& &5 EC/KV & & Bl embedding #IA, HEH
f&8& vlim/config/vlim.py 89 _ post_init_ 4%,

« PR #56214 [Model] Support DeepSeek-V4.1-Flash: [EJ& DeepSeek V4 #E ROCm /
MRV2 E8SEHF S|, REREKsD GPUModelRunner 8941161088425 cudagraph < E
, 5 PR 8 piecewise_capture_available 1+& 4 & #84F.

« PR #54852 (PR body 3| FA: &%Ei% compile/cudagraph A& ZE) : PR body A
B 3% PR lexposed the combination] , BFRE T IERIFER BRIZEARNT A
PIECEWISE #9k2%4E &, 24 PR MWEEME <.

« PR #52861 (PR body 51 : EEZE=Z—) : PR body ¥H5| A causal changes Z2— (
# L #53155, #53183) , BA15IAT FE piecewise capture WFRIABLE, HKARE



BREPENEHEER,

« PR #54782 (review it 5| A: ERFAXTHRRSESS EEEME)  MFEEITS
CUDA BRAKRIZETZ M5 HiZ PR: BitR T HEANLTBARSE NVIDIA DeepSeek
V4 FF & BR8] = & garbled output, 1ZIEZASE N AR &1L AL B K12,



