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PATHRE

- —H)iE: F—Z RS LoRA token T, 20+ AT B|HED

 EEMNE: EEREIR AEERLPLZESERBEAM LORA FRALWNIRET, 2NELAXZE
=4&b: vliim/model_executor/models/interfaces.py BIRAZE X5 F A K. ultravox.py
FRBRM chunk BUHIEXOBE (BREZWBBNITHESR) . KUK blip2.py /
llava_next_video.py BIEMREF LK, FiREZICYREMER BT HEEN AL R M
—RENMHEREIT; FAE Codex By P2 fEAFMRI—E L BTEER LX) legacy &
¥, BLHBREIR APL EARKA PRI, HESD—AEEL PR ER legacy #-FRIRA
%5 modality / mm_kwargs NS00 52 R HLI0E

TN EES BAL

PR body FREAIE B EIHL: ZAEA tower/connector LoRA BYZ4THT token T ANE BEL &
get_mm_lora_token_counts(), ERZEBLZINFEEIBNFHNFIATFL, FERIER
“The split interface cannot cleanly represent modality-specific behavior or token counts
derived from actual multimodal inputs.”, I EDERFATHEERES (£E
get_num_mm_encoder_tokens(), BiBERRE get_num_mm_connector_tokens()) ,
connector TR BEMRIL BT ME, —ERNARMA TR LFERSKRE (B30 Ultravox
89 frame stacking &4 chunk pad 3| stack factor BIE#E) ; RKNIBELERA
modality H% A B mm_kwargs, TIEREABESEFRIZIRMAESH token i, ERAK
PR BWEMREZ—RHED, I body FTiR “keep the legacy hooks temporarily and mark
them as deprecated instead of removing them immediately” (REBE—ANFHALEF O, fmA
EHEMKRIB API, EE2EEME PR body B Purpose / Test Plan / Test Result ZH =
, MERIEE TR Cl,

SRR

1. BAULSEK (vlim/model_executor/models/interfaces.py) : B3L
get_mm_lora_token_counts(*, modality, mm_kwargs, num_mm_embeds) -> tuple[int,
int | None] ArgE— A0, —XKRE tower IS5 connector M| token %k: 1BE#F
get_num_mm_encoder_tokens() / get_num_mm_connector_tokens() #n @deprecated %
MBFREERS HMLN, WARFAETD, ¥REELIMEES LoRA REISIIE: g
A R — N T



2. 4 20 NN EER SR BMERE AN E + —REXNRME EHR —ANFERE
—Zoh", REXMSEIE llava_next_video.py. blip2.py. gemma3_mm.py. h2ovl.py.
internvl.py. mllama4.py. ultravox.py. openvla.py. pixtral.py. dots_ocr.py.
idefics3.py. llava.py. gwenZ_vl.py. gqwenZ_5 vl.py. gwen3_vl.py. glm4_1v.py.
Ifm2_vl.py. keye.py. moondream3.py. paligemma.py, Z¥KeKzh89iREMES REENER
4, Bl InternVL/H20VL EE— num_patches JrR4&H num_patches *
(patch_tokens + 1) 5 num_patches * num_image_token, Pixtral/DotsOCR &
num_mm_embeds * merge_size**2 5 num_mm_embeds Jk4&, OpenVLA EIER[E
(num_mm_embeds, num_mm_embeds),

3. IS IENEMES A RIEX: blip2.py & num_image_tokens / num_query_tokens BI3F
BRIER N B RFIHFMR connector KIS ; llava_next_video.py Hii¥
patch_tokens_per frame <= 0 BY4EERSFT; ultravox.py #IEEH B tower token 3%
RARRK chunk BUB9ER, HAEFRBREIL connector & chunk B9
ceil(max_source_positions / stack_factor) (whisper A 188) 5#4F&H tower tokens
/] stack_factor (187) X4FF; gemma3 _mm.py £ 8 num_image_tokens * 16 BB FFiE
XABHE 30 4T docstring 46 A 3 1T, XL REAK PR P —RERTEHET AN, EE
& B E o

4. FREFEFRAEO: #BXFHA init = add deprecated — fallback, BAVEEEIKE]
RGN T 3B A2, LIRS legacy $#-FRISZI A AL A, ERENMENEA BT
ZEEZENEAXY, TEHRANCETRE BB ANEER + IMRERIBAPIX—AE,

5. MRE5EE: MHRERRESMRENKs) (23 NXHFFREFEODSY 20 MERSNEE N
RXH) , BRFEEMAMIREEZR; CIfMld IsotrOpy 4% /ci run, Buildkite #88789 &
1 DNEWBAEEWAEE /ci retry BiR, &EAIEA maine.

R

« vllm/model_executor/models/interfaces.py (#ik A DO ; 3£ 5| source; FH
data-contract; 5 get_num_mm_encoder_tokens, get_num_mm_connector_tokens,
get_mm_lora_token_counts) : BAUER S $%— A B get_mm_lora_token_counts &
EX, BIFDEFELM @deprecated fRE3E; Codex B9 P2 FEMIT® (line 426)
IE &7 XXM

« vlilm/model_executor/models/ultravox.py (3R ZESHER: 25| source; £
data-contract; %5 get_num_mm_encoder_tokens, get_num_mm_connector_tokens,
get_mm_lora_token_counts) : &8 X &M —4&L: FTEMANEEIR LI tower token K
RARFR chunk $B9ER, HETRFIEE connector & chunk 188 SAhEMMREER] 187
HER, 28 RAFEEEE A = B B X4

- vlim/model_executor/models/llava_next_video.py (#Eik LR £5]| source; LR

data-contract; 5 get_num_mm_encoder_tokens, get_num_mm_connector_tokens,
get_mm_lora_token_counts) : B 7 HBANZOUE . E—1% num_mm_embeds [& B¢
i vision encoder 5 projector FFRLE (patch_grid_length? / pooled_grid_length?)
, HFEE patch_tokens_per frame <= 0 5F 1,

« vlim/model_executor/models/blip2.py (#3k ZiESER; 25| source; R

Ve =1

data-contract; &5 get_num_mm_encoder_tokens, get_ num_mm_connector_tokens,



get_mm_lora_token_counts) : —KEIHEZHE R RNER : SFaMRE / KAERKR//, F#+
MER connector A RWIE, EAZXNEMMERSMHIA—4LL,

« vlilm/model_executor/models/gemma3_mm.py ({E3k ZAESER: 25| source; LA
data-contract; %5 get_num_mm_encoder_tokens, get_num_mm_connector_tokens,
get_mm_lora_token_counts) : BoRT "FMER + SRIWRYE BRI B
num_image_tokens * 16 BB FIEX W ERYE, 18 30 1T docstring #ELHEK 3 1T, &
31 % AR SupportsEncoderCudaGraph 483X 7 3%,

« vlim/model_executor/models/internvl.py ({&3k ZAESER; £57)] source; LR
data-contract; 5 get_num_mm_encoder_tokens, get_num_mm_connector_tokens,
get_mm_lora_token_counts) : ZEFEIIAEL 20 AMTEER S A (& H20VL) , H
num_patches JkAEZH R T RARTRIFFNNEE L,

« vlim/model_executor/models/h2ovl.py ({Ek ZAESER; 27| source; LR

K2

data-contract; &5 get_num_mm_encoder_tokens, get_ num_mm_connector_tokens,
get_mm_lora_token_counts) : #EZRONER: BEERMRTFEES, KHRXE
InternVLChatModel B#T5CE, RURERQRE T L,

« vlim/model_executor/models/mllama4.py ({Ek ZAESER; 25| source; EH
data-contract; 5 get_num_mm_encoder_tokens, get_num_mm_connector_tokens,
get_mm_lora_token_counts) : #tE & E &8 —4: raw_patches + 1 (& CLS) 5§
get_patch_per_chunk B92EE4EK—R num_chunks I8, fHIHEXIREIEMEER
XX H,

KBS get_mm_lora_token_counts, get_num_mm_encoder_tokens,
get_num_mm_connector_tokens, UltravoxModel.get_mm_lora_token_counts,
Blip2ForConditionalGeneration.get_mm_lora_token_counts,
LlavaNextVideoForConditionalGeneration.get_mm_lora_token_counts,
Mllama4ForConditionalGeneration.get_mm_lora_token_counts,
InternVLChatModel.get_mm_lora_token_counts

KR Fr B]

vliim/model_executor/models/interfaces.py

BAWSES . F14%— AN\ B get_ mm_lora_token counts EILEX, |BIFHFEID
@deprecated fREAE: Codex B P2 3# Mt (line 426) IESEA XM,

# vlilm/model_executor/models/interfaces.py

# %— A0 —RIAARE (tower Il token #X , connector M token %X ),
#IARAFABEE LEREE token. BIBE'RE connector #-F HIBENE T,
# “modality” 5§ “mm_kwargs® ASEIRES / MEILTAELERITEEHNAS,
#
# |HBY “get_num_mm_connector_tokens™ 57 B 4mAD 8254 F R A4 K038
#REER + 3T L @deprecated, BRIASZIE ~...%,
@deprecated(
"get_num_mm_encoder_tokens is deprecated; use get_mm_lora_token_counts instead."



def get_num_mm_encoder_tokens(self, num_image_tokens: int) -> int:
# ABEHNNEERARLBEESC, RLIINMAEIRIE APLI 223 None —
# XIERZ Codex iF®H HFARCH P2 SREMHD,

vliim/model_executor/models/ultravox.py

B X B — L P IAR AR tower token FRARER chunk $BIEIR, HEIH
H%JE connector & chunk 188 54MNEARMREER| 187 BWE5|, Z"—BIHRAEEEEE AR 7] &L
B A X,

# vlim/model_executor/models/ultravox.py
def get_mm_lora_token_counts(
self,
modality: str,
mm_kwargs: MultiModalKwargsltem | None,
num_mm_embeds: int,
) -> tuplefint, int | None]:
# Ultravox By token 3 RBURF A FHE, ERAFRIESS LRI

del modality, mm_kwargs

# B A tower/connector LoRA BY&3& | “pad_audio_to_max_context™,

# ABEA chunk 7 LoRA BENEME EIEEM "max_source_positions”

# A token, 5B MM X,

num_chunks = math.ceil(num_mm_embeds / self._get_max_tokens_per_chunk())
tower_tokens = hum_chunks * self.config.audio_config.max_source_positions

# connector IR “stack_factor™ EEEH tower Hid E:

# EESIEEA chunk pad 3| “stack_factor™ BYEEER(E,

# FTA&E chunk 2 “ceil(max_source_positions / stack_factor)™

# (whisper A 188) , f A= “tower_tokens // stack_factor™ (187) .
# |BSZIASEH tower token FURAEH chunk #Ct 8EH connector,

# FEOHEZEERAR— num_chunks™, JERRT X RAHRER,
connector_tokens = num_chunks * self._get_max_tokens_per_chunk()
return tower_tokens, connector_tokens

vlim/model_executor/models/llava_next_video.py

BoR T R ANAZNILES . B—1% num_mm_embeds [ER3%3# vision encoder 5 projector
FiPRLE (patch_grid_length? / pooled_grid_length?) , FH#3¥ patch_tokens_per_frame
<=0 53X,

# vlim/model_executor/models/llava_next_video.py
def get_mm_lora_token_counts(
self,
*;
modality: str,
mm_kwargs: MultiModalKwargsItem | None,
num_mm_embeds: int,
) -> tuplelint, int | None]:



del modality, mm_kwargs

# RIARJR “vision_resampler™ ff#4 58 8]tk :

#EEAER EFESNR TER “pooled_grid_length ** 2° AN token,

# (BB I vision encoder BHEMZ “patch_grid_length ** 2™ 4 token,
pooled_tokens_per_frame = self.pooled_grid_length**2
patch_tokens_per_frame = self.patch_grid_length**2

# MBI E T —2 “patch_tokens_per frame™ SFI:
# AAAEFAR KRR, BRREEBURSES,
if (

num_mm_embeds <=0

or pooled_tokens_per_frame <=0

or patch_tokens_per_frame <=0

return 0, O
num_frames = num_mm_embeds // pooled_tokens_per_frame

# R EME)RF EE A (tower tokens, connector tokens):
# projector BKERIFHN, BIBITHE vision_resampler’ Z 5,
# E connector MIAEEM “pooled_grid_length ** 27,
return (

num_frames * patch_tokens_per_frame,

num_frames * pooled_tokens_per_frame,

)
i A 4
W ERD (4 & Issue I, 1 % review comment) , TEXERA—5: Codex HlLEA
T interfaces.py:426 #4H P2 é&%@li@%——?&ﬂ‘mjﬂ deprecated B |8 87 7E3E 5 jE iR
B SEAT B ERIASZEL (... /K3RE None) , EfAIEFRAE O AIMERIR API ITHE token
RANBIMRERERS KK, ED(EEIE?%F/%HM% %a@fé MR R AEEEEE KB EIDER,

claude[bot] E3XZ fork PR ﬁﬁiﬁ%}iﬁﬁb'ﬁﬁ 4 IsotrOpy X “LGTM! Sorry for the late
response!” #EEH, BT B —fiERR 'E “V/‘\#

iR L deprecated IBEF3RE None, BIAFRE O NIERRAR Y
(correctness): M¥FEEELEEEKMBEITR, PR MEWHAESH, FEAELZAHN
fallback commit 2 & B ZZAETEZMEIFIA, ZNFEESFH DKo

« BIFLHFRILMMRERAEFAE D (design): A EBEEFE [sotrOpy X “LGTM!
Sorry for the late response!” #%, BABT EFA. BB OAEIETE, EBKRITE
BAREITEPHE,

- FEBELRS PR #REIN (testing): A 20 MER RS BEN T ENET, RIEIERE
R, LEHE blip2 R, ultravox RAEFBIKR. llava_next_video H15F HiX = b EK{E FBR
&‘_@_ﬁ}m AW,

R 5 B



- Afe:

1. EOF#REHRDO GREER) : vlim/model_executor/models/interfaces.py:426 &t I1B%F
HERAZIE ..., IBEHNERALLEES, HMHRERER
get_num_mm_encoder_tokens() / get_num_mm_connector_tokens() ££%| None;
None &5 G4t token R ITERTRERRESEMIEEZERE. F=A commit (
fallback) MFEAT EEREZ, EMBRRTERTEEZZAS, SO RIIX
Codex BILHIE &,

1. BEBXZMAR: blip2.py B/ — // iR EXR (IHLZIFEEAN int (ELFRRENE R)

: ultravox.py B4 connector I A B2 H tower ITHURAE; llava _next video.py ¥ T

patch_tokens_per_frame <= 0 BY#RATR[E, X=4 2 A RERRIBITREENKS), 16

FHE tower/connector LoRA BRET R A Z BRI E (SEALBF RINFEE T FEmIER

, EUEH)

2. RGERDKENEYIE: 8B PR AR 20 MER X, BZ image / video / audio =
KESEREHEXAZ (H20VLChatModel #7& InternVLChatModel ERB ¥ IHE S #F
, AR LB num_image_token. patch_tokens) , fEAT /B MR IAILIRF Sk & & £ F &R
SHEBITR A B E,

3. BHIERRIE: FELEXK modality § mm_kwargs, {BFHEAESLZINAREE del
modality, mm_kwargs, BIiXE‘X FESRA WM TEMNEBAMRIE; REMEE=
ANTEBEBAA int | None, #EHHHRILE R A UTLIE None,

4. FEBEALRE: fork PR A claude Ba% &, Codex Z4NRHE—4 LGTM; PR body &
Test Plan / Test Result A%, SV ATRIREE, - 2WH: MMEAE: ZHES + LoRA (
tower/connector LoRA) AF BEEZ¥ ™M, LHEEMEA LLaVA. InternVL. Qwen-VL.
Gemma3. Mllama4. Ultravox. Pixtral. BLIP2 SN EBEERZR; # token TS5 |REE
NERLR—IK, LoRA SHGTLEA, BELRNARERMMIIESNRE. AHTE:
IR legacy $FHIE = FREAERI fallback ESARZAEE, MRKE BSR4
B F R RAAERAETOARTRESS] None, A% XE LoRA FALS SESER
B BABIERATE, STRHNEEEART KK, RREPERLZLFmMIERBEZ TR,
RPN AR NUR 35 PR B —— 3738 2 AR AR BN SZ I /N FHARIE B3 FE N S —
MNREZTTHAN AR, gemma3_mm.py SFXHHEBREFARBIRYSE; RNETEER SR
AZKIBHEFREIESR, FASTHRYT BAFRERIIE, - NRFAD: EO0#REHRD |, B
API 3RE None, 20+ R FEW k& , BEXRTNH , BIMRYT BRI, FEBEFRE

K BRRK L

« PR #56741 [Refactor] Normalize DeepSeek V4.1 model package naming: [ A EER 4,
HASEENMRNEN: RS BRENMERXMHS registry.py 51 A, AINERMERE +
FIRTNPUTERIES N, FAEETEESIAGIA / RAE@HFIREY,

+ PR #55176 [Frontend] Replace VLLM_ENABLE_SCALE_OUT_ENDPOINTS with

—enable-scale-out: §§XBk: RAER“EiIBANG. RENEREZWRAIHBN, HMHR
5FAKBRIIEANAN PR B legacy HFER O ESE,



