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PATHRE

« —4)E: BIANRE DeepSeek V4 fREKRERNZBEIME, EEFIRA batch-invariant fE M
BEo

« WEME: AN PR ESFEIR: BN —AEIRMEERI, =4 T EWAAER T ZfE RN
BERKIE, RERITARRESISUTHE grid.y B9AR max(1, min(ceil(max_rows/4),
ceil(8192/num_reqs))), F# 7 HTEATRAAE, 2 GPU AZMALFH—MEE EH,

THRES B

TE batch-invariant g%, ZRABREERRARFR, BEE gridy=1024 EZERVETHR

(40 32 3EkK x 128 47) T4 32768 A CTA &IE{X 4096 47, SEAKT X 0.35-2.4
TB/s (HBM & 8 TB/s) ., PR body FEARIEH : “The SWA call gathers 128 rows per
request and the compressed call ~1k rows, so most of the 32k CTAs did no work;
measured effective bandwidth was 0.35-2.4 TB/s on GB200 (8 TB/s HBM).”

SCEL AR

1. BB ZEAL: & DeepSeek V4 By sparse f#RYE&IZ
DeepseekV4FlashMLAAttention. forward_decode 7 Bl X FT&EERAHA
dequantize_and_gather_k_cache P>k, E&E grid.y=1024 §E CTA #| A ERMK,

2. BAASMAEITHE: & vlim/models/deepseek_v4/nvidia/ops/dequant_gather _k_cutedsl.py
B call_ Ak, BRERE grid.y, BRAREMASIITE: num_workers = max(1,
min(ceil(max_rows / 4), ceil(8192 / num_reqgs))), HE% max_rows = out.shape[1] -
offset ZIRAAERBENEFEREKRTR. 2RNTFEEERFHFATE (8 4 17—/ CTA) Fi
CTA ER (8192 A CTA HRNENEFHEFE) ,

3. RERFIERD: grid.y /EA Int32 BT S BUER AN, RIFELFRIFAZ, Hfr—ND
WIFTARRSFA BIR (FUER. AL, SWA &)

4. MERIIE: Frge oA BEEZMHBR (BIERKFS. #EEKR. Bl ##53) , #5
Triton & SZIAT bitwise tbER, FrAMERMAN, MaEE ANR £~ Bl AR ERIZER K
1@, FTEY3,

REEF:

« vllm/models/deepseek_v4/nvidia/ops/dequant_gather_k_cutedsl.py ({3 NiZ#E; £
% source; £™ performance; &5 call) : AT E XM, LT HHSMAEITEIBIE,



HEREARBEIKEE,

XBEFE: call
KPR F B

viim/models/deepseek_v4/nvidia/ops/dequant_gather_k_cutedsl.py
BB EX MY, ST s SMARITEZE, BEEREARBHRE,

# 7 __call__ AT, BREFZE grid.y, BRAREBERBAITHEHSITE

# X% T 7 batch-invariant @3z & T CTA FlAR &N

def _call__(self, out, k_data, seq_lens, gather_lens, block_table, block_size, offset):
num_regs = out.shape[0] # ¥ ATt RIEREK
max_rows = out.shape[1] - offset # EIEREAITE, HIARERERM

# SHASUTHE gridy: AANLRM, R&/IME
# 1. ceil(max_rows / 4): & 4 17— CTA, 84 CTA B 4 /> warp, HREERE EBHTE
# 2. ceil(8192 / num_reqgs): & CTA $ LR 8192, XRMEBENEHETFE
num_workers = cutlass.max(
1, #ZEZ0 14 CTA, BRELRBE
cutlass.min(
cute.ceil_div(max_rows, 4),
cute.ceil_div(8192, num_regs)
)

)
grid = (num_regs, num_workers, 1) # BaiM&: x= EXKEK, y= H1ERK CTA %%k

self.kernel(
out, k_data,
seq_lens, gather_lens, block_table,
Int32(block_size), Int32(offset),
Int32(num_workers), # grid.y {ENIBITR 545 ANAZ
grid=grid,
)

i R A

Review WK, EFBH RMARALFRE:

« gau-nernst iF18: “is this leftover from the other PR?”, #§M Int32(1024) 7%,

« aoshen02 @£ : “Yes, my bad.” #1868, RELEWEXAZBTHHSNEARN, RIFRE
FE& 0o

« BRI EARKNITE (performance): RAGITRHAMKRITE, BRHADLETGE
BRI R,

R 5 8
« RFS: FARANFERAL:



1. HEARRK: REZEBHNERD, FERERZITEEZE; FrAEMREN, SE5FR%E
A bitwise IR,

2. MERENFS: FIANERIREIR (kD EFERSMREFS]) THELRZRL, EEAEKE
FOEMPRIE, EARNTHLEIR 8192 fu& CTA 4 THRBZET RN E,

3. REMNRE: grid.y TFABITRSEEEE, THAARSE EFAEME max_rows; MILE
MRE, FmEEE.

« W BERH:

- AP : DeepSeek V4 R batch-invariant fRRELE T &M ERFA, BRKIER,

« A% RIBREANME, FRMEMERNER, EAEMABRRARET B,

- ARN: BoRT B EETRHAERMA GPU RZFITREN TR, THEELZEMBAZRL
1o

- RFFrie: ARBHESHEE |, HaetiFEs R

PRI
« PR #42236 [DSv4] Improved dequant gather K cache kernel: 4~ PR 25Xt #42236 5|
AN NAZE M RERAL, ARIR T Z WAL batch-invariant #RRL3% 8 T 893K 8] L,



