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JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/55059

PHATHRE

« —A)iE: A HY V4 iHC ##4E7m Triton E&SI, BERAVERE.

< WESME: X PR 2E—NaRENMAERILSZI, EEFEIEL. EBROMEET: 1) BWET
TANAER BRI EERAOER,; 2) #RETZEN=ZRERAESTE, BAMES
FRAEM: 3) B RN ARARE R MAENREIE, EAWRA, BNELAXT
triton_ihc.py % Triton RAZEIDRITAR . he.py THREZEEA S, MUK reviewer
B E T HAELS M S NHRE Z 093 R e,

THRES B

A HY V4 BRREHE—NFTHEE, WA HC 523, MUAER HPC-Ops X & #F SM100/SM103
BARBUNRERIRE], MR AEE AL FRNVIDIAGPU (11H20/SMA0) _EByPERERn =] A,
PR body BA#$E i : “Provide an in-tree, portable iHC implementation for NVIDIA GPUs
where HPC-Ops is unavailable or unsupported.”

SCEL AR

1. ¥73¥¢ Triton WAZAEIR: 7 vlim/models/hy_v4/nvidia/triton_ihc.py $ 52317 52 &6
Triton iHC #fF. BWBHE: triton_ihc_supported (FRBTHET) . BB pre W (
_ihc_pre_stagel, _ihc_pre_stage2) #m post WA (_ihc_post_kernel) , X HHE RIK
triton_ihc_pre #a triton_ihc_post, XENZIEE SGlLang FB, X vLLM #§ Tensor
I R AR A B AT T 3EE,

2. BEREREZER: £ viim/models/hy_v4/nvidia/hc.py B9 HYV4HCPrelLayer.forward
#n HYV4HCPostLayer.forward A3.%, & HPC-Ops & Z /5. eager BIZZ R, KT
T triton_ihc_supported(x) BISHHIRT, EXAFHE, NARAFE Triton 523, FR=
KIFE: HPC-Ops -> Triton -> Eager,

3. FEAZEENR: I3 benchmarks/kernels/benchmark_hy v4 ihc.py X, BEXT
5 Triton LX) eager 5% 52F, (eager_pre, eager_post) , FHI##fMt T ETF CUPTI
2 CUDA Graph 89MEEEXT EEMIRAESR, MIREREES T X Triton #MtH5 eager Rt 8945
ERE,

4. BEKH: A PR REBKEREVEM. BREHETNIRA XA, MaEfnEREIER N T AR
MR AF IR B3R AR S MIR TR, FRE PR #R P IRAL T HAT L E R,

KBRS



« vlim/models/hy_v4/nvidia/triton_ihc.py (#£3k R AAZ; K5 source; A core-logic;
5 triton_ihc_supported, _ihc_pre_stagel, _ihc_pre_stage2, _ihc_post_kernel) : #%
N B, BET AR Triton iHC pre/post MAZSZILE EH Python 33,

« vlim/models/hy_v4/nvidia/hc.py (#Er BEE ; K7 source; £H entrypoint) : ERE
XA, BT HY V4 iHC B8 forward AEUERITH Triton & & K2,

« benchmarks/kernels/benchmark_hy_v4_inc.py (#3k FEEMR; 25| source; ER
test-coverage; 5 eager_pre, eager_post, _timer, run_benchmark) : F3gayMae i

AENMRA, FFXTEE Triton #7 eager EIMBIMERBEEEE, BRARTERIIAXETH,

XS triton_ihc_supported, triton_ihc_pre, triton_ihc_post,
HYV4HCPrelLayer.forward, HYV4HCPostLayer.forward, eager_pre, eager_post,
run_benchmark

RPERAD B

vlim/models/hy_v4/nvidia/triton_ihc.py
BT E XM, B4 TFAFEN Triton iHC pre/post WASZILE H Python 33,
# IREXFHEIER triton_ihc.py FHBY triton_ihc_pre Rz LiZ1E

def triton_ihc_pre(
x: torch.Tensor,
weight: torch.Tensor,
scale: torch.Tensor,
base: torch.Tensor,
magnitude: float,
hc_eps: float,
norm_eps: float,
) -> tuple[torch.Tensor, torch.Tensor]:

"""Reduce iHC channels and produce the post gates using Triton kernels.
# MARIES £ IRER
assert x.dim() == 3 and x.is_cuda
num_tokens, hc_mult, hidden_size = x.shape
k_total = hc_mult * hidden_size
# RIRMAIELS:, DUE Triton AEERIT A E
x = x.contiguous()
# ITE A THTIFAN RS
hc_pow?2 = triton.next_power_of_2(hc_mult)
num_splits = triton.cdiv(k_total, BLOCK_K) # BLOCK _K=1024
partial_stride = 1 + 2 * hc_pow?2
# AELF B KER T HE 0 kIR fo
partial = torch.empty(
(num_tokens, num_splits, partial_stride),
dtype=torch.float32, device=x.device
)
# HEHEKE
output = torch.empty((num_tokens, hidden_size), dtype=x.dtype, device=x.device)
post = torch.empty((num_tokens, hc_mult), dtype=torch.float32, device=x.device)



# RABE—MEBEA: &K EEZEQR, HERL M

_ihc_pre_stage1[(num_tokens, num_splits)](
X, weight, partial,
K_TOTAL=k_total, HC_MULT=hc_mult, HC_POW2=hc_pow?2,
NUM_SPLITS=num_splits, BLOCK_K=_BLOCK_K, PARTIAL_STRIDE=partial_stride,
num_warps=38, enable_fp_fusion=False,

)

# BAE—MBEAZK: BEHaM, HERLMUA post 118

_ihc_pre_stage2[(num_tokens, triton.cdiv(hidden_size, _BLOCK_D))](
X, partial, scale, base, output, post,
HIDDEN_SIZE=hidden_size, K_TOTAL=k_total, HC_MULT=hc_mult, HC_POW2=hc_pow?2,
NUM_SPLITS=num_splits, PARTIAL_STRIDE=partial_stride, BLOCK_D=_BLOCK_D,
MAGNITUDE=magnitude, NORM_EPS=norm_eps, HC_EPS=hc_eps,
num_warps=4, enable_fp_fusion=False,

)

return output, post

6 A 4
CodeRabbitai 21 T ANEE KT &

1. BRFM4EFRENE: 8 triton_ihc_supported() RAQBMAKE R THES:, MmIEESMA
T RES 3K triton_ihc_pre REREY .contiguous() ALK K= LM, ZINEXFERLERA
R A AEIE AN SR AL ZE, DUBRIR R R IFR A RE R 2 ER B eager B2, fFEEE
‘addressed” ®RBHE,

2. MRE E TEM . ZIELENR Y B Triton pre-to-post TBEBKZ I, BRE A
triton_ihc_pre /= H B triton_post [T##{E/EA triton_ihc_post B95IAN, 5 eager HEL
BT, UBZEF RN AL RARASER, ZEDCRIFERBEE,

HAZE jeejeelee $TXT triton_ihc.py FEI—BKTE (assert weight.is_contiguous()) ##H T
BIFER, FERTEE,

- FEELMALIESREMENFS (correctness): fFEEE 'addressed’ R BAIEZ A, B
KRR P A ERAATAIE (FTHERN AR LML RMBERETE) . WEEEHTR
B AR R AN BRIR AT AR I E B

« BAMERB BEMRIE (testing): WX EERBMIRNEREE. YRUIHRLBRIET pre
A0 post B9ME i, BRI HFHANBENERANE. ZEVCREAR XN, BIERELEE
FE B PR

R 5 B
- RS
1. ¥ERFR: Triton 525 eager SEMEF 2 HIMF A E L EEM/NER. PR &
B9 GSM8K MIRB RHAE AREEZREZITRETRAN, EFFEEREELASMEK
75| T B EERR E 1,
2. REMEA: Triton RAZK pre #IEFFE—NRIE partial IKERTARIFA, €T
BHEEA, BRMNKRKAENIMETLRA, EERRAK batch HKFF T 7T RERA



o

3. EM: Triton BIZ{X X 3#F FP16/BF16 £ fn CUDA F &, BT E
VLLM_BATCH_INVARIANT &2 H Triton B2, XBTFRITRE, EFHRKREREREE
SAF T IR T (Y EERAT A IE#,

4, RGN AREBEKRREIENE (SGLang) , BELS LW TRNKHERIFRS KE
RER, RN, ZRAESEENTRELXEXE. -PW: XAF: TEYWEAR
HY V4 ##& (40 Hy4-preview-FP8) FIRZEFE NVIDIA SMA0 A%| GPU (fm H20) E
WRP, EXWIZET, HEFTLE (4 +25%) . & token 2R (& -24%) FoufgA
token R (4 -19%) KREBEEKE, BLEREREEFIING HPC-Ops FE, A
% HET VLM REBENB BEte s, 5IAT Triton EARGITE RN T
e, FETEENRTERSE, RN, IENEENRTIEARSEARRARMET TEH
BIAEZS, XTHIBA: AR MEREMRILIRME T $re9S2Eksesl (Triton NAZIEES) . Review
K TFRREHFNRTEMEITE, ARREUARERIERE T 2%,

« REEFRE: BAOBEARE | FEZRNK , H0ENE TR

KERBKL

+ PR #55404 [Perf] [GDN] Build cudagraph-capture metadata without a device sync: [&
AVERESRAL PR, W RIBAHMELEGEREAEMR (GDN) ik, 54K PR BB RAZRIEEEK
#uey, BRXEITROADENFHE WRERY) .

« PR #55242 [Perf] Kimi K3 nvfp4 Align in_proj weights by 128 to avoid elementwise
copy: R AMREMM PR, BIAENREANFMEMAAZLEF, B PR ERILT BINEH
R EERH I E R A ST R T -F AR LR B R,



