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HATHHE

« —4]iE: Elastic EP £EE £ A CUDA graph, EHLETEFE 95%+

- EME: SR, X& Elastic EP M TR BE £R [T RBEFITRRS ) BXE—
H, BWNESEZRITRE: —& can_reuse_fused_moe_kernel Xft [fE3raEH I %]
YA E MEURSR B — /MR B AR R(E A R R, Mk commit R TFo &, —2
all2all.py F stage_ep_size / commit_ep_size / mask_remote_ranks ¥ B M EZIRSHL
, B4 torch.accelerator.synchronize() %38 mask T WLME; =& eplb_state.py B [
HAZE buffer + fLE # TCUDA graph £ A1 X—MaEIFRENA BER DA R
%, WK _commit_eplb_maps B#t tensor B AMMEIHME Y, FREINKEE PR body B
RE - FHENBRIGEEANEZAKERESTEE RS, HEE
VLLM_NIXL_EP_MAX_NUM_RANKS # M5 nixl MRAF RT3 4 A R

Th RES EAL

PR body 354 : FHARY Async preparation (vlim-project/vlim#47288) 5 eager-mode
optimizations (vllm-project/viim#51885) BB A% Elastic EP FBZH HIAER commit
B&1%, {87 CUDA graph #RXTF, SXEREMELE commit BEAZ warmup 5 graph
capture, HAR|IBEAEREMN. IEREIE, FERMREERELESL: —21LEH rank EAR
& Mok izfTBtS CUDA graph (NIXL EP fR¥ graph AB, EPLB mapping. dispatch %t
buffer & graph-facing tensor f&&FRE—Z F#ut) ; —Eib# rank & preparation MHEE5E
B warmup 5 capture, #A8]E#TiE peer. BkiX DP batch . HABEHR rank £l
FlashInfer B4R, PR body BILEWZ “With this PR, we consider Elastic EP
reconfiguration downtime solved.”, RN E&KE T EAEEMAE KO NBEERAM,

SCEN AR AR
1.3IA TRETEA] A%, EEHFGH commit B2

« vlim/distributed/elastic_ep/elastic_execute.py FIEIEIRK
can_reuse_fused_moe_kernel(parallel_config), X% all2all_backend == "nixl_ep" iR [E
True, HFIELANEE can_reuse_fused_moe_kernel(),

- EAEN, prepare_reconfiguration 7B stage_standby_moe_quant_methods (
BRAMEN all2all_manager, REIBER/ZIEA) ; _release_cuda_graphs # Xt
UBatchWrapper B4 3EH raise RuntimeError("DBO is not yet supported in elastic
EP") 24 self.worker.model_runner.model.clear_graphs(),.



IS

« "M commit MMEEAR B AT torch.compiler.reset() + AT + graph capture, XEZ{%
LB A PR B RIR; HAb all2all /E3R1RIFR recapture TR, HRREED Xo

2. NIXL EP BEERA ERKEEWHE + M)

« vlim/distributed/device_communicators/all2all.py: _NixIEPBufferState 3&in
max_num_ep_ranks FE&, _init_buffer 2K A% elastic_ep_max_dp_size S
max_num_ep_ranks 3 —>X#iE RDMA/expert buffer; max_num_ep_ranks M
envs.VLLM_NIXL_EP_MAX_NUM_RANKS B& A1 buffer RS property.

« _ensure_ep_size(stage=...) #2 N stage_ep_size() (scale-up R connect. R activate
, ¥ rank &F masked) 5§ commit_ep_size() (disconnect 2% connect+activate &
unmask) , ZFE I lock; ¥ mask_remote_ranks() £ T XEIREMET rank
warmup BRI peer, mask BEH/F4M torch.accelerator.synchronize()s,

. get_handle £# stage %, _init_buffer B3R kwargs['num_local_experts'],
query_active_mask # active_ep_size REYIF, base_device_communicator.py A&
Lt no-op By stage_ep_size / commit_ep_size / mask_remote_ranks, #HIE NIXL 5
3@ AttributeError,

3. A T&AKZE=E buffer + LA ElMft CUDA graph &89 E 773k

« vlim/distributed/eplb/eplb_state.py: EplbModelState #r3g
physical_to_logical_map_buffer 5 expert_load_pass_buffer; add_model &
enable_elastic_ep BH{E physical_to_logical_map pad B elastic_ep_max_dp_size #H
By physical_expert_capacity, expert_load_pass [E#£2&A buffer ¥1 5.

« I3 reconfigure_physical_expert_slots(model_config, num_physical_experts): RIFIHE

B Z BB (fill_(-1) / zero_() ., BEZRFAMILE, SHEH pad
expert_load_window,

« _commit_eplb_maps ¥ expert HE TR EEAEM tensor, MELEFUEE copy_
; broadcast_expert_mapping @t A R #& buffer X& (£
num_local_physical_experts / num_logical_experts JT¥3E) .

« vllm/model_executor/layers/fused_moe/all2all_utils.py & prepare_finalize/nix|_ep.py:
NIXL P/F #3¥¢ expert_capacity 2%k, num_dispatchers A
all2all_manager.max_num_ep_ranks, Z&EEX num_local_experts * max_num_ep_ranks
, prepare_async T8 num_experts #EX self.expert_capacity; [ B

modular_kernel.py / nixl_ep.py ¥ 8 on_commit() ¥F,
4. iE#r rank B89 warmup / capture AT EA rank

« vlim/v1/worker/dp_utils.py #3% _skip_dp_coordination ContextVar.
skip_dp_coordination() 5 should_skip_dp_coordination(),
coordinate_batch_across_dp TE¥EER, EIFEAAM num_tokens_padded ¥i&
num_tokens_after_padding; vlim/v1/worker/gpu/dp_utils.py 7 MRv2 &
sync_cudagraph_and_dp_padding &M 428,

« vlim/model_executor/warmup/flashinfer_autotune_cache.py #3¢
sync_flashinfer_autotune_cache(runner, group): rank 0 &H
AutoTuner.save_configs J& broadcast_object, & rank Bilgit X4 load_configs,



KR F A & =mEFHH RuntimeError,
- elastic_execute.py #3¥¢ disable_flashinfer_autotune() L FTXEEE, ¥ EIER
get_standby_world_group() I #HRAMKLE R,

5. BLE m UKL

« vlim/config/parallel.py ¥13¢ elastic_ep_max_dp_size (Field(default=None, ge=1), Kt
Elastic EP BYE¥E A data_parallel_size) , /NFHE] data_parallel_size B ValueError
: vllm/engine/arg_utils.py %&&& --elastic-ep-max-dp-size; vlim/envs.py ik
VLLM_NIXL_EP_MAX_NUM_RANKS,

« get_ep_all2all_manager(eep_stage: bool) 28R get_ep_all2all_manager(ep_group:
GroupCoordinator | None), maybe_make_prepare_finalize(..., eep_stage=...) IXA
all2all_manager=..., A& eep_reconfigure.py. layer.py. utils.py. config.py B8R
Fd
aE o

6. MiR5 Cl BeE

- tests/distributed/test_elastic_ep.py: _base_serve_args &0 max_dp_size /
all2all_backend £#k5 --elastic-ep-max-dp-size; test_elastic_ep_scaling %1%
(enforce_eager, traffic_mode, all2all_backend) ##3& cuda_graphs_heavy_nixl_ep 48
& ; MIFR test_elastic_ep_scaling_uneven (2->3 & max_dp_size S EE) .

. tests/distributed/test_eplb_utils.py B E# map / R EtE XM=,
R

- vlim/distributed/elastic_ep/elastic_execute.py (1R ¥ F4mHE; 5| source; KA
core-logic; 5 can_reuse_fused_moe_kernel, _can_reuse_fused_moe_kernel,
_disable_flashinfer_autotune, prepare_reconfiguration) : Elastic EP ¥ E&&mHEEAND
, XN PR W9E H¥|E. Flashinfer autotune E#. standby MoE quant method Bkt
DBO graph Bi3K ¥ 5 broadcast_expert_mapping ELERE B TEH#, EIRA BRIk
TR B S

« vlim/distributed/device_communicators/all2all.py (#3k FE(E/E3: X7 source; %R

s a

core-logic; 5 _NixIEPBufferState, max_num_ep_ranks, _init_buffer, stage_ep_size)
. NIXL EP BEEM HZYURIHEMGIL) kA HREKRKEEMLE + stage/commit B
Binik) , FHFE mask_remote_ranks ETFXEIEEE; X=Z CUDA graph £ AEREM

AIARE,

- vlim/distributed/eplb/eplb_state.py (#3k KA H4; KA source; EH core-logic
;. f&5 EplbModelState, physical_to_logical_map_buffer, expert_load_pass_buffer,
add_model) : EPLB JRESM TEZE R tensorl A [HAZE buffer + HSME] , ¥F
¥ reconfigure_physical_expert_slots; X2 CUDA graph £ AFriR&iH EFtutfa s
P X B ST,

« vlim/model_executor/layers/fused_moe/all2all_utils.py ({3 EFH4T; FEF| source;
2R data-contract; &5 get_ep_all2all_manager, maybe_make_prepare_finalize) :
get_ep_all2all_manager B eep_stage f/REEANE R ep_group, NixIEP P/F kA
max_num_ep_ranks 5 expert_capacity, £ [HRAKEZE] RA1ER| MoE NZME SR
rE,



viim/v1/worker/dp_utils.py (3% #bEWR; KA source; FEA core-logic; &5
skip_dp_coordination, should_skip_dp_coordination, coordinate_batch_across_dp) :
3L skip_dp_coordination £ X5 should_skip_dp_coordination, F7
coordinate_batch_across_dp W4ER; 2 3 rank warmup &5 HAs DP rank thifll 8
SHLE, R review WIS HRE X4,

vlim/model_executor/warmup/flashinfer_autotune_cache.py (#3k NAZTK; 25|
source; M data-contract; &5 sync_flashinfer_autotune_cache) : ¥
sync_flashinfer_autotune_cache, k¥ & #T rank BE#EEFH BEA rank 8 FlashInfer i

R, B|AEAE warmup MHEARA SBEIR graph —EMERY autotune,
vlim/model_executor/layers/fused_moe/prepare_finalize/nixl_ep.py (#ik 9% & ; £
B source; EH data-contract; 5 expert_capacity, on_commit, prepare_async) :
NIXL P/F #13 expert_capacity #F# R on_commit $#1-F, prepare_async A
expert_capacity BUAY num_experts f£%4 dispatch, & [RAZE] & MoE BIMAEZR LK
¥ Ro

vlim/config/parallel.py (#£3k H1TEE; 25| source; FER! configuration; F5
elastic_ep_max_dp_size, post_init) : #FE elastic_ep_max_dp_size BLENG#E, 18 [
&K DP AR MR EERAN—SBEE, & NIXL EP buffer § EPLB BREMNZ—KR.
tests/distributed/test_elastic_ep.py (AR MY 4528, K7 test; £R test-coverage;
45 _base_serve_args, test_elastic_ep_scaling, test_elastic_ep_scaling_uneven) : 3
FENRE RIS RE FERAE: F —elastic-ep-max-dp-size. SHHft
all2all_backend F A nixl_ep + CUDA graph A&, RERMFREEZH uneven scaling
Rl

KBS can_reuse_fused_moe_kernel, _can_reuse_fused_moe_kernel,

_disable_flashinfer_autotune, prepare_reconfiguration, warm_and_capture,
_release_cuda_graphs, stage_ep_size, commit_ep_size, _init_buffer,
mask_remote_ranks, reconfigure_physical_expert_slots, _commit_eplb_maps,
sync_flashinfer_autotune_cache, skip_dp_coordination, should_skip_dp_coordination,
coordinate_batch_across_dp, get_ep_all2all_manager, maybe_make_prepare_finalize

RERED R B

vlim/distributed/elastic_ep/elastic_execute.py

Elastic EP ¥ & %mHEEAND, K PR (9E AR E. Flashlnfer autotune [, standby
MoE quant method Bkit. DBO graph BiXKE5 broadcast_expert_mapping &1L &R LL
S, 2 IRAREEARUR R SRR B9AZ O XX

elastic_execute.py P ERHESH rank warmup FEEZOEI (KHE diff 5§ PR body E
FrEeIg)

def can_reuse_fused_moe_kernel(parallel_config: ParallelConfig) -> bool:
""Whether fused MoE kernels can be reused across EP rank changes.

The EP backend must preserve its CUDA graph entries when ranks are
connected, disconnected, masked, or unmasked.



# RA NIXL EP fRiE connect / disconnect / mask / unmask ZJ&
# BHEMAS CUDA graph AB#AE, HR{BRSLE (E/HE ZHBAE

return parallel_config.all2all_backend == "nix|_ep"

class ElasticEPScalingExecutor:
def can_reuse_fused_moe_kernel(self) -> bool:
return can_reuse_fused_moe_kernel(
self.worker.vllm_config.parallel_config,

@contextmanager
def disable_flashinfer_autotune(self) -> Iterator[None]:
# ¥ rank EEERAEA rank B SRR E,
# warmup BAlE]Z21EBOR autotune, B HRIER|S BAEIR graph A—HHI A
kernel_config = self.worker.vlim_config.kernel_config
enabled = kernel_config.enable_flashinfer_autotune
kernel_config.enable_flashinfer_autotune = False
try:
yield
finally:
kernel_config.enable_flashinfer_autotune = enabled

def prepare_reconfiguration(self, new_dp_size: int) -> None:
#OBEEMEY: &IBHT rank HEHE NIXL EP, {B{£3#F masked, BA rank KLRR%E
standby_ep_group = get_standby_ep_group()
assert standby_ep_group is not None
all2all_manager = get_ep_all2all_manager(standby_ep_group)
all2all_manager.stage_ep_size()
if not self._can_reuse_fused_moe_kernel():
# 2812 K standby AEE MoE quant method, EEZHHHIX graph
self.stage_standby_moe_quant_methods(all2all_manager)
self._prepare_eplb_communicator(get_standby_eplb_group())
if new_dp_size > old_dp_size:
self.transfer_weights(old_dp_size, new_dp_size)
self._warm_target_groups(get_standby_dp_group(), standby_ep_group)
if new_dp_size > old_dp_size and self._can_reuse_fused_moe_kernel():
# ¥ ARIEEA rank B Flashinfer AR BL LK
target_world_group = get_standby_world_group()
assert target_world_group is not None
sync_flashinfer_autotune_cache(self.worker.model_runner, target_world_group)

def warm_and_capture(self) -> None:
# # rank B9 dummy run £ skip_eplb=True, ¥ %77%N| rebalance 8§ EPLB %it
runner = self.worker.model_runner
all2all_manager = get_ep_all2all_manager()
reuse_kernel = self._can_reuse_fused_moe_kernel()
with (



# ERERT: Bk DP padding thifl, HRE#kLIFTIB peer,

# it dispatch / combine REA rank WK, FEMEA rank BERIER
skip_dp_coordination() if reuse_kernel else nullcontext(),
all2all_manager.mask_remote_ranks() if reuse_kernel else nullcontext(),
self._disable_flashinfer_autotune() if reuse_kernel else nullcontext(),

runner._dummy_run(runner.max_num_tokens, is_profile=True, skip_eplb=True)
self.worker.compile_or_warm_up_model()

def release_cuda_graphs(self) -> None:
# TVERRIK graph 898842 £, DBO HEZERERANES wrapper REY graph
if isinstance(self.worker.model_runner.model, UBatchWrapper):
self.worker.model_runner.model.clear_graphs()
torch.compiler.reset()

viim/distributed/eplb/eplb_state.py

EPLB JR&SM TEZRA tensorl A THRAZE buffer + SISUEL , FH3rE

reconfigure_physical_expert_slots; iXZ CUDA graph £ B RN B bt fa 2 M x5
523,

eplb_state.py PFE®RAEE buffer. MEEES commit RAILRIF (IRIE diff EFHEIE)

@dataclass

class EplbModelState:
physical_to_logical_map: torch.Tensor
physical_to_logical_map_buffer: torch.Tensor
""Maximum-capacity buffer backing " “physical_to_logical_map~~."""
# ... logical_to_physical_map / logical_replica_count &8 XAR%E ...
expert_load_pass: torch.Tensor
expert_load_pass_buffer: torch.Tensor
""Maximum-capacity buffer backing ~“expert_load_pass™~."""

def add_model(self, model: MixtureOfExperts, model_config: ModelConfig) -> None:
"""Build the initial EPLB state.""
# ... #¥93& initial physical_to_logical_map ...
physical_expert_capacity = model.num_physical_experts
if self.parallel_config.enable_elastic_ep:
# % elastic_ep_max_dp_size N8 expert #fiL: ¥ BEER—RER,
# EPLB map #abAE, BEFRA CUDA graph Fe%3K
physical_expert_capacity = (
model.num_local_physical_experts
* self.parallel_config.elastic_ep_max_dp_size
* get_ep_group().world_size
// self.parallel_config.data_parallel_size
)
physical_to_logical_map = torch.nn.functional.pad(
physical_to_logical_map,



(0, physical_expert_capacity - model.num_physical_experts),
value=-1,

)
# ... #33%& logical_to_physical_map / logical_replica_count ...
physical_to_logical_map_buffer = physical_to_logical_map
# URIABAE: REBEZEAEETH active expert K
physical_to_logical_map = physical_to_logical_map_buffer|

, : model.num_physical_experts
]
expert_load_pass_buffer = torch.zeros(

(model.num_moe_layers, physical_expert_capacity),

dtype=torch.int32,

device=self.device,
)
expert_load_pass = expert_load_pass_buffer[:, : model.num_physical_experts]
# MoE BIFARAKE buffer, it kernel #IEMH
model.set_eplb_state(

expert_load_pass_buffer,

logical_to_physical_map,

logical_replica_count,

def reconfigure_physical_expert_slots(
self,
model_config: ModelConfig,
num_physical_experts: int,
) -> None:
"""Replace physical_to_logical_map and expert_load_pass with views
covering the new active size.
model_state = self.model_states[model_config.compute_hash()]
old_num_physical_experts = model_state.model.num_physical_experts
# RBEREERAREAEL, RIH expert REBEAR EPLB 4it
first_slot, last_slot = sorted((old_num_physical_experts, num_physical_experts))
expert_slots = slice(first_slot, last_slot)
model_state.physical_to_logical_map_buffer[:, expert_slots].fill_(-1)
model_state.expert_load_pass_buffer|:, expert_slots].zero_()
model_state.physical_to_logical_map = (
model_state.physical_to_logical_map_buffer[:, :num_physical_experts]
)
model_state.expert_load_pass = model_state.expert_load_pass_buffer|
:, :num_physical_experts
]
# NBBEREANTT (scale-down B R Sa{EBRE )
pad_size = num_physical_experts - model_state.expert_load_window.shape[-1]
model_state.expert_load_window = torch.nn.functional.pad(
model_state.expert_load_window, (0, pad_size)



def _commit_eplb_maps(self, model_config, src) -> None:
# B2 expert HEALE (AL physical_to_logical_map (tabET, graph k%0 ;
# B LRIFT active B, F copy_ BlRAZE buffer, HIFRIFAE
if src.shape[1] != dst.shape[1]:
dst = model_state.physical_to_logical_map_buffer[:, : src.shape[1]]
assert dst.shape == src.shape
model_state.physical_to_logical_map = dst
dst.copy_(src, non_blocking=True)

viim/v1/worker/dp_utils.py

3¢ skip_dp_coordination L F X5 should_skip_dp_coordination, FH7
coordinate_batch_across_dp W4EES; & [# rank warmup A5 HAh DP rank thid] 8952
ME, WE review W RE T HI X,

dp_utils.py $ Bkt DP A XS REBA X (KIE diff EFEE, G BK review B
M assume_uniform_dp_batch 2&K skip_dp_coordination) :

# BRIA False: RABAFANLET 4B DP i, B R WRIERERKERI

_skip_dp_coordination = ContextVar("skip_dp_coordination", default=False)

@contextmanager
def skip_dp_coordination():
"""Run without coordinating DP metadata with other DP ranks."""
token = _skip_dp_coordination.set(True)
try:
yield
finally:
_skip_dp_coordination.reset(token)

def should_skip_dp_coordination() -> bool:
return _skip_dp_coordination.get()

def coordinate_batch_across_dp(...):
# ... BIESHRES should_attempt_ubatching ItH ...
if should_skip_dp_coordination():
# Elastic EP # rank warmup RF A& 5 H® DP rank R :
# BEIEIARM token HEEH DP size KE# padding &8,
# cudagraph_mode tJR##3RE, #HRE(T all_reduce FAEEA rank
should_ubatch = should_attempt_ubatching and not is_last_ubatch_empty(
num_tokens_unpadded,
num_tokens_padded,
parallel_config.num_ubatches,
)
num_tokens_after_padding = torch.full(
(parallel_config.data_parallel_size,),
num_tokens_padded,



dtype=torch.int32,
)

return should_ubatch, num_tokens_after_padding, cudagraph_mode

(should_ubatch, num_tokens_after_padding, synced_cudagraph_mode) = (
_synchronize_dp_ranks(
num_tokens_unpadded,
num_tokens_padded,
should_attempt_ubatching,
cudagraph_mode,
parallel_config,

)

return (should_ubatch, num_tokens_after_padding, synced_cudagraph_mode)

TS XAE L
WEPESLEX, EHAE. FRARSROBAEEAR, HERF:

SageMoore: "Ok I spent too long figuring out that 'assume' really means 'pretend'
here. Can we rename this to something like skip_dp_coordination ... to indicate to
readers that we are going to be running a single rank batch and bi-passing all of

the dp coordination?” —— 1E& X 44, assume_uniform_dp_batch E4& A
skip_dp_coordination,

SageMoore (vlim/v1/worker/gpu/dp_utils.py) : "Can you check this in
coordinate_batch_across_dp and short-circuit there instead?* —— & ##% MRv2
f# A coordinate_batch_across_dp, HEEM&REFEZ sync_cudagraph_and_dp_padding
, FBEEMKREHM viim-project/vIim#53934 2 FIIEN & AR, KRETLERMH PR,

SageMoore (elastic_execute.py:290) : "Do we need to call this on all ranks or just
new ones?‘ —— EFEEZ sync_flashinfer_autotune_cache &3t standby world group

"1, ®4BA rank 53 rank, %14 rank £5; BIEMASE p2p S MEE,
TMEZ/RE —R/N CPU T #Emfi, tbARE T 2B,

SageMoore (requirements/kv_connectors.txt) : 'l hate to be a drag, but should we
upgrade nix| outside of this PR?" —— /EEAA E Z M8 #E % Cl BFImFn PR [A{KH,
tirmchlsmth B £ “I'mgoodwithupgradinghere”, NIXL1.3.2->1.4.1 A& B EAPR,

almogtavor: “...the reused NIXL object still holds the old 8-entry tensor. If EPLB
now returns physical expert ID 10, NIXL does self.global_to_physical[10] on that

old tensor and that's an OOB access?* —— {E&E R Elastic EP requires EPLB,
EPLB A% #F round-robin expert placement, Elt global_to_physical 18X None, %
B TRIEMREL ARER.

BARENBEEINHE R physical_to_logical_map_storage / expert_load_pass_storage
K—ok& AN ... buffer (expert load _pass AE W EwLHAFERIES PR) , UKk
_commit_eplb_maps FIFERNIKE S reconfigure_physical_expert_slots B docstring %b



4, SageMoore 5 tlrmchlsmth &4 &% H T APPROVED,

« 49%IEX: assume_uniform_dp_batch -> skip_dp_coordination (design): fEE#EZH 42 E
Ea4% (ContextVar. contextmanager 5B SR E$) , docstring 28A “Run
without coordinating DP metadata with other DP ranks.”,

« MRV2 S RIZMIET—E (design): R EFALERR, MRv2 X
viim-project/viim#53934 &)/ BRI B4R, TFE BRI PR,

« FlashInfer autotune | &2 EEEE LI rank BAT (question): EFILH, HEZ—R/N
AR CPU T #H{HF

« NIXL JRAAZRET RIFHA PR (design): IREIARREAEAR PR N, ERAETA(EES
78 PR &#i,

« global_to_physical E ALY B R EMRA (correctness): YL TRIE/KE EPLB] %%, %
A ST S S AR,

. buffer 4p & 5ETBAEI (style): BLERN: £—KA buffer FE, TBE docstring #h
3%, expert_load_pass E 4y & AR B E4: PR,

R 5 B

- RS

1. EREHNE GBS can_reuse_fused_moe_kernel RiA nixl_ep, 3E NIXL jZ313
& torch.compiler.reset() + EfREREZE, NBEARKARD X ; FLEIE all2all B
B NIXL mask/connect B X0, EEEZHHIIE MU ART + graph AORE] X
—fRAEA,

2. HAKEE padding wRAIFLEER: dispatch i buffer BLER num_local_experts
* max_num_ep_ranks B1i& (all2all_utils.py) . PR body B active EP=16,
capacity=64 Bf, Batched Triton decode -17.58%. Batched CUTLASS FP8 decode
-77.49% / prefill -63.90%, DeepGEMM 5 FlashInfer CuteDSL E AT K, XL
AIBY Elastic EP 398 T AEIKGS A,

3. BAEHAARE MR AN ELHL: CUDA graph £RK# EPLB map. dispatch buffer 3
WARE, eplb_state.py 33t buffer + FLE + reconfigure_physical_expert_slots E1t
BBY; RIS tensor EK in-place resize HE A B KN ERLEEERFIFE
A (F&aikfE, RE=axs| et

4. BLE S FHEME: ¥ —elastic-ep-max-dp-size B >= ¥1%#& data_parallel_size, &
M| post_init__ BH#EFEM ValueError; VLLM_NIXL_EP_MAX_NUM_RANKS FEZT E#
kR, KW deprecation XJE, KFIZE ER D EMHASEFIREK,

5. DP thiRE B al/ERE: skip_dp_coordination & ContextVar £& %, EREKRZ
& reset £ FHESIERE padding TA; Y#EIET contextmanager + token {RIE,
{BNHR KB EZRA R,

6. Cl BEAMR: tests/distributed/test_elastic_ep.py R#E 4 L GSM8K ¥ EHE3,
TR BE 24 FEHANENNEEFE 64 (9MEEEERR; MRv2 ERBZFRE CLF (
Ve £ TFREHH viim-project/viim#53934 AHIEF)



7. KA LZRRE: nixl 1.3.2 -> 1.4.1 5hEERFRER — PR, EFERINEST HIKH
FRAKE ., - Bw: AFPM: R NIXL EP #§ Elastic EP #Z TiEE & B FHLEE] £ 2|
1-2s % (16->24 [& 97.5%, 24->16 & 95.1%) , 24->16 BEEE B EHWMA
45.531 s [£3] 9.406 s (-79.3%) , NEL#EEY BEZREREK: AMMEREEAR
E --elastic-ep-max-dp-size (RIRME T4 DP size, ¥ E&NZ(ESW ValueError
EH) , BREAEEFIFEN dispatch buffer €K padding F&24~, Batched Triton
/ CUTLASS FP8 P ATRE B RIBAR B T, AZM: NIXL EP BEES &L aras
Watt) AR HRERKMEMSE + stage/commit FMEEYIH) , EPLB R&SHE TAR
+ copy | A THRAEE buffer + sAASWE , MoE By P/F E#ig
expert_capacity Z#IH#KR on_commit #9F, FHA—KHIH. UEFIAFRE MR
ROPITRY, BBAM: MRv2 8 Elastic EP %3F (vlim-project/vlim#53934) =L E
%2 A skip_dp_coordination 5 £ R¥|ZE; on_commit M ZED FBRBD T EimsE
MAIE, EHRERKRIE EP EREEFHEE commit 18X,

« REEARIE: ZOBRREE , (X NIXL EP X¥FER , KA E padding FHEER , MRv2 B&
ZR¥ CL IMREERR , KBALRE

KERIK L

« PR #54689 [Bugfix][NIXL] Don't evict a remote engine a transfer is still reading
from: FB NIXL BEARMTERMEE, YA NIXL &3 a0RSILE H &8 XA R & 3t ;
A PR IER NIXL EP 8 connect/mask iEX _E#z& CUDA graph £REEH.

« PR #53781 [3/N] HiSparse: host-resident sparse-MLA decode hot-buffering: RE+£LL
NIXL kv-connector / worker AEMIRIEMZEFTNRFERTERZ, BTHE— NIXL £5TH
KAEThaEsk, "IXRELME (IN/N]) #3375 N3EEA PR £ Elastic EP FF| RN E,

« PR #47288 Elastic EP async preparation (PR body F5| A “Async preparation”) : &
PR PA#AS FARIRIE T/E: 4B Elastic EP FLES S B F B0, BHEER commit B2, K

PR 7E M EAE E 3 —3 MR T CUDA graph =X T8 commit FBE,

« PR #51885 Elastic EP eager-mode optimizations (PR body F 3| A “eager-mode
optimizations”) : B —I# AR PR body 5| FHESRIEMAL: £ eager R T EERE 4
; A PR #MF CUDA graph X TFBREMA, FEHEMEK Elastic EP /2L A K
TEEEER,



