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&8 ROCm CI % (MI355) Miscellaneous Kernels /By, kK& PR #50519 ¥ &
ROCm Cl BESBREERZRB LR, ZMELIEITT test bf16_skinny gemm.py., PR body BAHaTE
H, “Both failures indicate a bug in the code under test. Both are unstated CUDA
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1. FAESFELN: FENR S TRERFIE from vlim.platforms import current_platform, X
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2. 188 test_kda_gkvg_autotune_enables_full_overlap: ¥ RFIRAH import
flashinfer.gemm &S AEH#A flashinfer_gemm =
pytest.importorskip(“flashinfer.gemm"), X#{% T ¥ flashinfer RELZEN (LA
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ImportError,
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. tests/kernels/test_bf16_skinny_gemm.py ({3 WAONR; FEF| test; KR
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tests/kernels/test_bf16_skinny_gemm.py
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#1565 1: /8 pytest.importorskip &IE T KH flashinfer
# % flashinfer RZER (0 ROCm 33F) , MREWEATMC ARSI H ERRE,
def test_kda_gkvg_autotune_enables_full_overlap(
monkeypatch: pytest.MonkeyPatch,
) -> None:

# BHJRRME “import flashinfer.gemm”
flashinfer_gemm = pytest.importorskip("flashinfer.gemm")

from vlim.models.kimi_k3.nvidia.kda import KimiK3DeltaAttention

# ... IBELESMER flashinfer_gemm T & ...
monkeypatch.setattr(flashinfer_gemm, "mm_bf16", fake_mm_bf16)

#1B5 2: #8 @pytest.mark.skipif T3 EANR R K
# ZMRBIENZF 0L ERZE, BHAE (EA CPU KEAMLEIR) £ ROCm ERRIL,
@pytest.mark.skipif(
not current_platform.is_cuda(),
reason="The base UnquantizedLinearMethod is platform-dispatched: on ROCm it "
"goes through the vlim::rocm_unquantized_gemm custom op, which has no CPU "
"kernel, so the CPU-tensor fallback cannot be exercised there.",
)
def test_fallback_preserves_default_method() -> None:
x = torch.randn(2, 4)
weight = torch.randn(3, 4)
# CPU tensors fail the runtime check, forcing the base-method fallback.
method = k3_gemm.KimiK3LowLatencyLinearMethod({}, {})

output = method.apply(SimpleNamespace(weight=weight), x)
torch.testing.assert_close(output, torch.nn.functional.linear(x, weight))
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RERFEEZHE, Flin, T test fallback preserves default method, VEHEARREE:

“The premise is CUDA-specific, so the test is gated on current_platform.is_cuda() and



its body is unchanged. The method under test lives in vlim/models/kimi_k3/nvidia/ and
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