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[XPU] Add forward_xpu to Mixer2RMSNormGated and FusedRMSNormGated
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JRSCEERE: http://prhub.com.cn/viim-project/vlim/pull/54968

PATHRE

« —A]iE: XPU #:4 gated RMSNorm £ Triton N4%, eager I#i& 25%

- EEME: ERREEE, AHIESXT XPU/Intel GPU EERH TR, ZHOFEI]E2
CustomOp # forward_xpu &t HKE Triton AR TEFEBER, RE—NEX
FIRBN I AAPIENF B8 eager MEBE, MAZTEEESLIAZEE, EiXFEDH®
layernorm.py 8 RMSNormGated B9BEA 0%, BARIZAERE O E F 08—,

Th RES EAL

Mixer2RMSNormGated 5 FusedRMSNormGated RZEX T forward _cuda, %A
forward_xpu, SEF XPU LE:zfThE:RE| CustomOp BRIASEZILHIAT forward_native By
ATen 4R, MEERE, MAA forward_cuda B42#FEA in-tree Triton By
rms_norm_gated, ZNZEEEFLETHEMAN, XPU TUEEERA—3X5 layernorm.py
 RMSNormGated BA BB X —3K, PR body F 89N E%kIE R~ gated-norm HEIFEK A
M 454.12 ms [&F| 63.03 ms, e2e M BFHIRA 25.4%, BiIE T ZELBREZNNE,

SR AR

IR = TR :

1. #F % Mixer2RMSNormGated B XPU 9% 4% : % vlim/model_executor/layers/mamba/
mamba_mixer2.py B3 forward_xpu, F3EZELS forward cuda 22—, AIEEE
return self.forward_cuda(x, gate), forward_cuda REREIERE 2 X3ZHE (
use_rms_norm AREZE silu gate. n_groups FEEWE TP ERH AN 1 BHEER
forward_native) KBRMHERAT XPU, BTEFEEELI, WRIET TP>1 FHRNFEIEXS
CUDA —%k,

2. #M5F FusedRMSNormGated 89 XPU 944 % : # vlim/third_party/flash_linear_attenti
on/ops/kda.py ®#¥ forward_xpu, TEZEFE x. g. residual. prenorm.
residual_in_fp32 AANSEKE forward_cuda, ZXHET third-party RS, 2Rah L
FELFIAE, FTMUEFALHFEERE, BEELSE LFRDRPRENRR,

3. RIE5&HFEE: A PR RIHEETMIR, IIERH Buildkite CI (#87544, #88085) .
EE e TR R T Bk Intel CI EEHE9F, %3P jikunshang APPROVED E&A
main. B TFZEFIE forward xpu ko X BEFRaEEA CUDA B2, AR IRE|E
XPU eager 2—2 N,



R

« vlim/model_executor/layers/mamba/mamba_mixer2.py (#ik BERE: 5| source; 3£
A core-logic; &5 forward_xpu, forward_cuda) : EEREIXME: A
Mixer2RMSNormGated #73% forward_xpu ¥ % B| forward_cuda, £ XPU eager =\
E#¥EH in-tree Triton rms_norm_gated W%, & 25.4% HHIZABEXEE,

« vlim/third_party/flash_linear_attention/ops/kda.py (#3k F=HFEF; £5| infra; E&R
infrastructure; &% forward_xpu, forward_cuda) : 7 FusedRMSNormGated #73g
forward_xpu HZEFEELE S, AP Kimi KDA E£RZ7E XPU eager T8 Triton WA
EE; B third-party B, BKahEEEEH],

KBTS Mixer2RMSNormGated.forward_xpu, FusedRMSNormGated.forward_xpu

KR F B]

vliim/model_executor/layers/mamba/mamba_mixer2.py

EFREIXMH: A Mixer2RMSNormGated #38 forward_xpu #H ¥ % 3| forward_cuda, £
XPU eager R E S A in-tree Triton rms_norm_gated RAZ, & 25.4% HrHIRARI X8,

# Mixer2RMSNormGated: XPU X B E A T HEKN Triton AZEER
def forward_cuda(
self,
x: torch.Tensor,
gate: torch.Tensor,
) -> torch.Tensor | tuple[torch.Tensor, torch.Tensor]:
input_dtype = x.dtype
if not self.use_rms_norm:
# ~E A RMSNorm BF3BILA silu gate, gate 1R3F float32 RIEEMEAEE
return x * nn.functional.silu(gate.to(torch.float32)).to(input_dtype)

# n_groups AR 1 HXLEWE TP Biet, ERB|FEASLI (80K TP 1K EHE)
if ((self.n_groups % self.tp_size) != 0) or self.n_groups != 1:
return self.forward_native(x, gate)

# in-tree Triton W4, % CUDA 5 XPU L3 A#a/T
return rms_norm_gated(

X,

self.weight.data,

bias=None,

z=gate,

eps=self.variance_epsilon,

norm_before_gate=False,

def forward_xpu(
self,
x: torch.Tensor,
gate: torch.Tensor,



) -> torch.Tensor | tuple[torch.Tensor, torch.Tensor]:
# 5 layernorm.py ¥ RMSNormGated BIf0x—2%: XPU E# £ A forward_cuda
return self.forward_cuda(x, gate)

vlim/third_party/flash_linear_attention/ops/kda.py

A FusedRMSNormGated #r3g forward xpu HRBEB(ELE SR, AR Kimi KDA £22
XPU eager TH Triton MAZIMEEE: B third-party B, BkahEEIEEE],

# FusedRMSNormGated: XPU %X B#Z#6% forward_cuda, #HEERE| ATen ofE
def forward_cuda(

self,

x: torch.Tensor,

g: torch.Tensor,

residual: torch.Tensor | None = None,

prenorm: bool = False,

residual_in_fp32: bool = False,
) -> torch.Tensor:

# RS AIRIAA in-tree Triton (rms_norm_gated) , BEF& " H54E;

# residual. prenorm. residual_in_fp32 &4 *iE X & CUDA BIR+TBEE X,

def forward_xpu(
self,
x: torch.Tensor,
g: torch.Tensor,
residual: torch.Tensor | None = None,
prenorm: bool = False,
residual_in_fp32: bool = False,
) -> torch.Tensor:
# REBELILSH, Rl XPU 5 CUDA THEA—K
return self.forward_cuda(
X,
g,
residual=residual,
prenorm=prenorm,
residual_in_fp32=residual_in_fp32,
)

b A
% PR ZRA LR design review X, #Witie&EFE Cl 5863 RE:
1E& mfylcek: @jikunshang Can we merge without Intel CI?

AP jikunshang WU body EH3E APPROVED, FRER%#F Intel Cl £8, Z4h
mergify[bot] E$&R pre-commit & LMK, FEEREEERPHBEFEF AL Buildkite;
coderabbitai[bot] FA % BT actionable comments BI4EE,



. BET R Intel CI BYIEL T &3 (question): 43P# jikunshang B3 APPROVED #4&
A, KERIFE Intel Cl £ &,
« pre-commit #&E KK (style): EEETLIRRFPHEEHERIEE; CodeRabbit HRA T

actionable 16,

RSB

« Qe RFQBEAERME, BEEUT/ILAEEEXE:

BOOEENMREE: A PRIZAA forward_xpu 3G E—SEs =M, XPU L
Triton RAZBIATHIKET RMSNormGated & layernorm.py HEIBEA BIE %G|, /&4 XPU
eager B2 HIEE &L, &) B shb B9 SRRARM o

« third-party X 2%z vlim/third_party/flash_linear_attention/ops/kda.py & B L35
flash-linear-attention, K5 EFRFRTREESH PR, AR 16 THLNE
. TRRE R,

« fTAMAE: forward_cuda RELAXT use_rms_norm. n_groups 5 TP K/NHIKTSRE S 1ER
T XPU, Mixer2 BV RA TP=1 B#EAFE KM A& Triton A, TP>1 SIPoER T
R4 EER forward_native, BB IFRE,

« X" eager X torch.compile X ERIAE forward_native, FRZAKENF M, FHEE
5EHRFRASMEYVINF,

- ®M: X XPU AFME, eager MAMBEAELA EERSA, Zamba2-1.2B SMHH tok/s
M 305.4 $##HAZ| 383.1 (+25.4%) , kernel BaEh¥Um/) 34.3%, Xt FalconH1,
GraniteMoeHybrid. Mamba2. KimiLinear. KimiK3. BailingMoeV3 S M REAFEAE K, Xt
CUDA 5 ROCm BEZZ®m., XHERmME, X2 XPU ERFRE LI " 4
forward_xpu ¥ KX £ Triton R " X (5 PR #55942 —3K) , BRI T ZERMAK
M, REE XPU RAZIELIRM T o & Sl A0AER,

o REEFRIT: SRV BEIEMREZ |, third_party L XMAKS) |, X XPU eager B2 3K

KERPRZ

« PR #55942 [XPU][Bugfix] Add forward_xpu to Ernie4_5 VLRotaryEmbedding: E—&=
: R XPU %% forward_xpu WA % EIR B|3EMAILERIR, A PR BOEFELA,

« PR #55913 [XPU] [Bugfix] Fix FalconH1 pipeline-parallel execution: FalconH1 &7 PR
FIHBIZ R MEMZ—, ANKIRTEET FalconH1 £ XPU L8 eager 5 PP T4,

« PR #56159 [Kimi K3 Perf] Avoid KDA mixed-batch gather/scatter, 5.2%~7.7% E2E

Throughput Improvement: E#£2ksh vlim/third_party/flash_linear_attention/ops/kda.py
K BEIZ, KDA MEREMALE A PR B9 FusedRMSNormGated 4 E 4k,



