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vlim-project/vlim
[Bugfix] [Core] Wait for the previous PP tensor sends before the next forward pass
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« vlim/v1/worker/gpu_worker.py (3t GPU T/E#42; 25| source; EA core-logic; &
B Worker.init, Worker.execute_model) : #ZWMEE X, A& PP RESHFEBHENIKES
AR E IR,

. tests/v1/worker/test_gpu_worker.py (1£3k T/ESHAZMR; K5 test; HH
test-coverage; 5 _OrderedHandle, test_execute_model waits_previous_pp_send_b
efore_forward) : FIEETMR, BEERIEEEZENERIITHRT.

« .buildkite/test_areas/misc.yam| (#3k CI B2 & ; 25| config; & configuration) : CI
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# vllm/v1/worker/gpu_worker.py (Worker ZEAZM&8% )
@torch.inference_mode()
@with_gpu_sync_check
def execute_model(
self, scheduler_output: "SchedulerOutput”
) -> ModelRunnerOutput | AsyncModelRunnerOutput | None:
#[BEA 1] FHELPHNAE BEASARIREREESLIRNEFK,
# _pp_send_work IXEEREMAM (handles[1:]) , FEETEKRIEDW,
if self._pp_send_work:
for handle in self._pp_send_work:
handle.wait()
self._pp_send_work = ]

intermediate_tensors = None
forward_pass = scheduler_output.total_num_scheduled_tokens > 0

# ... (BRARERESONTER) ..
#... (BRAREBRERENHRIER) ..

#[EE R 2] KEFPEKE, HEAWRIXR.
# handles[0] 2T IEAM, B4 GroupCoordinator ZEREK;
# handles[1:] B &M, R&EE _pp_send_work F£FT—XRHAT.
handles = get_pp_group().isend_tensor_dict(
output.tensors,
all_gather_group=get_tp_group(),
all_gather_tensors=all_gather_tensors,
)

self._pp_send_work = handles[1:]

return None

tests/v1/worker/test_gpu_worker.py
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# tests/v1/worker/test_gpu_worker.py ( FENRZ L)
class _OrderedHandle:
"L A AR, ERE wait() BIRAIF, "
def __init_ (self, log: list[str], name: str):
self.log = log
self.name = name
def is_completed(self) -> bool:
return True
def wait(self) -> None:
self.log.append(f'wait:{self.name}")

def test_execute_model_waits_previous_pp_send_before_forward(
monkeypatch: pytest.MonkeyPatch,

"MIIE: bR S M REAR R MR RIS

AR B TOERAE A MR RR IR AT S 4, """

# ... (BAREANfMBL) ...

log: list[str] =[]

previous_tensor_send = _OrderedHandle(log, "prev-tensor")
metadata_handle = _OrderedHandle(log, "meta")
tensor_handle = _OrderedHandle(log, "tensor")

def isend_tensor_dict(...):
log.append("isend")
return [metadata_handle, tensor_handle]

# ... (% E worker #&#,, ®& _pp_send_work) ...
worker = SimpleNamespace(..., _pp_send_work=[previous_tensor_send])

assert gpu_worker.Worker.execute_model(worker, scheduler_output) is None

# MEBUTINT . ESEFLE—HPREAM, REPITRIR, REMEAARKIE,
assert log == ["wait:prev-tensor", "forward", "isend"]
# WrE worker BIH)AZ| RAE B HT A AR BIIR &AM,

assert worker._pp_send_work == [tensor_handle]
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« QI E njhill 34 : 'Could you just reduce the verbosity of the comments, we try
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