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# vllm/model_executor/models/transformers/fusers/attention.py
@dataclass
class AttentionFuser(BaseFuser):

""A module that dispatches through the Transformers attention interface.
redefines_forward: ClassVar[bool] = False

source_cls: str
"""Class of the HF module that dispatches (for logging)."""
scale_expr: ast.expr | None

nun

"""Source of the “scaling=" the module hands the interface, if it hands one.

@classmethod
def match(
cls, graph: fx.Graph | None, module: nn.Module
) -> "AttentionFuser | None":
# ANIAA interface_call DHTAEIREY forward JRED, EkrgE—rEORARA
if (call := interface_call(type(module))) is None:
return None
# M AST AT AFIRE “scaling” XBFEHAEREN
scaling = [kw.value for kw in call.keywords if kw.arg == "scaling"]
scale_expr = scaling[0] if len(scaling) == 1 else None
return cls(source_cls=type(module). _name__, scale_expr=scale_expr)

def validate(self, module: nn.Module, vlim_config: "VIImConfig") -> bool:
"""Whether “module” will actually dispatch to vLLM."""
config = getattr(module, "config", None)



RAEW AR BEMBINA vVLLM IR, TSR IIE
# zJ:ﬁf%T SER AR BEIRASWE B&iﬂ%l‘ﬁbﬂ
vlim_attn_impls = {VLLM_ATTN_IMPL, VLLM_MLA_ATTN_IMPL}

return getattr(config, "_attn_implementation", None) in vlim_attn_impls

def scale(self, module: nn.Module) -> float | None:
"""The softmax scale "module” passes to the interface, or "None™."""
if self.scale_expr is None:
return None
# BEHT AST REAXNNER EWLIME (RIFFEEF self.attr)
scale = _resolve(self.scale_expr, module)
if not isinstance(scale, (int, float)) or isinstance(scale, bool):
# TR RARNEME R F, BB RERIERARAME
expression = ast.unparse(self.scale_expr)
raise ValueError(
f"Cannot resolve attention scaling expression {expression!r} in "
f"{type(module).__name__}."
)

return float(scale)

vlim/model_executor/models/transformers/fuser.py

EMRESSAMNZOEE, NREENHEEKRANREMEEY| R, XIF AttentionFuser %3E
PREERNEE,

# vllm/model_executor/models/transformers/fuser.py
FUSERS: tuple[type[BaseFuser], ...] = (

)

MLAFuser,
GLUFuser,
QKVFuser,
PackedQKVFuser,
RMSNormFuser,
AttentionFuser,

"""Every fuser, in match order: those that redefine the forward first, then those

that leave it alone. A new fuser is added here.

@cached(cache={}, key=key)
def get_fusers(module: nn.Module) -> list[BaseFuser]:

"""Every fuser that applies to "module™'s class and shape (cached).

The one that redefines the forward comes first, so applying them in order
fuses before the rest read or adjust the result."""

n_linear = sum(isinstance(c, nn.Linear) for ¢ in module.children())
is_leaf = next(module.children(), None) is None

# EREIER B EH, (RAETRELEIZE 3 Norm & B RHAT

graph = trace(module) if n_linear >= 2 or is_leaf else None

fusers: list[BaseFuser] = []
for fuser_cls in FUSERS:



#MEEREERMANEESE (W0 QKVFuser) , BBELA—1NESH, AR, Nk
if fuser_cls.redefines_forward and (
graph is None or any(fuser.redefines_forward for fuser in fusers)

continue
if (fuser := fuser_cls.match(graph, module)) is None:
continue
if isinstance(fuser, RewriteFuser):
try:
fuser.update_forward(module)
except Exception as exc:
logger.debug(...)
continue
fusers.append(fuser)
return fusers
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BoR T AR A SO MBI, WK attention_fusers FHEPIMZEE, XEAKRE
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# vllm/model_executor/models/transformers/base.py ( 3% )
def register_fusion(fuser: BaseFuser, prefix: str, module: nn.Module):
"""Register a fused layer's mappings just before it is built.
self.fusers.setdefault(prefix, []).append(fuser)
# A AttentionFuser £33 —MNE R 5| IR AT S0 fl & 25 A0 BR 4T
if (
isinstance(fuser, AttentionFuser)
and (index := fuser.layer_index(module)) is not None

if index in self.attention_fusers:
other, _ = self.attention_fusers[index]
raise ValueError(
f"Layer {index} dispatches attention from more than one "
f"'module ({other} and {prefix}), which one vLLM attention "
"layer cannot serve."

)

self.attention_fusers[index] = (prefix, fuser)

# ... BT R AT EARBAT

def create_attention_instances(self) -> dict[int, Attention]:

attention_instances = {}
# .. REUETEALAERE
for i in range(start, end):
if i not in self.attention_fusers:
raise ValueError(
f"Layer {i} does not dispatch through the Transformers "
"attention interface..."



prefix, attn_fuser = self.attention_fusersi]
attn_module = self.get_submodule(prefix)
# ... M attn_fuser FREREHRIE
scale = attn_fuser.scale(attn_module)
if scale is None:
scale = head_size**-0.5 # E3R 3| Llama ZRIAE
# ... ¥BEEE A kwargs
attn_instance = attn_cls(**kwargs)
#ORBE R A SZBIMID AREIREY attn' B, EHAEERR SR
setattr(attn_module, VLLM_ATTN_ATTR, attn_instance)
attention_instances|i] = attn_instance
return attention_instances
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