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- —A)3%: R CPU FEH IR C1 H,S E2E/Smoke MR

- WEMNME: ER/TPERAERNFE, LHENT ClI 5 CPU BN ITAET, XE=MRITREK
. —& ngram e2e A drafted/accepted ¥ R =¥ WiE, BRABIE proposer &
HERERAAREN; — & smoke ABIKE use_v2_model_runner HEHEREZKE TR
, B hREELR " fo MR EBRERMANIIE; =& soft_fail + source_file_dependencies By L
LRRR, EVCOPFHIRM: 3 MIN_ACCEPTANCE_LEN 5 checkpoint fRA—#2iE%. BH
HIRRIKFERE 1285 F. BIA VLLM_CPU_KVCACHE_SPACE ZERARE B T 69 B SIH(E.

THHES BAL

PR body #8Hi: CPU #&HNARRL B #32662 3%, 5| AT csrc/cpu/spec_decode_utils.cpp 5
vlim/utils/cpu_triton_utils.py, JE&# CPUModelRunner._postprocess_triton 7
Triton-CPU AR ¥ B Bt&# Triton WAX; 1B nothing in tests/ or .buildkite/ referenced
them, on any platform”, #347# bigPYJ1151 ZEiTiE PR RKMARZEN K33 14
“‘adding some E2E tests is more helpful for gating SD functionality and correctness on
CPU”, FHBA# GSM8K ¥ EEMRAMNIA CPU CI K&, “we can only enable them as
nightly tests in the future”, EtA PR B BATRMRERAMESL CPU SD MIFFEIRIES ThEEAE
e BR

LI RE

1. MR T : F3E tests/vl/e2e/test_cpu_spec_decode.py (+167) . X% A
pytestmark = pytest.mark.cpu_model hn current_platform.is_cpu() WKEEABKT, (RIEE
EHIKENRSIRME; os.environ.setdefault("VLLM _CPU_KVCACHE_SPACE", "1") R&
AHAER (CI MEABZEN 16) . BOHBIFS _make_lIm (Qwen/Qwen3-0.6B.
bfloat16. disable_log stats=False LUEIZFEIR) . tuples (3BHHYVI—EX
token_ids/text/logprobs =jt#H) . baseline_refs (module %& fixture, RE—XITIZHL
EHE) . spec_metric (M lim.get_metrics() %4 FE
vllm:spec_decode_num_draft_tokens / num_accepted_tokens, BURZE|R[E 0.0) .

2. IANIZ2AB], test ngram_spec_decode_matches_baseline %/ drafted > 0 5
accepted > 0 R “E# M=, BHA check logprobs close tbitELZE ngram x4 H
, 1RIE greedy R FREIZNELE: test v2 speculator_smoke Xt eagle3 / dflash / mtp
=48 SMOKE_CONFIGS &%k, %WrE use v2 model runner AEUUBEFEREILR V1,



B compute_acceptance_len Mg EZKERET MIN_ ACCEPTANCE _LEN = 1.5 (
CPU 52 1.85/1.99/ 2.29) , FF& finally 8K LLM,

3. CI #BEM: .buildkite/hardware_tests/cpu.yaml (+46) , #3E CPU-Spec Decode
Tests (key cpu-spec-decode-tests. device: intel_cpu. no_plugin: true. soft_fail: true)
, FA source_file_dependencies FREFE vlim/v1/spec_decode/. vlim/v1/worker/cpul/.
vlim/config/speculative.py. qwen3_5 / llama_eagle3 FAER 5 mamba #8 X% E&42 KM=,
B3, commands 2 FER: %M 14 NEMN, B unset VLLM_CPU_CI_ENV jZHX4H e2e
; soft_fail AWEEAKEE, THEHES AN,

4. Cl A5 RiFE812EEE, .buildkite/scripts/hardware_ci/run-cpu-test.sh &
OFFLINE_RETRY_PATTERN MR IETE huggingface_hub BRiHFHEE, ¥ 2|RTE
Invalid repository ID or local directory specified, E} vlim 8 get_config() (
transformers_utils/config.py) SIBEBE&FE BEKER ValueError, TNEEE19KELE
LKA A R T ELER: commit d9ba3bb X EHE make [Im By
enforce_eager=True, I e2e HI unset Cl THAMIEZTE, iLABIEELE CPU AR LS
ZRIABY CompilationMode.VLLM_COMPILE (inductor) E4Z.

5. XH4%EfE, docs/features/README.md 38 SD 1T8y CPU B uii @ A ©, S
Cl B2 X—FTRFEHMIBEITRKS), EBME soft_fail BIIIR—AZIZME,

R

. tests/v1/e2e/test_cpu_spec_decode.py (HE3R HMARFD; K7 test; HEA test-coverage
. 5 _make_llm, _tuples, baseline_refs, _spec_metric) : #3%EH CPU X HLARRD
E2E/smoke ABIX M, ZA& PR IR~ EXTEEBRA. REEKS. V2 runner
RIEEEZKE TR,

« .buildkite/nardware_tests/cpu.yam| (#k CI JKZk; 25| infra; & configuration;
45 CPU-Spec Decode Tests, cpu-spec-decode-tests) : JEMt CPU-Spec Decode
Tests H I, REMAFZMH. B, REAKKBEERENGS (LB, & e2e) , EiLN
REIEFHAN CI X BEE,

- .buildkite/scripts/hardware_ci/run-cpu-test.sh (#3k CI B4 ; 25| infra; A&
infrastructure; &5 OFFLINE_RETRY_PATTERN) : #&%% HF B&EERITES, {# config
BHERHFREABME —RELKEIR, BH e2e FEMNEA T HAIE KM,

« docs/features/README.md (#83k ThEEAERE; 25| docs; A documentation) : ThaEE
FMeep SD 4THY CPU $#ntse @ kN @, XHMEBH CPU X #FHRAEE, F5 CI Nk
soft_fail BIILRXFFIRAR,

XS test_ngram_spec_decode_matches_baseline, test_v2_speculator_smoke,
_make_llm, _tuples, _spec_metric, baseline_refs, OFFLINE_RETRY_PATTERN, CPU-Spec
Decode Tests

TSR A
WRERBEFE ML T ELEZERA R, G bigPYJ1151 EETETRA X!

“considering vLLM CPU already start to use model runner V2 and Triton kernels for
operations in the model runner, I think it's not worth to add tests for the original



kernels”, YEEBEZFIFKRATIN V2 speculator HMAE CPU-only HLEE EARARIER, B3
HIPEILERARNA engine RIIEE, HI8HEEA tests/vi/e2e/spec_decode/ “are
relativelyCUDA specific”, i1 GSM8K #&E MR “too expensive for current CPU CI
capability’, BE&V1/V2 BEH R, EEBAM this E2E gates V1, not V2", EX ngram &
V2 unsupported?|&. suffix X% allowlist, EKRFEEE draft checkpoint, MTP AHIH
BRABIRBEIEE : commit fa59e0a B “The previously assumed ~55min CPU
Triton-autotune cost for ahybrid MTP target didn't reproduce”, Qwen3.5 B89 GDN E&£
CPU RAEHEF. tMamba2-SSD B autotune, FEMMA Qwen/Qwen3.5-0.8B-Base [
B85 Bk A soft_fail,

« EE AN CPU BA spec decode kernel MR, (design): #XKF 53¢
csrc/cpu/spec_decode_utils.cpp BIRAZRBI, 2 REM V2 speculator B + engine &
e2e; A Cl HBHH 14 NEMXHE L LMHBHESE K.

« #7 e2e RE H tests/vl/e2e/spec_decode/, VK V1/V2 BEAR (testing): K BZE/I
e2e (ngram &% V1 engine B&42) + V2 speculator #| /smoke WAESEE; V2
e2e BG4 MTP smoke #M5%,

« MTP smoke RfI3ER S hybrid Triton autotune XA (performance): SMOKE_CONFIGS
AN mtp SHON ERKE 2.29, RF—2HNET) . FRTEENTERA soft_fail,

« CI ZRIBREAK ELFHNEH B (other): T EXBIAAEESAN, BEFELHBINK; EBH
KM N BT B 2 5 H B ERE PR PAE,

« e2e ITFF torch.compile & & 4 /= SZFrE&12 (testing): e2e FEE L inductor 53 Fi&fT, &
% CPU APBRRANRIFREN; RREREZS BN RIFEXETESR, LWEESZRF
FERR M,

PNoESE-AL

« XE: 1) IREMKIEZMEYI: .buildkite/hardware_tests/cpu.yaml ¥ soft_fail: true, %
LBASEESAN, %EIPEiTHR]"‘monitor them for days”, {EMELRER B KMERE PR £ 5
B, REKMAFEBEEREAK. BEXERNRK, 2) FRESEAEREE):
MIN_ACCEPTANCE_LEN = 1.5 #8%¢ eagle3 521l 1.85 R& 0.35 RE,
SMOKE_CONFIGS X 4{ZE meta-llama / nm-testing / z-lab / Qwen W7 checkpoint, L
SR ER MRS ESERELL CPU CI T4, 3) Cl AE:R LA :
OFFLINE_RETRY_PATTERN #73&# Invalid repository ID or local directory specified &
FHLE, TRIEALRE / BREAFRRANTERNEFRE, SHERELTAILE
KEWRABIFE, 4) FRREEEEBXFR—K: MIRA os.environ.setdefault("VLLM_CPU_KV
CACHE_SPACE", "1") B/EBREERRFIANAE, 1B run-cpu-test.sh BIEN
VLLM_CPU_KVCACHE_SPACE=16, CI #iZ setdefault RAERXK, W& & FSZFrE AR
Fo. 5) NEEOFE: smoke AFIEIEKZ IIm.lIm_engine.vlim_config.use_v2_model_r
unner, —B LLM/Engine B A NAE, MRS IEShEEM" R E £ MK,

« B NERARP TETTAZN, E—EEYRENREEAE CPU 89 SD FME A X
, TTERERE AP TEA, MSZRE Cl A& soft_fail RS, WA %S Cl: intel_cpu B
B—A 30 e MENSER (BN + 4 DNABIK e2e) , 2 EA CPUCI 3RS HF &
%/ %%, R e2e I unset VLLM_CPU_CI_ENV EE£ES inductor B&42, f& CPU



RIFERE KW SD HREE, XHEM: Intel (bigPYJ1151) 5§ AMD (ganeshr10) ¥
" AMERK, MERT —ETERER—AINMMEENAE CPU i, BA—NLER
B9 engine & e2e. LIREAMBMMNE, FELHMF G NI speculator AETEHEER,

« RFEFRE: Cl FEBIRABAHEEGAN , BREERSEZKERME , IKRZ MR HF
checkpoint, B&EERLEN T , AEFOBEME , CPU Cl 3R & A

RERIREE

« PR #32662 CPU speculative decoding &#F (PR EXS|H, BRARSKEETXHPER)
A PR body BA#EEE CPU SD & #32662 %3, 3| A csrc/cpu/spec_decode_utils.cpp
5 vlim/utils/cpu_triton_utils.py, XL XH4RIEEFAFEEEZAMRIIA; X PR IE
AT L Cl BESThEEAEREE A,

« PR #56763 [CI] Update entrypoints CI: /& .buildkite T Cl 3 BHNEHSHIRE (Z
PR #Z API BERE® LI ESL entrypoints Al , 54 PR #3E CPU MR XiHER—
CIJRBEIKZ, TR Cl ZRAE 5L F40NRE.



