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# vlim/model_executor/model_loader/weight_cache/ipc_loader.py ( #Z:uhn#k:Z 45 )

class IpcModelLoader(BaseModellLoader):
""Loads a model by mapping the weight cache daemon's tensors via CUDA IPC."""

@instrument(span_name="Load model")
def load_model(self, vlim_config: VlIImConfig, model_config: ModelConfig, prefix: str = "") ->
nn.Module:



# EREENAERTXFF IPC
self._check_supported(vlim_config, model_config)
state_fetched = False
try:
entries, aliases = self._fetch_entries(model_config)
state_fetched = True
return self._build_model(vlim_config, model_config, prefix, entries, aliases)
except (WeightCacheUnavailableError, CacheConfigMismatchError) as e:
if not self.fallback:
raise
logger.warning("Weight cache unusable (%s); falling back to disk loading", e)
except Exception:
if not self.fallback:
raise
logger.exception("Weight cache IPC loading failed; falling back to disk loading")
# 7 copy MR TERKE, FEBRRTIFHBRESF LR AHEREIRE OOM
if state_fetched and self.mode == "copy":
self._send_release()
torch.accelerator.empty_cachel()
return self. fallback_load(vllm_config, model_config, prefix)

def build_model(self, vlim_config: VIImConfig, model_config: ModelConfig, prefix: str,
entries: dict[str, TensorEntry], aliases: dict[str, str]) -> nn.Module:
# £ meta WEMBMHER
with set_default_torch_dtype(model_config.dtype):
with torch.device("meta"):
model = initialize_model(vlim_config=vllm_config, model_config=model_config, prefix=
prefix)
# B IPHEN IPC KEEERAIER S E
self._apply_entries(model, entries, aliases, device_index)
# RECELRAEEERN, BIKERE, REZ Python RS
with weights_already_processed():
process_weights_after_loading(model, model_config, target_device)
# MLFIRE meta KE
_materialize_remaining_meta_tensors(model, torch.device(target_device.type, device_
index))
if self.mode == "copy":
self._send_releasel()
return model.eval()

def _apply_entries(self, model: nn.Module, entries: dict[str, TensorEntry], aliases: dict[str,
str], device_index: int) -> None:

# % IPC RkEFMEBER SR, ABSHFEFX

modules = dict(model.named_modules(remove_duplicate=False))

registered: dict[str, torch.Tensor] = {}

def _register(name: str, tensor: torch.Tensor, is_param: bool) -> None:

# .. EMEE



for name, entry in entries.items():
tensor = entry.rebuild(device_index)

if self.mode == "copy":
tensor = tensor.clone() # copy X T RERGIERNF
_register(name, tensor, entry.kind == "param")

# EFELNEXZHE
for alias_name, canonical_name in aliases.items():
obj = registered.get(canonical_name)
if obj is None:
logger.warning("Cached alias %s references missing canonical tensor %s", alias_
name, canonical_name)
continue
_register(alias_name, obj, isinstance(obj, nn.Parameter))

vliim/model_executor/model_loader/weight_cache/protocol.py
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# vllm/model_executor/model_loader/weight_cache/protocol.py ( 2R4u < 3T 18 )

@dataclass(frozen=True)
class WeightCacheKey:
"""Fingerprint of the cached weights.
checkpoint: str # £ F safetensors REMEFH
model_arch: str
tp_size: int
tp_rank: int
dtype: str
guantization: str | None

quant_config_hash: str

revision: str | None

vllm_version: str

# ... from_model_config &% ...

def hash_checkpoint(model: str) -> str | None:
"""Fingerprint checkpoint content from local safetensors metadata."""
# X845 safetensors
XAk (BERKELR. HIEER, PR , MEBIMEKE, UATHHEESRL2ME
# ... £/ glob &I safetensors XHHEFH ...

def check_ipc_quant_support(model_config: ModelConfig, *, where: str) -> None:
"""Hard-error unless the model's quantization is verified for IPC sharing."""
guantization = model_config.quantization
# REREMNEE, AEMKEKN model_arch_config FREX
quant_config = getattr(
getattr(model_config, "model_arch_config", None), "quantization_config", None

)

if quant_config is None:



qguant_config = getattr(model_config.hf_config, "quantization_config", None)
if is_ipc_quant_supported(quantization, quant_config):

return
# ... #H UnsupportedQuantForIPCError ...

# B AR (XEIFFREMFRE FPS
IPC_QUANT_ALLOWLIST: dict[str | None, Any] = {

None: lambda _quant_config: True, # unquantized

"fp8&": fp8_round_trips_via_ipc, # R 2 weight_block_size FIEBIREK FP8
}
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