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1. EREMEN (Gemma 4) : 7 vlim/model_executor/models/gemmas.py B
GemmadAttention.__init__ &, MR3E self.is_kv_shared_layer ¥rE&EFMOIZE
k_proj/v_proj/k_norm/v_norm, KV ®£ZFEXAlI#& g_proj (ColumnParallelLinear) , 3E
FEZE 8|2 gkv_proj (QKVParallelLinear) ZEAZH norm E.

2. BIREMEN (Gemma 3n) : & vlim/model_executor/models/gemma3n.py 8
Gemma3nAttention.__init__ P AR NSGAIEEE, KV £EZEAE g_proj, EHE
B3 gkv_proj. k_norm #2 v_norm,

3. MEBATER (Gemma 3n) : #F kv _sharing_weights_mapper &%k, A Gemma 3n
AR EBRET, ZBREDEIE KV £EEW g/k/v_proj 3TEE| gkv_proj, R KV £FE
BITTA k_proj. v_proj. k_norm BEt A None (&) ., &
Gemma3nTextModel.__init__ &, JFHBETS5RA K hf_to_viim_mapper &3,

4, RIREREER: ARIMERE forward A7EH, #RIE self.is_kv_shared_layer #r&E o X
T2, £ZEMIRY Q F A RoPE, K/NV MBMRENEETRE,; EXZEIITTEN

QKV #%. norm %1 RoPE,



5. REMEHZEHA (Gemma 4) : & Gemma4Model.load_weights F, BT HEE 55K
MATRERERRZE, FHAE KV HEE (XA gq_proj) T/AIKE|#ESEH gkv_proj B,
Rk FF IR B B2, MMBERBREE S F RN KV KE,

6. MIREZE: T tests/models/language/generation/test_gemma.py ™ 73 AN E TR :
test_gemma4_kv_shared_layer_loads_plain_g_proj 31if Gemma 4 IR EMEHITH ;
test_gemma3n_kv_shared_layer_mapper 3iE Gemma 3n B9AX & BegtiP 48,

REEF:

« vlim/model_executor/models/gemma4.py (#3k STE A#EIR;: 25| source; ER
core-logic; 5 Gemma4Attention.init, Gemma4Attention.forward,
Gemma4Model.load_weights) : #ZWEE X4, EHT GemmadAttention B9 __init__ Ao
forward A%, M1 KV XERF L XAIRER, ZEEHNEEZLN,

« vlim/model_executor/models/gemma3n.py (#£3k SEE &R, K5 source; £
core-logic; &5 Gemma3nAttention.init, Gemma3nAttention.forward,
_kv_sharing_weights_mapper) : 5—/MZOEEXH, X Gemma3nAttention 52T 5
Gemma 4 EMELEMEN, FHFIE T T HNREME KK _kv_sharing_weights_mapper,

. tests/models/language/generation/test_gemma.py (#3k ERMIR; 25| test; LR
test-coverage; 5 test_gemma4_kv_shared_layer_loads_plain_qg_proj,
test_gemma3n_kv_shared_layer_mapper) : <EEMR XA, 3 T AN TR LAGEIE
BEWNIEHMYE, BEZT Gemma 4 #1 Gemma 3n B9 KV £EZEn# 5 witiB g,

XEMFE: Gemma4dAttention.init, Gemma4Attention.forward,
Gemma4Model.load_weights, Gemma3nAttention.init, Gemma3nAttention.forward,
_kv_sharing_weights_mapper, test_ gemma4_kv_shared_layer _loads_plain_g_proj,
test_gemma3n_kv_shared_layer_mapper
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viim/model_executor/models/gemma4.py

BN E XM, EMT GemmadAttention B9 init &8 forward A3%, 48132 KV AEXE
BRIFHXAIAERZ, BBENTELN,

# vllm/model_executor/models/gemmad.py # Gemma4dAttention. _init_ R M4A|2Z IR
layer_idx = extract_layer_index(prefix) num_kv_shared_layers = getattr(config, "
num_kv_shared_layers", 0) first_kv_shared_layer_idx = config.num_hidden_layers -
num_kv_shared_layers self.is_kv_shared_layer = ( num_kv_shared_layers > 0 and
layer_idx >= first_kv_shared_layer_idx ) if self.is_kv_shared_layer: # KV EZE: X8|
# g_proj, K/V RBEBWENSGHE  # 5 HuggingFace transformers &
Gemma4Attention BT A—EK  self.q_proj = ColumnParallelLinear( hidden_size,
self.total_num_heads * self.head_dim, bias=config.attention_bias,
quant_config=quant_config, prefix=f"{prefix}.q_proj", )else: # FEHEE: 4l
EEEN QKV A norm B self.gkv_proj = QKVParallelLinear( hidden_size,
self.head_dim, self.total_num_heads, self.total_num_kv_heads,
bias=config.attention_bias, quant_config=quant_config,



prefix=f"{prefix}.qkv_proj", ) self.k_norm = RMSNorm(self.head_dim,
eps=config.rms_norm_eps) self.v_norm = RMSNorm( self.head_dim,
eps=config.rms_norm_eps, has_weight=False ) #
vllm/model_executor/models/gemma4.py # Gemma4dAttention.forward #4 X B934T ER1ZR

defforward( self, positions: torch.Tensor, hidden_states: torch.Tensor,
**kwargs, ) -> torch.Tensor:  if self.is_kv_shared_layer: # H=E KV: & Q,
K/V kB BB q, _ = self.q_proj(hidden_states) q = g.unflatten(-1,
(self.num_heads, self.head_dim)) q = self.q_norm(q) q = q.flatten(-2, -1)
g, _ = self.rotary_emb(positions, g, None) attn_output = self.attn(qg, None,
None) else: # REEZ: B QKV, KA norm f1 RoPE gkv, =
self.gkv_proj(hidden_states) a, k, v = gkv.split([self.q_size, self.kv_size,
self.kv_size], dim=-1) # ... (norm fo RoPE A ) ... attn_output =

self.attn(qg, k, v)  output, _ = self.o_proj(attn_output) return output

viim/model_executor/models/gemma3n.py

B—AMNE B XX, X Gemmoa3nAttention 2T 5 Gemma 4 B EMEM), HHrE
T ERAMNREBSTREL kv _sharing weights_mappers

# vllm/model_executor/models/gemma3n.py
# AR EBS R, ATAE KV XEZEMHARE
def _kv_sharing_weights_mapper(config: Gemma3nTextConfig) -> WeightsMapper:
"""KV-shared layers only have g_proj, so gkv_proj packing applies to the
other layers. Original checkpoints still ship K/V tensors for the shared
layers (fine-tuned ones omit them); those are dropped."""
first_kv_shared_layer_idx = config.num_hidden_layers - config.num_kv_shared_layers
return WeightsMapper(
# 3T KV £EE (i >= first_kv_shared_layer_idx):
# & k_proj, v_proj, k_norm B&t A None, BIEFIXLRE
orig_to_new_substr={
f'layers.{i}.self_attn.{name}.": None
for i in range(first_kv_shared_layer_idx, config.num_hidden_layers)
for name in ("k_proj", "v_proj", "k_norm")
b
# XTI KV £ZFE (i < first_kv_shared_layer_idx):
# % a/k/v_proj ¥ T8E| akv_proj, HRETHN—IK
orig_to_new_stacked={
f"layers.{i}.self_attn.{shard}_proj.": (
f"layers.{i}.self_attn.gkv_proj.",
shard,
)
for i in range(first_kv_shared_layer_idx)
for shard in ("g", "k", "v")

)
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« RS EFRMEREE: B REETHE KV £ZENMERREARSER, BHEN
forward AAEREZFEFEAN None 1A KV, IKBUKE B Attention B3R IE 7 &L IE X IR
MANEZERERRER, RN BETNRFRE 3 GSMEK S EMIRIIE, FEEMEN
fe: BEE BHEMKES HuggingFace 1#&2& B3N, BEFIRIRLE Google E A (&
SURKE) REEMMNE., Gemma 4 B load_weights 3BiY 3 B 5 Hk b i B3R 3B 48 &b
B EE, Gemma 3n B FHY _kv_sharing_weights_mapper EXEFZTRIKE, MAE
RS oo ZMRIEBD THEZENSHHKEMITEE, MEENRETR~LE)E, AMD CI &
R: &4 ZI AMD CI (MI300) EBGEF B XARERMA LK, EXMFZdH A
BEAnE R (#55887) 5142, 54 PR BB WMER T E#E XX,

- ¥ AP ¥ BEERWATAERAMIEARE Gemma 4 E2B/E4B B Gemma 3n A KA
, BETEAMBKL KA AR R, FEXEER A E VLM FIEEREB, AAPM: &
KT VLLM # Gemma RFER R WERABERATIRERYA (HEre|EBE) |, ER34
MIBE MR 5E52F, (HuggingFace transformers) . Xma 7 RN, REBLFET
Mt E R, HRRRE: RASEXRMEKY RZB R ARMHE T BEW. EFGERRAE LN
HHER, PRIEBESTHFEAZKEENMBEEEN GIBE| AutoWeightsLoader) Faiy
FRISIEE RIS BRI S, RAMMBE BARRE Z B XE—F,

« NFOARID: BOBRATE  BREBERATE | BEA-—KHEEE

KRR EE

« PR #41504 [Bugfix][Gemma] conditionally create KV projections/norms on KV-shared
layers: ¥4 PR BABAIR X BN RIH” PR, REH#ABMFE RN figEfR. BEREERMER
BIAR A R &R,

« PR #55887 [Bugfix][ROCm][DSv4] Skip launch_pdl=True JIT warmup when PDL is
unsupported: ZEITOHFRIRER, 1EREREHEEZIME AMD MI300 CI MREK (B
XAR) FrEtmEXEEe,

« PR #41184 improve(gemma): add fallback for missing kv heads on attention: EiFit
#E A, HFIAB if name not in params_dict: continue B EIFA PR W] U4 AL 38
R E S PR kLnorm KE (Bt mIEREE) .



