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# FAM _compact_sampling_mask_kernel ZE—>&3& 5 & [ BT A B 0% id $RBA AL 3850

@triton.jit

def _compact_sampling_mask_kernel(
logits_ptr,
logits_row_stride,
logits_col_stride,
num_sampled_tokens_ptr,
token_ids_ptr,
token_ids_row_stride,
packed_mask_ptr,
packed_mask_row_stride,
counts_ptr,
vocab_size,
max_num_kept,
BLOCK_SIZE: tl.constexpr,

"""Per row: first “"max_num_kept™ " finite-logit ids, the full count, the bitmask."""
req_idx = tl.program_id(0)

is_active = tl.load(hum_sampled_tokens_ptr + req_idx) > 0

count = tl.zeros((), dtype=tl.int32)

for start_idx in range(0, vocab_size, BLOCK_SIZE):
offsets = start_idx + tl.arange(0, BLOCK_SIZE)
logits = tl.load(
logits_ptr + reqg_idx * logits_row_stride + offsets * logits_col_stride,
mask=offsets < vocab_size,
other=-float("inf"),
)
keep = (logits > -float("inf")) & (logits < float("inf")) & is_active
keep_i32 = keep.to(tl.int32)
# EAMBAITESN keep LEAE R AFAEFTHERMLE
pos = count + tl.cumsum(keep_i32, axis=0) - keep_i32
# 1Y keep BALEE max_num_kept NS N K &E$kA
tl.store(
token_ids_ptr + reqg_idx * token_ids_row_stride + pos,
offsets.to(tl.int32),
mask=keep & (pos < max_num_kept),
)

count += tl.sum(keep_i32)

# [ B A AL IEED
bits = tl.reshape(keep_i32, (BLOCK_SIZE // 8, 8)) << tl.arange(0, 8)[None, :]
byte_offsets = start_idx // 8 + tl.arange(0, BLOCK_SIZE // 8)
tl.store(
packed_mask_ptr + reqg_idx * packed_mask_row_stride + byte_offsets,
tl.sum(bits, axis=1).to(tl.uint8),
mask=byte_offsets < tl.cdiv(vocab_size, 8),



tl.store(counts_ptr + req_idx, count)

# SamplingMaskTensors.tolists() oA L A%KA, XERRRELALIED
def tolists(self) -> SamplingMaskLists:
"""CSR over all requests; rows without a sampled token are empty."""
counts = self.counts.cpu().numpy/()
token_ids = self.token_ids.cpu().numpy()
packed_mask = self.packed_mask.cpu().numpy()
width = token_ids.shape[1]

def support(row: int) -> np.ndarray:
if counts[row] <= width:
return token_ids[row, : counts[row]]
# RN ROR 5 A EIR B D
bits = np.unpackbits(
packed_mask[row], count=self.vocab_size, bitorder="little"

)
return np.flatnonzero(bits).astype(np.int32, copy=False)

supports = [support(row) for row in range(len(counts))]
offsets = np.zeros(len(supports) + 1, dtype=np.inté64)
np.cumsum([len(s) for s in supports], out=offsets[1:])

return SamplingMaskLists(np.concatenate(supports), offsets)
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