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1. BRORBBERE HFITERE: TEBK csrc/libtorch_stable/fused_kimi_k3_mla_key_con
cat_kv_cache_kernel.cu 38 fusedKimiK3MLADecodeQConcatKVCacheKernel R#%,
IR SER SPLIT #HIG/TERA B warp e TR A/ (token 2k < 64) , £/
SPLIT=3, it 3 N warp MERIER—4T, B4 lane BEEA/NG 8 TEBR, MRS
NFRIERE, I TEAMKKPER, FRiF SPLIT=1 % FTREHE,

2. REEFERMMAZEEN: XAZAK cudaGridDependencySynchronize() #a
cudaTriggerProgrammaticLaunchCompletion() #/TRE, KRR T LiF GEMM 893k
#& (A0 slot_mapping. 4EHREF. rope k. ZHFITWMA) AR EFZ AR, T
SPLIT=3 M2, KRmf LK NILARNZRERREIEN warp BIRBSFZE, UEHAS
T FMHA BESBIT. R, ATRSEAZHFN warp BREUIRBSRA, BeRGERE,

3. BERREE B RIER: A writeLatent576 RFHZLUZIFSAE AN (lane #o
lane_stride £%k) . & C++ B#hE&E fused_kimi_k3_mla_decode_g_concat_kv_cache_ins
ert #, R#E num_tokens H|K BT R AITHIHA (split_rows) , FFIBILEIFRAZLFIME
AR B RAERELE

4. MERB ZILR: TE tests/kernels/attention/test_kimi_k3_mla_fused_epilogue.py & #r3g
SR, test_decode_epilogue_row_split_boundary, FI MR 64 fo 65 token B4
FIER, FRFAFPIRAT KB A9 5 BRI — 3K,
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« csrc/libtorch_stable/fused_kimi_k3_mla_key concat_kv_cache_kernel.cu (#3 CUDA
WAL 23| other; 2R core-logic; &5 fusedKimiK3MLADecodeQConcatKVCacheKer
nel, writeLatent576) : B tifbxd %, B8 7 MR AEZIN: S warp 2. K
MEFFEM G k& AR,

- tests/kernels/attention/test_kimi_k3_mla_fused_epilogue.py (3 MLA WAEIMR; K5
test; KA test-coverage; &5 test_decode_epilogue_row_split_boundary) : Frist
XIS warp R BCAR (64 vs 65 token) BUINR ARG, HRFFPHATEER B EFM,

XS fusedKimiK3MLADecodeQConcatKVCacheKernel, writeLatent576,
fused_kimi_k3_mla_decode_qg_concat_kv_cache_insert,
test_decode_epilogue_row_split_boundary

KR Fr B]

csrc/libtorch_stable/fused_kimi_k3 _mla_key concat_kv_cache_kernel.cu
Bttt s, 887 MHEKENXESIZI: A warp 2B, RESFAFE MR shiR A AL

RE,

/] BERAAR%, SPLIT S8FHSTERAB warp 2R, A TN EARRE R,
template <typename scalar_t, bool Q_FP8, bool KV_FP8&, bool APPLY_ROPE, int SPLIT = 1>
__global__ void fusedKimiK3MLADecodeQConcatKVCacheKernel(...) {

/... WE&EEN RS, £TF SPLIT #1140k ...

int const globalSlotldx = globalWarpldx / SPLIT; // &R &35|

int const part = globalWarpldx % SPLIT; // LBI/THRE S A 2R

int const tokenldx = globalSlotldx / slotsPerToken;

int const slotldx = globalSlotldx % slotsPerToken;

if (tokenldx >= num_tokens) return;

int const lane = part * 32 + laneld; // it&E 4K /EH lane ID
constexpr int kLaneStride = SPLIT * 32; // %K, AT writeLatent576

/] ... %t3B Q &AL (slotldx < num_heads) ...
if (slotldx < num_heads) {
uint8_t* const dst = ...; // i+ & Biriit
const scalar_t* const nope_src = ...; // %t EFEHIEEET
const scalar_t* const pe_src = ...;
/] ISR AREAE L GEMM = £ %38 (gl_nope, g_pe)
#if defined(__CUDA_ARCH_ ) && (__ CUDA_ARCH__ >= 900)
cudaGridDependencySynchronize();
#tendif
/] RS KRG lane #n stride B A%3RE
writeLatent576<scalar_t, Q_FP8, APPLY_ROPE>(
dst, nope_src, pe_src, lane, kLaneStride, kMgElem, gsi, rope_cache);
}
/] ... %38 Cache F&fr ...
else {



/] B cache #iE, BAIRBHESF (XLEHRFEAREBT LEE GEMM)
/...
writeLatent576<...>(..., lane, kLaneStride, ...);

}
tests/kernels/attention/test_kimi_k3_mla_fused_epilogue.py
IS BN warp 2B R (64 vs 65 token) BOMRARF, HiRAMPITERIZ B IER M,

@torch.inference_model()

@pytest.mark.parametrize("num_tokens", [64, 65])

def test_decode_epilogue_row_split_boundary(num_tokens: int) -> None:
"R M BT warp FRARERBEERM, #AiRiEE—K.
num_tokens=64 &fitk SPLIT=3 BIE&1Z,
num_tokens=65 &tk SPLIT=1 BIB&4Z,

torch.manual_seed(3)

num_blocks = (num_tokens + BLOCK_SIZE - 1) // _BLOCK_SIZE

slots = torch.randperm(num_blocks * _BLOCK_SIZE, device="cuda")[:num_tokens].long()
# A RONNR 2

gl_nope = _randn(num_tokens, _"NUM_HEADS, 512)

g_pe = _randn(num_tokens, _"NUM_HEADS, 64)

kv_c = _randn(num_tokens, 512)

k_pe = _randn(num_tokens, 64)

cache = torch.zeros(num_blocks, BLOCK_SIZE, 576, device="cuda", dtype=_DTYPE)

# AN
g_actual = fused_mla_decode_qg_concat_kv_cache_insert(
dl_nope, g_pe, kv_c, k_pe, cache, slots

)

# BiE q #HBA cache REIEH
torch.testing.assert_close(q_actual, torch.cat((gl_nope, q_pe), dim=-1))
torch.testing.assert_close(

_cache_rows(cache, slots), torch.cat((kv_c, k_pe), dim=-1)

)
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