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- —HiE: BEIRESKEE NVFP4 E S TT3EME FP8 PLE &REH bug.

< EFEE: XA PREMBKEIE FACERT EVEERZELETHN—NELESR (RE
ATMEARER) . BRI RE—ETNE REkP Xt
ModelOptMixedPrecisionConfig B R4 % A E—— R M BB ERMY, Rifm, FiLFIHEH
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13+ exclude/ignore 5| kA E NN TAEE,
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BETERBRA Qwen3.8-Flash-Next-NVFP4 10 & &8y E&, PR body BA%AE H B IR NER

SRERE TR F4F FP8 PLE AL R, WUMEIRW FP8 PLE AXE R NVFP4 & S RETEH
SEMIFEMB 2R R ELEKEF, R ValueError: There is no module or parameter named '
ngram_embedding.weight_scale' B983 %,
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1. TEANO5ZNZEIEE: B viim/models/qwen4_exp/nvidia/ple_layer.py ##Y
_get_ple_embedding_quant_method &#, ERA T Fp8Config I EZEZ AT, #T
# 7 3t ModelOptMixedPrecisionConfig By R H| kT, IR ENEE 2
ModelOptMixedPrecisionConfig 228!, NSAAHE resolve_quant_algo(prefix) A x&#
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2. ENIK#: & ple_layer.py fu tests/models/qwen4_exp/test_ple.py W #ig
ModelOptMixedPrecisionConfig B9S A, X IFHEIEE XA A B AR

3. MIRELE: & tests/models/qwens_exp/test_ple.py B3 # 7o,
test_ple_fp8_embedding_supports_mixed_precision_config, ZMRAMET —AEERE
EERE, HPHABHE PLE BMRISIRICH FP8, S —NRAEXHERRITCH NVFP4,
MIRETE _get_ple_embedding_quant_method *t PLE R4} &6 IE AR [
Qwen4ExpPLEFp8EmbeddingMethod, MiXAMXHERE None, IIET &5 A KM,
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« vlilm/models/qwen4_exp/nvidia/ple_layer.py (1#3k PLE &2 ; 27| source; EH
data-contract; 45 _get _ple_embedding_quant_method) : ZWREEE X4, BE%
BRI _get_ple_embedding_quant_method BIZHBETE | RE T MG EEEF,

. tests/models/qwen4_exp/test_ple.py (3 PLE MiRk; K37 test; £R test-coverage;
&5 test_ple_fp8_embedding_supports_mixed_precision_config) : MR, FKT &
IR ARG S B TTNER, RIET EREHRERE T REITANERME,

X845 _get_ple_embedding_guant_method

RERED F B

vlim/models/qwen4_exp/nvidia/ple_layer.py

BRAGE B X, BEXEERE get ple embedding_quant_method BZBBETE, RET
IR A SRR,

# X viim/models/qwen4_exp/nvidia/ple_layer.py

# RFK: get ple_embedding_quant_method

# *?/Q\'*“ﬁ' ERAEZEABEIY ModelOptMixedPrecisionConfig BYHIKi 4%,
REMEE PHZREEME AR RERZTRE FP8 AL 5,

def get ple_embedding_quant_method(

quant_config: QuantizationConfig | None,

prefix: str,
) -> QuantizeMethodBase | None:

"""Select global-scale FP8 only for quantized PLE checkpoint shards."""
# A IR ERERE, RENEEWEEMEE
if isinstance(quant_config, ModelOptMixedPrecisionConfig):

# AR E NI A VAT LA prefix XN EMHEE

if quant_config._resolve_quant_algo(prefix) == "FP8":

return Qwen4ExpPLEFp8EmbeddingMethod()
# R A R FP8 (fl#nZ NVFP4 SRiEE) . NERE None, EABRIASKA

return None

# RAZEE: AEAE Fp8Config

if not isinstance(quant_config, Fp8Config):
return None

if not quant_config.is_checkpoint_fp&8_serialized:
return None

ignored_layers = quant_config.ignored_layers
if is_layer_skipped(
prefix,
ignored_layers,
quant_config.packed_modules_mapping,
match_mode=quant_config.ignored_layers_match_mode,

return None



# PLE checkpoint shards form one runtime embedding parameter.

shard_prefix = f"{prefix}.shard_"

if any(name.startswith(shard_prefix) for name in ignored_layers):
return None

return Qwen4ExpPLEFp8EmbeddingMethod()
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« PR #55375 [Bugfix] [Qwen4Exp] fix state index strides in fused PLE conv: /&
Qwen4Exp HAH) PLE MXEE, H X PLE HRAZKNEE, 54K PR 89 PLE SRAMEK
] #R AT REE Th REAR IR EAR K

« PR #54770 [Bugfix][Quantization] Register Quark per-block FP8 scales as
weight_scale: E## & FP8 2B M E#, B8 T RARANERSHFLER, R
BT EMRE S MBEANT RS KM,



