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@torch.inference_mode()
def test_flashkda_near_collinear_keys_remain_finite():
"""Guard against unstable inversion of near-collinear key blocks."""
lower_bound = -5.0
if not is_flashkda_supported(128, torch.bfloat16, lower_bound):

pytest.skip("FlashKDA is not supported on this platform")
import vlim._flashkda_C # noga: F401

# HERSRIA: FTAERRETSMER, E5BIREMREITR EHRK) .
T,H,D=16384, 1, 128
torch.manual_seed(0)
key = torch.randn(1, 1, H, D, dtype=torch.bfloat16, device=DEVICE)
gk = key.expand(1, T, H, D).contiguous() # E#l8ME, FMRIILEEKTS]
value_block = torch.randn(1, 16, H, D, dtype=torch.bfloat16, device=DEVICE)
value = value_block.repeat(1, T // 16, 1, 1)
raw_gate = torch.full_like(gk, -12.0) # WEHYVIM(E, EEREE
raw_beta = torch.full((1, T, H), 8.0, dtype=gk.dtype, device=DEVICE)
A_log = torch.zeros(H, dtype=torch.float32, device=DEVICE)
dt_bias = torch.zeros(H, D, dtype=torch.float32, device=DEVICE)
initial_state = torch.zeros(1, H, D, D, dtype=torch.float32, device=DEVICE)
final_state = torch.empty_like(initial_state)
output = torch.empty_like(value)
cu_seqglens = torch.tensor([0, T], dtype=torch.int32, device=DEVICE)
workspace = torch.empty(

torch.ops._flashkda_C.get workspace_size(T, H, 1),

dtype=torch.uint8,

device=DEVICE,
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assert torch.isfinite(output).all()
assert torch.isfinite(final_state).all()
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