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def __init__(
self,
moe: FusedMoEConfig,
weight_quant_key: QuantKey,
activation_quant_key: QuantKey | None,

super().__init__(moe, weight_quant_key, activation_quant_key)
# & weight_dtype B1%, BRI FP8 MoE RE ML X EM
# 2B PR#52958 EMEIMERR, FE GPT-OSS A hn#kad
# get_moe_weight_dtype() 3R[El None, Bki¥ FP8 4% 5| %k A8
self.weight_dtype = "fp8&"
self.weight_gscheme = (
"per_channel" if weight_quant_key == kFp8StaticChannelSym else "per_tensor"
)
self.input_gscheme = (
"per_channel"
if activation_qguant_key == kFp8DynamicTokenSym
else "per_tensor"
)
self.static_input_scales = activation_qguant_key == kFp8StaticTensorSym
per_tensor = (
self.weight_gscheme == "per_tensor" and self.input_gscheme == "per_tensor"
)
per_channel = (
self.weight_gscheme == "per_channel" and self.input_gscheme == "per_channel"
)
self.act_quant_group_shape = (
GroupShape.PER_TOKEN if per_channel else GroupShape.PER_TENSOR
)
if not (per_tensor or per_channel):
raise ValueError(
"For FP8 Fused MoE layers, only per-tensor and per-channel "
"scales for weights and activations are supported. Found "
f'{self.weight_gscheme}, {self.input_gscheme}"
) # noga E501

self.fp8_backend, self.experts_cls = select_fp8_moe_backend(
config=moe,
weight_key=self.weight_quant_key,
activation_key=self.activation_qguant_key,
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