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1. IR EMEERNZ (10 Humming. TensorRT-LLM. Flashlnfer) Rx¥FETF g idx BIEfT
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2. #A actorder FEITATEI= £ 4 2.5% BIMEREFT 3K ;

3. BNBERE Y (EEMAREHFRE) REESMUABEESETRAH,

4. X ¥ actorder 7 vLLM (W4A16. W8A16. MoE Z{K) . compressed-tensors #a
liIm-compressor F3EMT EENRILERE, ZEXEERELEXMAE, BEBIMALEH
E’APERE,

LI AE

1. #IBEBRAMIL: A MPLinearLayerConfig $33E£ H# R has_g_idx FE, M
MPLinearKernel.__init_ () ®##K& w_gidx_param_name %%k, 7 marlin_utils.py $ &1k
marlin_is_k_full 7 marlin_repeat_scales_on_all_ranks &#&4%, #MK act_order 53k

, FFMIFR marlin_make_empty_g_idx &2 marlin_sort_g_idx &i¥K,

2. AZEETFEE: £ _custom_ops.py FHMR gpta_gemm. gptqg_shuffle.
gptg_gemm_rdna3. gptg_marlin_repack. marlin_gemm. moe_wnalé_marlin_gemm
#0 cpu_gemm_wnalb EREKH g_idx/perm/is_k_full 5%k, MR permute_cols &%k, &
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csrc/libtorch_stable/moe/marlin_moe_wnal6/marlin_template.h ##F has_act_order
BARSE. g_idx S LA R IREIRZE (0 scaled. fetch_act_order_scales_to_shared)
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3. ELELEIAE: & compressed_tensors_moe_wnalb.py F# & ActivationOrdering &
A. self.actorder B, is_actorder T&. _w2_scale_sharding A%, WUKkAIZE
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5. MREE: BB XMNIR, BIE tests/lora/test_quant_model.py (EHMIRAER
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« vlim/model_executor/layers/quantization/utils/marlin_utils.py (3t €4 TH; 25|
source; £ data-contract; &5 marlin_is_k_full,
marlin_repeat_scales_on_all_ranks, marlin_make_empty_g_idx, marlin_make_empty) :
BOEN TR, BT actorder X R EFnEEK, E4HT Marlin RAZBEIERA,

vlim/model_executor/layers/quantization/compressed_tensors/compressed_tensors_mo
e/compressed_tensors_moe_wnalb.py (3% MoE &1t; 2F| source; E£H
data-contract; &5 CompressedTensorsWNA16MoEMethod, create_weights,
process_weights_after_loading, _w2_scale_sharding) : CompressedTensors WNA16

MoE EMA ARG, KigHEf T IRECZEMAIEZE, BRT g_idx XS
B %o

vlim/_custom_ops.py (#k BEXEF; £% source; £& core-logic; F5
gptg_gemm, gptg_shuffle, gptq_gemm_rdna3, gptg_marlin_repack) : & X 7T PyTorch
B EXHETH Python B3, BRT A g_idx HHXSE, BT AZED,

csrc/libtorch_stable/quantization/marlin/marlin_template.h (#3k Marlin N#%; 25|
source; %A core-logic; &% Marlin, scale4) : Marlin RAEABAZGIER, BRT AXE
actorder MX B &ML, EEMMLT AZEE,

vlim/model_executor/layers/fused_moe/routed_experts.py (#3k ghé& MoE; 23|

sk a

source; EA data-contract; 55 RoutedExperts, needs_intermediate_size_param,
_load_g_idx, weight_loader) : MoE Bt & KRGS, BRT actorder X BB A
AR ENEZ 3R,

tests/lora/test_quant_model.py (183 LoRA M3R; 25| test; E A test-coverage; &5
test_quant_model_lora, test_quant_model_tp_equality, do_sample) : EER LoRA
MER, BH TR BAoN[RFE, IIET EE N ELEREZ,

XS marlin_is_k_full, marlin_repeat_scales_on_all_ranks,

marlin_make_empty_g_idx, marlin_sort_g_idx, apply_gptg_marlin_linear, gptg_gemm,
gptg_shuffle, gptg_marlin_repack, marlin_gemm, moe_wnal6_marlin_gemm,
permute_rows, sort_weights, gptgq_quantize_weights, _needs_intermediate_size_param,



_load_g_idx, CompressedTensorsWNA16MoEMethod,
create_weights,process_weights_after_loading, _wZ2_scale_sharding,
select_wnal6_moe_backend,make_wnal6_moe_kernel, _process_weights_marlin

X R Fr B

vliim/model_executor/layers/quantization/utils/marlin_utils.py

OB TEER, BT actorder A REFSE, HILT Marlin RZBIBIERA,

# T EEH marlin_repeat_scales_on_all_ranks &%k
# act_order 2 EMIKR, FIHEML

def marlin_repeat_scales_on_all_ranks(group_size: int, is_row_parallel: bool) -> bool:
# BEEEAFTA rank EE £ scales
is_channelwise = group_size == -1
return is_channelwise and is_row_parallel

# T E S8 apply_gptg_marlin_linear R#& %
# #MKT g_idx, g_idx_sort_indices, is_k_full 5%k

def apply_gptg_marlin_linear(
input: torch.Tensor,
weight: torch.Tensor,
weight_scale: torch.Tensor,
weight_zp: torch.Tensor,
workspace: torch.Tensor,
wtype: ScalarType,
output_size_per_partition: int,
input_size_per_partition: int,
input_global_scale: torch.Tensor | None = None,
bias: torch.Tensor | None = None,
use_fp32_reduce: bool = USE_FP32_REDUCE_DEFAULT,
input_dtype: torch.dtype | None = None,

) -> torch.Tensor:

# REAAREL, FEAE g idx EHF

vlim/model_executor/layers/quantization/compressed_tensors/compressed_t
ensors_moe/compressed_tensors_moe_wnalb.py

CompressedTensors WNA16 MoE E/ AR GEI, Kb T R ECIE i IRZ 4,
BT g_idx XS AT X,

#TEEHN  init_ AEHRE
# actorder BM#n is_actorder TE EH#%

class CompressedTensorsWNA16MoEMethod(CompressedTensorsMoEMethod):
def __init__(self, weight_quant, input_quant, moe, layer_name=None):



self.group_size = (

-1 if weight_qguant.group_size is None else weight_quant.group_size
)
# actorder X B EHR

# oracle ¥%&3%8t, allow_tile_padding 324K True
self.wnalé_backend, self.experts_cls = select_wnalé_moe_backend(

config=self.moe,

weight_key=weight_key,

quant_config=self.weight_quant,

may_have_zp=not self.symmetric,

may_have_bias=False,

allow_tile_padding=True,

)

# create_weights A AP FREAIZE g_idx XS
def create_weights(self, layer, num_experts, hidden_size, intermediate_size_per_partition,
params_dtype, **extra_weight_attrs):

# AB|A intermediate_size_full £%k
# RAEL|ZE w13 _weight_g_idx, w2_weight_g_idx, w13_g_idx_sort_indices, w2_g_idx_sort_
indices

csrc/libtorch_stable/quantization/marlin/marlin_template.h

Marlin RAZBIZ R, BRT KE actorder XBIRERNA, BEELT AREE,

/] B g B AAZARIR S4K
// has_act_order 232K
template <
typename scalar_t,
const int thread_m_blocks,
const int thread_n_blocks,
const int thread_k_blocks,
const int stages,
const int group_blocks,
const bool is_zp_float
> _ global__ void Marlin(
const int4* __restrict__ A,
int4* _ restrict_ B,
int4* _ restrict__ C,
int4* _ restrict__ C_tmp,
const int4* _ restrict__ scales_ptr,
/] g_idx B EHEKR
int prob_m, int prob_n, int prob_k,
int* locks,
bool use_fp32_reduce
) {
/MY #SKE, BIEETREUEHT

static_assert(group_blocks != 0, "runtime activation ordering is not supported");
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}
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