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# I M-RoPE By Triton W#%,
# Triton ZRiFBET (num_tokens, ...)
# {EH _MROPE_TOKEN_COUNTS (1, 2, 16) &% Triton By ==1/ %16==0 / HEAthE I,
def _warm_mrope(runner: "GPUModelRunner", model: torch.nn.Module) -> None:
from vlim.model_executor.layers.rotary_embedding.mrope import MRotaryEmbedding
from vlim.model_executor.models.interfaces import supports_mrope

is_mrope_model = supports_mrope(model)
if not is_mrope_model:
return

rope = next(
(module for module in model.modules() if isinstance(module, MRotaryEmbedding)),
None,



)
if rope is None:
return

model_config = runner.model_config
parallel_config = runner.parallel_config
num_query_heads = int(model_config.get_num_attention_heads(parallel_config))
num_kv_heads = int(model_config.get_num_kv_heads(parallel_config))
for num_tokens in _MROPE_TOKEN_COUNTS:
# 1R 2D (L EIKE (3, num_tokens) Uit & triton_mrope WA
positions = torch.arange(
num_tokens, dtype=torch.long, device=runner.device
).expand(3, -1)
query = torch.empty(
(num_tokens, num_query_heads * rope.head_size),
dtype=runner.dtype,
device=runner.device,
)
key_tensor = torch.empty(
(num_tokens, num_kv_heads * rope.head_size),
dtype=runner.dtype,
device=runner.device,

)

rope(positions, query, key_tensor)

logger.info("Warmed M-RoPE Triton kernels.")
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# A Mamba RIBEFIRSEH| B9 batch_memcpy_kernel,
# XB: sizes KEXRFUER int32, EA Triton FiIFBESTLEHTEEE,
def _warm_batch_memcpy_kernel(device: torch.device) -> None:

from vlim.v1.worker.mamba_utils import batch_memcpy

src = torch.empty(1024, dtype=torch.uint8, device=device)

dst = torch.empty_like(src)

batch_memcpy(
torch.tensor([src.data_ptr()], dtype=torch.uinté4, device=device),
torch.tensor([dst.data_ptr()], dtype=torch.uint64, device=device),
# RFF int32: Triton mFR AR TTELRE, MESNBEGFTRAEE int32 sizes KE,
torch.tensor([src.numel()], dtype=torch.int32, device=device),

)

logger.info("Warmed Mamba batch_memcpy_kernel.")
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# (BKJE By gwen_triton_warmup &K,
# 1. BT "if runner.is_pooling_model: return™, {£ pooling %t BEHAT I,
# 2. H#E#EH model_config.hf_text_config 3B model_type, BILA,
# 3. 3T pooling =&, Bkt (XA TAFED I Ao
@torch.inference_mode()
def gwen_triton_warmup(
runner: "GPUModelRunner”,
model_config: "ModelConfig",
) -> None:

"""Warm Qwen GDN Triton kernels reported by the JIT monitor.

model_type = getattr(model_config.hf_text_config, "model_type", "") or getattr(

model_config.hf_config, "model_type",

)
if model_type not in _QWEN_MODEL_TYPES:

return

device = runner.device
logger.info("Warming up Qwen GDN Triton kernels for model_type=%s.", model_type)

gdn_config = _gwen_gdn_warmup_config(
runner.compilation_config.static_forward_context

)
if gdn_config is None:
return

max_num_tokens = max(1, int(runner.max_num_tokens))

_warm_gated_rms_norm_kernel(device, gdn_config, max_num_tokens, model_config.dtype)

_warm_causal_convld_fwd_kernel(device, gdn_config)

_warm_fused_post_conv_kernel(device, gdn_config)

# Pooling AT ITRE prefill; AR5 EFHTNAZKRE,

if not runner.is_pooling_model:
_warm_fused_sigmoid_gating_delta_rule_update_kernel(device, gdn_config)

_synchronize_device(device)
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