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MRS

« —A]3E: ROCm #EA AITER B4 allreduce+RMSNorm RE&42

- WEME: EERFIR, AEHEN ROCm Eim=EE / e FRXBNILE, BB —
2 MEEREBRARITE T REIE WIS —RE—MEEORA, TIERGFAE
128 two-stage FEE, X—EWHIERB reviewer B A/B 3k EMIEEN; —2iBRILESE
BR——EEGRE = impl BAHE E3R B AiterCustomAllreduce.use_1stage_fused_ar_r
ms, BEEEX S —T eager/ miFHEAMEX,; =2 TUXEBTHNEMA R (M £EH
rank-max kernel BYiEl. push vs pull B{EH M. stage-2 norm kernel & #IF#H#F2)
o BB HIAMME L supports_dynamic_hidden_dim FE (IH aiter B9EEER
no-op RF&) , LR use 1stage fused_ar_rms B934 F AN E TR,

THRES B

PR body BA®3s H [a]@zhHL: “fused_allreduce_gemma_rms_norm only has a flashinfer
fast path; on ROCm it always falls back to all_reduce + GemmaRMSNorm — two kernel
launches per layer’s BAN commit #t—F#EE T A1+ 4 helper ZrE—HI% & eager R (
40 MiniMax-M3) R4k torch.compile B9 RocmAiterAllReduceFusionPass, REEE eager
BREFIHEE, BArEER aiter BEA M rocm_aiter_fused_allreduce_rmsnorm

custom op, & flashinfer QX IR, ik post-attention B AR + norm MNEE A

12.5us 3|4 7.5us, RBEREF fallback BIZEHERE,

SCEL AR

1. #HEEEN one-stage 1BiA (vlim/distributed/device_communicators/aiter_custom_all_
reduce.py) . #¥g AiterCustomAllreduce.use_1stage_fused_ar_rms(inp), 32 AITER
launcher (csrc/include/custom_all_reduce.cuh) BYH|IEEL KR —ATZI: token FFAR
1T 80. dtype X bf16/fpl6. 4T 16 F¥ pack AFR#BH 1024 4 pack,
world_size==2 BE##4T. 3E fully_connected 3E4. world_size<=4 £3R total_bytes <
256 KiB. world_size<=8 &3 total bytes < 128 KiB, iBE#EBH A capture-static (R
K& shape/dtype/TP size/ $8%)) , BT UZ 2B T CUDA graph HIREIH Z,

2. skEE #|E (vlim/aiter_ops.py) » _rocm_aiter_fused_allreduce_rmsnorm_impl.
_rocm_aiter_fused_allreduce_rmsnorm_quant_per_group_impl %=
_rocm_aiter_fused_allreduce_rmsnorm_quant_per_group_with_bf16_norm_impl FRA&%

BB T —E& hidden/token/ FHHE (AXH#M 73 17) , AEL—KAN



use_lstage = aiter_ar.use_1stage_fused_ar_rms(input). A& —FR—3K:
bf16-norm TARA input_.shape[0] ¥ token %k, #*F1EWKHA numel // hidden_dim, 5§

AITER launcher RECRAA—K (X 2-D MAZFEEFM) . R4
_rocm_aiter_fused_allreduce_rmsnorm_impl 5X fake 340 gemma_norm: bool =
False Z#HE(E4 ca.custom_fused_ar_rms.

3. 313 eager helper 154 % (vlim/model_executor/layers/fused_allreduce_gemma_r
ms_norm.py) . #3E can_use_aiter fused_ar_rms(hidden_states): i
current_platform.is_rocm() F3&, B ZE rocm_aiter_ops.is_custom_all_reduce_enable
d(). 2-D/ 3%E%: /bf161fp16. aiter_ar I None Bk disabled. total_bytes F#Bit
effective_max_size(). should_custom_ar() #Ei¥, HEEX
use_lstage_fused_ar_rms() AE, /5% fused_allreduce_gemma_rms_norm H-F
flashinfer 4% Z ¥ A rocm_aiter_ops.get_fused_allreduce_rmsnorm_op()(...) @A,
%L gemma_norm=True; RepF{ERA tensor_model_parallel_all_reduce + norm %

J&eo

4. ¥ review W EIIREE., =1 commit (dé6bba251) IR one-stage & 02 Mit
WHELERNREE: A/B 7R two-stage ZIR (5% % reduce-scatter + &3 norm) tbE
N all_reduce + norm 18 1-3us, FrA helper TR ERMWARBAME, X—KaIRNRE
EXTIEBEFANEX—CEARARE T RA, mMERAZRTINE .

5. MIREBAEEE, ARRA FIERE AR, BIEKHF PR body F8IFTIEE:
TP4 tensor parity (token %k 1 3| 32768, decode #AE bit-exact, 16/128/1024 B
relerr <= 2.7e-3, 8192+ EENF W EREMER) . gfx950 EBEA kernel JA (
tests/kernels/test_minimax_m3_amd_ops.py. tests/kernels/attention/test_minimax_m3.
py. tests/kernels/core/test_minimax_reduce_rms.py) . gsm8k ¥ EIRE
benchmark_serving A/B, XEwRE IR RN FITA (M=21/22. world_size=2/4/8.
JEELMAE) RALETMREK,

R

« vlim/model_executor/layers/fused_allreduce_gemma_rms_norm.py ({3 gh&&EF; £
B source; FEA core-logic; 5 _can_use_aiter_fused_ar_rms,
fused_allreduce_gemma_rms_norm) : eager R EL-E AT g
_can_use_aiter_fused_ar_rms [1#&5 AITER AR % (&5 gemma_norm=True) , =
ARMRER SN EEFRIR, R reviewer ERIFEFIMNME,

« vlim/distributed/device_communicators/aiter_custom_all_reduce.py (#3k £&@Ef5; %
B source; EH! core-logic; 5 use_lstage_fused_ar_rms) : ¥ HEI1EH
AiterCustomAllreduce.use_1stage_fused_ar_rms, 32 AITER launcher B one-stage &
2 (pack / token / % EFR) UWRSKAAHE—5ZI, 1 eager helper 5 _aiter_ops BI=A gk
& op ER, BRAREESIENRRESA,

« vlim/_aiter_ops.py (#3k EF8EN; £H| source; EH core-logic; &5
_rocm_aiter_fused_allreduce_rmsnorm_impl,
_rocm_aiter_fused_allreduce_rmsnorm_fake,
_rocm_aiter_fused_allreduce_rmsnorm_guant_per_group_impl,
_rocm_aiter_fused_allreduce_rmsnorm_quant_per_group_with_bf16_norm_impl) : =



RENBXEY one-stage FI BB ALZFIEE Ol 73 47) , H4
_rocm_aiter_fused_allreduce_rmsnorm_impl & fake 340 gemma_norm Z# A X 3%
Gemma iEX; RBMEIE bf16-norm Z/&RA shape[0] it token B5 3%,

XS _can_use_aiter_fused_ar_rms, fused_allreduce_gemma_rms_norm,
use_1stage_fused_ar_rms, _rocm_aiter_fused_allreduce_rmsnorm_impl,
_rocm_aiter_fused_allreduce_rmsnorm_quant_per_group_impl,
_rocm_aiter_fused_allreduce_rmsnorm_quant_per_group_with_bf16_norm_impl

KR B B]

vllm/model_executor/layers/fused_allreduce_gemma_rms_norm.py

eager BEMREEEAND: I can_use_aiter fused_ar_rms [13%5 AITER AN X (&EfE
gemma_norm=True) , EARMAEBIENEERIR, W2 reviewer EXRIFEFINMAE,

# vlilm/model_executor/layers/fused_allreduce_gemma_rms_norm.py

def can_use_aiter_fused_ar_rms(hidden_states: torch.Tensor) -> bool:
# BT EHE: rocm_aiter_ops #£IE ROCm F & T8EA None,
# FrUURRES import BH|BT (review & shen-shanshan F§ & #15]#1)
if not current_platform.is_rocm():
return False
from vlim._aiter_ops import rocm_aiter_ops

if not rocm_aiter_ops.is_custom_all_reduce_enabled():
return False
# 5 flashinfer 22X &£HAR—F& 2-D/ %% / bf16Ifp16 AR
if (
hidden_states.dim() |= 2
or not hidden_states.is_contiguous()
or hidden_states.dtype not in _FI_SUPPORTED_DTYPES

return False
aiter_ar = rocm_aiter_ops.get_aiter_allreduce()
if aiter_ar is None or aiter_ar.disabled:
return False
# 2 A AITER custom all-reduce B &EWEHWE
total_bytes = hidden_states.numel() * hidden_states.element_size()
if total_bytes > aiter_ar.effective_max_size():
return False
if not aiter_ar.should_custom_ar(hidden_states):
return False
# RABHN—%: RA aiter &£ one-stage AR B ARE.
# two-stage (B&iR% reduce-scatter + &M norm) HLER
# all_reduce + norm 18, At EER
return aiter_ar.use_1stage_fused_ar_rms(hidden_states)

def fused_allreduce_gemma_rms_norm(



hidden_states: torch.Tensor,
residual: torch.Tensor,
norm: GemmaRMSNorm,
) -> tuplef[torch.Tensor, torch.Tensor]:
tp_size = get_tensor_model_parallel_world_size()
if tp_size ==
# T'E all-reduce, EMTREBERZ
return norm(hidden_states, residual)

ok, max_token_num = _can_use_flashinfer(hidden_states, tp_size)
if ok:
# flashinfer (NVIDIA) PRE&(Z, 7 PR RiKsh, BLARRKSIIZET

return norm_out, hidden_states

# AORFIE: ROCm/AITER 4%, —>K launch %28&

# all-reduce + FZEH + GemmaRMSNorm

if _can_use_aiter_fused_ar_rms(hidden_states):
from vlim._aiter_ops import rocm_aiter_ops

return rocm_aiter_ops.get_fused_allreduce_rmsnorm_op()(
input_=hidden_states,
residual=residual,
weight=norm.weight,
epsilon=norm.variance_epsilon,
gemma_norm=True, # Gemma R#&: weight_bias = 1.0

# %K B all-reduce + GemmaRMSNorm, 5kph& =R $E—3K
reduced = tensor_model_parallel_all_reduce(hidden_states)
return norm(reduced, residual)

vlim/distributed/device_communicators/aiter_custom_all_reduce.py

I =155 AiterCustomAllreduce.use_1stage_fused_ar_rms, & AITER launcher 8§
one-stage B4 (pack / token / FH ER) UkSK AN BE—I, 1 eager helper 5§
_aiter_ops BI=/NEké& op EA, BAREESIIHENERES,

# vlim/distributed/device_communicators/aiter_custom_all_reduce.py

def use_1stage fused_ar_rms(self, inp: torch.Tensor) -> bool:
""AITER B98:4& allreduce+RMSNorm £F 4 one-stage R,

H|IEEEZ aiter B fused_allreduce_rmsnorm launcher:

847 16 FF pack. BITH&Z 1024 A pack. &% 80 A token,

UK AT TP size/3RM T one-stage custom all-reduce B9F ¥ LR,

HHEE OES op &2& two-stage (F5iZ# reduce-scatter + A3 norm)
CHERN all_reduce + norm E1%, FtaeE:RAGEA G BME KRR,
capture-static: RAR#: shape. dtype. TP size 5%#h,



hidden_dim = inp.shape[-1]
# token EFR%AT: prefill MAMA— KL BRHR B
if inp.numel() // hidden_dim > 80:
return False
if inp.dtype not in (torch.bfloat16, torch.float16):
return False
# aiter AR 16 FF pack /B EH—1T
pack_size = 16 // inp.element_size()
if hidden_dim % pack_size != 0 or hidden_dim // pack_size > 1024:
return False
ca = self._impl
world_size = ca.world_size
if world_size ==
return True
# ELTBIINRERE one-stage BURERIIR
if not ca.fully_connected:
return False
total_bytes = inp.numel() * inp.element_size()
if world_size <= 4:
return total_bytes < 256 * 1024
if world_size <= 8:
return total_bytes < 128 * 1024
return False

vlim/_aiter_ops.py

= RhABKEY one-stage HIEW R AL TIBR %M 73 47) ., #%
_rocm_aiter_fused_allreduce_rmsnorm_impl & fake 340 gemma_norm 3k X %
Gemma EX; RBMEIE bfl16-norm ZARA shape[0] it token 895 %,

# vllm/_aiter_ops.py

def rocm_aiter_fused_allreduce_rmsnorm_impl(

input_: torch.Tensor,

residual: torch.Tensor,

weight: torch.Tensor,

epsilon: float,

gemma_norm: bool = False, # #3E: £ GemmaRMSNorm & X (weight_bias = 1.0)
) -> tuple[torch.Tensor, torch.Tensor]:

aiter_ar = rocm_aiter_ops.get_aiter_allreducel()

assert aiter_ar is not None, "aiter allreduce must be initialized"

ca = aiter_ar.aiter_ca

# BEARNEBLAY hidden_dim / token_num / total_bytes = EZH|ZE BRI,

# %—kONR A L3R3] AiterCustomAllreduce By ZFFA,

# fRiE5 per-group quant Z{kfa eager helper BI¥|E o —3K

use_1lstage = aiter_ar.use_1stage_fused_ar_rms(input_)

result = ca.custom_fused_ar_rms(
input_,
residual,



weight,

epsilon,
use_lstage=use_1stage,
gemma_norm=gemma_norm,

)
assert result is not None
return result[0], result[1]

def rocm_aiter_fused_allreduce_rmsnorm_fake(
input_: torch.Tensor,
residual: torch.Tensor,
weight: torch.Tensor,
epsilon: float,
gemma_norm: bool = False,
) -> tuple[torch.Tensor, torch.Tensor]:
# fake SEMR FHRIFELEELLIM—3K, ETF custom op JEFME tracing
return torch.empty_like(input_), torch.empty_like(residual)

TP XA
1) FE&5 I shen-shanshan & vlim/model_executor/layers/fused_allreduce_gemma_rms
_norm.py LFEH “We should check current_platform is rocm to make this helper
method rocm-only, otherwise the imported rocm_aiter_ops could be None on other
hardwares”, {E#E 338185 X F 4L current_platform.is_rocm() Bi&, 2) £=:
shen-shanshan Xt aiter_ops.py 385 “These logics are totally the same as
use_lstage = aiter_ar.use_1stage_fused_ar_rms(input), please also replace” 5§ “Ditto.”
, AR ERENBLH EURSABI L EBE, 3) MHAE crossover 2% : Fangzhou-Ai 441 TP4
rank-max A/B (M=1 BtREE IR 14.66%, M=32 kR fmtE 4.61%, M=256 & 8.15%) , F
IZEE “There is a reproducible crossover exactly at AITER's one-stage/two-stage
boundary”; benenzhu B H=6144 EILE&IA “beyond the one-stage boundary the fused
path is slower -+ we should gate it under the size of 1stage”, FAMKT conc=32/64,
4) A FEZ: benenzhu 7 benenzhu/aiter#1 Fxttl two-stage LI ——FhEAZE &
rank B tmp slice, i@ plain custom_all_reduce &3 slice &MFIFMEY rank L, KA
pull J& M=32 M 8.15us B3| 8.07us, M=256 B9EFEM 3.8us 43| 1.2us; FELA 1.1us
182 ZX B aiter B local_device_load_rmsnorm b triton kernel 18, 5) RIFFFM:
CodeRabbit #ri€ major——_can_use_aiter_fused_ar_rms &1
supports_dynamic_hidden_dim A False Bt$E4: H <A {512,1024,2048,4096} 9% A, |H
WR aiter KEEER no-op; head RARBF RN NFR, T8 FHEHBRITE,
. helper %M ROCm &5 (correctness): fEE 7 f338185 XA L
current_platform.is_rocm() £3R, FEEIKFE import rocm_aiter_ops Z i,
« _aiter_ops ZRAEEH 1-stage HIEEELE (design): ZABRH| LB AL ZIHF
, &M 73 4T7; RIBHE bf16-norm ZAKA shape[0] it token BIEF%—A numel //
hidden_dim,



- BRERRRE—MNER | MBI RABFEFEMERE crossover (performance): helper 3810
use_lstage fused_ar_rms [13#%: RAE AITER €& one-stage RZH shape L4 2R
e, BEEOD—ZERER all_ reduce + GemmaRMSNorm,

. two-stage BRERAZAFIET plain custom_all_reduce (performance): 1R EZEAEAH R
3| aiter L35, vLLM MG AITTIEME, FEELR PR & Ao

« |HAR aiter 8 hidden_dim &5 T8k (correctness): head hRAH
_can_use_aiter_fused_ar_rms F{1& & 3| supports_dynamic_hidden_dim #&%&, it E
WEBAXNREEEIEE, BTFEEXK,

R 5 B

« RE&: 1) IBAR aiter &AM (HREEXF) : vlim/distributed/device_communicators/ait
er_custom_all_reduce.py B4 supports_dynamic_hidden_dim Xt4E¥BH aiter v0.1.12
ZHl launcher X H RFE {512,1024,2048,4096} R4 silently no-op”; ¥73EHy
_can_use_aiter_fused_ar_rms & & 3| F1ZB M, CodeRabbit By major IS head RES
FEARBNNGE, ZEAEIR aiter LHBIFEEH hidden_dim, BhE op FREREIREX / kK
JFANERMARER, 2) 185 aiter AFHAME: use_lstage_fused_ar_rms 3F
aiter launcher HIIEE &2 mAEAAHE API, 80 token / 1024 pack / 256 KiB / 128
KiB X% 2 —BE aiter IAE, vLLM MISEEERKE—— KA M2 MR (EERE
®H two-stage) , BMFMEZBRAINRNZELHR T, 3) MREFEHKROD: A PR RAR
RhEREh, A tests/ FHIFTIEAMBI, 1BiEA R (M=21/22. world_size=4/8 895 T B1E.
JEELESRIE 2-D HAN) TRKBF I A/B 5B8F kernel Mk, 4) BEESHEE: bfl1é
reassociation f£ 16/128/1024 token T relerr 3| 2.7e-3; gsm8k M 0.9704 3| 0.9644

(stderr 49 0.005) , HBEZITRERLZ, BERTRERARMETL, EEESLERALY

SRR, 5) BUTHE R X RiFHAH RocmAiterAllReduceFusionPass 54K eager

helper £ B4 — R ALMYH, £_FXE— shape AEFEHIE, FA—HERE eager 5§

compile TAHAFRNETFHE (HEEERSEBENBEEZR) .

« B AP (X" ROCm/AMD & B EH AITER custom all-reduce BEFZE (R
B MI355X x4 TP4 + MiniMax-M3-MXFP4 + EAGLE3) ., decode B TPOT
3.32ms—3.26ms (conc=1) . 12.68ms—12.31ms (conc=16) , HE AR+norm M
29 12.5us F{E|4) 7.5us; prefill IEMART N EIRIEFMAERR, RZEm, A%HM:
NVIDIA/flashinfer {2, TP==1 BRI ATEAE, EREAKES KRMEERE K,
BT ZENREMm. BAM: _aiter_ops.py =4 E £ H| UKk
AiterCustomAllreduce EBI¥E—IF1E, /G4 per-group quant (& emit_bf16 X)) 5
eager helper £E R —HRY, HFRATHE, EHRILZIBIRRANZMERA A FHK
B, BKAANREFERS,

« RFARIE: |BAR aiter AT IEK , BAOFEETTNIR , (1BBEES aiter ATRAHE
BRE , eager § compile BBZRHIETREA X , K5I FRA 18] K BY

KRR EE

« PR #47270 #rBUREA B FRIRME GHEH 3B TP4 rank-max kernel A/B 381E)
Fangzhou-Ai BAFAULEAH A/B 3k 2 ERIE #47270 RBEH kA, & PR 14 W HE



EVEZPRONEZ L, FEHRAR—F TP4 rank-max kernel XFtbA 7%,

+ PR #56349 [ROCm] Auto-enable breakable CUDA graphs for
DeepseekV41ForCausalLM: E A ROCm F&IRBEM / faimsk B aha A sk F E LIk
A9 A K, A PR BN E E RNiZE VLLM_USE_BREAKABLE_CUDAGRAPH=0
, MHARAKRAELZR—F ROCm BHRAR, F—2EBTERAMIN.



