PR #54781 BEIRLE

vlim-project/vlim
[Kimi Bug] Fix “cannot access local variable 'active_non_spec_mask_cpu'"
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3m4T vllm serve moonshotai/Kimi-K3 j2 F RecoverSSM #ZALARALEY, 5| %A
RuntimeError: cannot access local variable 'active_non_spec_mask_cpu', SEAIRE kK,
EIR ALK prefill ERFAEERSI (num_decode_draft_tokens_cpu A -1) BB L,
TERVIE,

ILHFAR

1. BB EASE . & viim/models/kimi_k3/nvidia/kda_metadata.py B
KimiK3KDAMetadataBuilder.build 5%, % num_spec_decodes == 0 BY, ¥
spec_sequence_masks_cpu BRIRA None, XHfREEEE
spec_sequence_masks_cpu is not None B3R[E False, % i5a 4k E X B
active_non_spec_mask_cpu. ZMEBAIG I FATIZ IR,

2. MiREZE: & tests/models/kimi_k3/test_kda_metadata.py F 7 #E oMK,
test_kda_recoverssm_startup_metadata_flow_without_model, IZMIRAZIUT A0 2k A= R AR
E 1 KDA RecoverSSM RBahifits, HMzE—N4 prefill ORISR IR R, BHEIRILAE
RO HER IOAE TOER I 2 IE AR o

3. MEREEE: MRFEIE monkeypatch 2 PIN._ MEMORY, 3f#H SimpleNamespace 1l
BENS, BeLRERMEB, X patch T KDARecoverSSMCommitContext.create ARG
B GPU &%,

KEEX M

« vlim/models/kimi_k3/nvidia/kda_metadata.py (#i3k TT¥kIEMIE; 5| source; KA
core-logic; 5 build) : BE MR, ETHREMES EFRNEEIREEUAERT
EREX R

. tests/models/kimi_k3/test_kda_metadata.py (#E3k TTEIEMIR; 5| test; LR
test-coverage; 5 test_kda_recoverssm_startup_metadata_flow_without_model) :
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Frg TN 2 R ERAR, BB E R FARTEIEMEE prefill FiZHARLIZRETH
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XS build, test_kda_recoverssm_startup_metadata_flow_without_model

X R Fr B

vlim/models/kimi_k3/nvidia/kda_metadata.py

B8 B X, ETHRERES EFRNEGERIAEUBRT ERE X E R
#1558 LILIRHAELIFERE, &R spec_sequence_masks_cpu WABER G405 B REXTE

if not self.use_spec_decode or num_decode_draft_tokens_cpu is None:
spec_sequence_masks_cpu = None
num_spec_decodes = 0
else:
spec_sequence_masks_cpu = hum_decode_draft_tokens_cpu >= 0
if self.use_recoverssm:
assert m.is_prefilling is not None
assert m.is_prefilling.device.type == "cpu”
active_decode_mask_cpu = (~m.is_prefilling) & (
query_start_loc_cpu.diff() > 0
)
spec_sequence_masks_cpu |= active_decode_mask_cpu
#RAEEZE: YLEMRSMEIE RecoverSSM BER
if (
not self.use_recoverssm
and num_decode_draft_tokens_cpu[spec_sequence_masks_cpu].sum().item()
=0

spec_sequence_masks_cpu = None
num_spec_decodes = 0
else:
num_spec_decodes = spec_sequence_masks_cpu.sum().item()
# M E . BUfE RecoverSSM B§42, # num_spec_decodes A 0 HEMR
if num_spec_decodes ==
spec_sequence_masks_cpu = None
# B4R spec_sequence_masks_cpu A None B, F&%iX5 8 active_non_spec_mask_
cpu
spec_request_indices = None
if num_spec_decodes == 0:
. BENFERAARRD %
else:
FANIRHARRD %, B spec_sequence_masks_cpu fRiEJE None

tests/models/kimi_k3/test_kda_metadata.py

I TR E S A RERAR, RIS E R IR TR EAE prefill FiRAREZ R THIE
B,

def test_kda_recoverssm_startup_metadata_flow_without_model(monkeypatch):



""Exercise KDA RecoverSSM startup without loading Kimi-K3 weights.
monkeypatch.setattr("vlim.utils.torch_utils.PIN_MEMORY", False)
monkeypatch.setattr("vlim.v1.attention.backends.utils.PIN_MEMORY", False)
# A SimpleNamespace B EX %, & % SRR D
layout_config = SimpleNamespace(
model_config=SimpleNamespace(
dtype=torch.bfloat16,
hf_config=SimpleNamespace(
linear_attn_config={
"num_heads": 4,
"head_dim": 32,
"short_conv_kernel_size": 4,

),
cache_config=SimpleNamespace(
mamba_cache_dtype="auto",
use_kda_recoverssm=True,
),
parallel_config=SimpleNamespace(tensor_parallel_size=1),
speculative_config=SimpleNamespace(num_speculative_tokens=2),
)
kv_cache_spec = MambaSpec(
block_size=BLOCK_SIZE,
shapes=KimiLinearForCausalLM.get_mamba_state_shape_from_config(layout_config),
dtypes=KimiLinearForCausalLM.get_mamba_state_dtype_from_config(layout_config),
mamba_type=MambaAttentionBackendEnum.GDN_ATTN,
mamba_cache_mode="align",
num_prefill_checkpoint_blocks=1,
)
# M ITTEIE builder
builder = KimiK3KDAMetadataBuilder(
kv_cache_spec=kv_cache_spec,
layer_names=["layer.0"],
vlim_config=builder_config,
device=DEVICE,
)
# ARG prefill #OR: BLESR G ALK B R
prefill_common = create_common_attn_metadata(
BatchSpec(seq_lens=[50], query_lens=[50]),
BLOCK_SIZE,
DEVICE,
arange_block_indices=True,
).replace(is_prefilling=torch.tensor([True]))
# ¥z prefill TEIR, BIEAME FE B num_spec_decodes ==
prefill_metadata = builder.build(
0,
prefill_common,
num_decode_draft_tokens_cpu=torch.tensor([-1], dtype=torch.int32),



num_accepted_tokens=torch.ones(1, dtype=torch.int32),

)

assert prefill_metadata.num_prefills ==
assert prefill_metadata.num_spec_decodes ==
# EPURAARFDROR, IOE IE#R s NIRAAFAD B2
spec_common = create_common_attn_metadata(
BatchSpec(seq_lens=[20], query_lens=[3]),
BLOCK_SIZE,
DEVICE,
arange_block_indices=True,
).replace(is_prefilling=torch.tensor([False]))
spec_metadata = builder.build(
0,
spec_common,
num_decode_draft_tokens_cpu=torch.tensor([2], dtype=torch.int32),
num_accepted_tokens=torch.ones(1, dtype=torch.int32),

)

assert spec_metadata.num_spec_decodes == 1
assert spec_metadata.recoverssm_commit is not None
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