PR #54773 BEIRLE

vlim-project/vlim
[ROCm][MoE] Fix gfx950 block scale swizzle for AITER Triton MXFP4 W4A16
&3 tE]: 2026-09-02 03:48

JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/54773

/—
HATHREZE
.« —A)E: B85 gfxd50 Lt AITER Triton MXFP4 W4A16 B block scale swizzle [a]&,

- EME: % PRAESKFE, RN T4 ROCm Eimts MoE AN ITET, €©RRT
WTE N HFREHRREFETAN—RE, RIDREEW B MG RS

THRES B

PR body ###3iR: 'The AITER Triton MXFP4 W4A16 backend crashes the process on
gfx950 (MI355) with a GPU memory access fault, because it tells the kernel its block
scales are not swizzled while weight loading has already swizzled them.' &£ 7
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def aiter_triton_kernel_w4al16_moe_forward(
hidden_states: torch.Tensor,
wil,
w2,
gating_output: torch.Tensor,
topk: int,
renormalize: bool,
activation: MoEActivation = MoEActivation.SWIGLUOAI,
quant_config: FusedMoEQuantConfig | None = None,
# ... HtSEK ...

assert quant_config is not None and rocm_aiter_ops.is_enabled()
from vllm.model_executor.layers.quantization.utils.mxfp4_utils import (
should_use_cdna4_mx_scale_swizzle,

)

from vlim.platforms.rocm import on_gfx1250
# .. BEMEUEERE ...

# Weight loading already swizzled the block scales on gfx950, so the kernel
# has to be told; the load-time swizzle and this gate must agree or the

# kernel indexes a swizzled buffer as if it were linear.

swz = "CDNA4_SCALE" if should_use_cdna4_mx_scale_swizzle() else None

# F—/ GEMM A : BE swizzle_mx_scale AT None BRAIAITE R swz
intermediate = moe_gemm_a16w4(

hidden_states,

wl_data,

None,

w1_wscale,

None,

None,

quant_config.w1_bias,

routing_data,

gather_indx=gather_idx,

gammas=gammas if apply_router_weight_on_input else None,

swizzle_mx_scale=swz, # *5{E 5 &

apply_swiglu=True,

alpha=swiglu_alpha,

limit=swiglu_limit,

swiglu_add_residual=swiglu_add_residual,

unpadded_N=unpadded_N_w1,

unpadded_K=unpadded_K_w1,



)

# B/ GEMM A : RM#EE swizzle_mx_scale
out = moe_gemm_al16wa(
intermediate,
w2_data,
None,
w2_wscale,
None,
None,
quant_config.w2_bias,
routing_data,
scatter_indx=scatter_idx,
gammas=None if apply_router_weight_on_input else gammas,
swizzle_mx_scale=swz, # X#EEE &
unpadded_N=unpadded_N_w2,
unpadded_K=unpadded_K_ w2,

return out
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