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HITIRE

« —A)iE: % API server #EHEZE LR ENITEK

cHESME: EERIE, LEHEARIRZSHE, SBAPSEENIREF, EXEAXET=
ANEITRE: —2HA cache line M + 25 LM LHEHBIUTRE (UK 64 F
HTEEAMLBAERNEY) ;| 2L LR EHEE N TMEFH LR F A docstring
EMbEY), XEAR review BAWMENLEW, MR ANETESAZE A ANLHHERZ d X8
& =2 ERIFTEAE OutputProcessor B add/abort/finish =/ N4 AL O L,
FRARIX — m A BB BT 3T A BRHE T RE R B, SRRIZE A GF: &
SchedulerConfig/CLI #BYX AR M HEE, HERABRER BRI
HMHEH,

THRES B

PR body BOMIRITRIBEFELH T &hHL: YL —api-server-count 4 —-max_num_queued_reqgs 10
BahfE, A hey 3T 80 3%, ZTER vllm:num_requests_running #&E& 40, WAL H#HAZA]
U XN HEA LREIRKRT 4 12, RBEFHRER, TEREIZERIKSEE] 10, B BEAE
HZHRBARS, 5% API server RISHAIEMAIIRTER, TE—NEHETILAITEGRE,
PR RXBRIEAT Issue, LR EIX—A before/after 8%,

LI AE

1. S EMESR (viim/v1/engine/admission_control.py, +52) : &X
AdmissionCounterBuffer Protocol (R#J3R _ getitem__ / _ setitem_ , EFREKIHLKRE
FHHZRNHESLI) 5 SharedAdmissionStats, #:W & CACHE_LINE_BYTES = 64,
COUNTER_BYTES = 8, COUNTERS_PER_SLOT = 8 =¥ E: S #EBME— 64 F
HAREAL, init_ A client_addresses.pop("mp_admission_counters") BRH £ ZEAHIT
X _slot_offset = client_index * COUNTERS_PER_SLOT; set_num_requests() REE T
FEAEIEE 0 MMTEE, get_num_requests() 3a/AFrA AREEMAKRIn, ZHREHAEER
HEY, WBALRHABITIHEEBEER —5 cache line L EMXRK;
num_counters(client_count) 32T EHAKE.,

2. RHBAEHF FTLALZEA (viim/vi/utils.py B9 APIServerProcessManager.__init__,
+11) : X% num_servers > 1 H getattr(args, "max_num_queued_regs", None) 3EZ Bt

, A spawn_context.RawArray("q", SharedAdmissionStats.num_counters(num_serve
rs)) REEKAE, HENENTFHEH client_config['mp_admission_counters"], {&H &%k



NEER S AFBAR R BIEIMREL, H A getattr FFEMIREH SimpleNamespace, H#HFE
BRI BIZSETMHLBLAST EPIINANFF D X,

3. BISRIRERIZEEL (vliim/vl/engine/async_lim.py, +19/-5) : AsyncLLM. init__ 7EHE
EngineCoreClient Z RIHIBr client_addresses is not None and "
mp_admission_counters" in client_addresses, 7 ER8|3E self.admission_stats F1EA
admission_stats= ¥ A\ OutputProcessor; check_admission() By
max_num_queued_reqgs %% B get_num_unfinished_requests() BR AL 1E
self.admission_stats.get_num_requests(), A None BYEI:RAMITEL, raise
QueueOverflowError() B2 85 B EFERMZ KL, R—A 2RI HEFERFEM "hard
cap" XA "approximate global cap”, #RE + HE + BN ERFX—FLEMAR
FRYA, & SharedAdmissionStats.__init__ B pop @ME—A dict £ key, iz
dict B3 E4E4 EngineCoreClient.make_async_mp_client(), B H3E 5% Uk,

4. 5| BERZES (viim/vl/engine/output_processor.py, +13/-1) : ¥
admission_stats ¥i&E5%k (B TYPE_CHECKING & A SharedAdmissionStats # %354T
HAEIMER) S5FAEFE _update_admission_stats(), JEETE admission_stats is not
None B{E get_num_unfinished_requests() (BF len(request_states)) B AAHIZRE(L,
A SR =4 add_request() KB (FEXKZILZ/E) . abort_requests() RER] (BE
BAPBOYS BEABUYTF1ER) . _finish_request) RE (BEE®ZRERIMAL LWL
¥) . WREIRITBRFHEEEFEREGHN=ZAHRO L, MAZABAMEETR,

5. MiRELE (tests/vl/engine/test_admission_control.py +39.
tests/entrypoints/launchers/api_server/test_api_server_process_manager.py +39) :
BIE#3E _make_shared_stats() (F multiprocessing.RawArray("q",
SharedAdmissionStats.num_counters(2)) &R NHBIE) SFAN
@pytest.mark.skip_global_cleanup Ffl, AAEIERETIME (2+43=5. E5 1 5A 4)
#1 AsynclLLM.check_admission() & EH£Z kAL QueueOverflowError (&I S X7
FEALAREE ) ; EEIEEIRE update_admission_stats_worker (spawn F3#425
client_index + 1, F Barrier E#/G&1%) 5 test_api_server_processes_share_admissi
on_stats, KiE 3 NHARERILE|IRE/E 6, IEBH RawArray £ spawn iEX T ERE#AZ 9]
Wo PARLERA args=SimpleNamespace(max_num_queued_reqs=10) £
APIServerProcessManager IEEAE D X, MIRAKBEHATSEEEES HTTP EMl,

REEF:

« vlim/v1/engine/admission_control.py (#3k JEAIZH|; 35| source; £ A core-logic;
&5 AdmissionCounterBuffer, getitem, setitem, SharedAdmissionStats) : A& PR 894%
RFTHERESR . F multiprocessing.RawArray + cache line XA AL 20T B A28 1T
B, BRESMABHBAEN / itAEFNEMME,

« vlim/vl/engine/async_lim.py (#3& 51 E 3%, 25| source; ER core-logic; &5
AsyncLLM.init, check_admission, admission_stats) : BISRIZERIZ: MBI EZFHRITIHE
A OutputProcessor, check_admission() M\AMITHER A LB IRE, [FBTEE X AEM
hard cap BX A approximate global cap,

» vlim/v1/engine/output_processor.py (#3& #i&38; E5| source; FEAR core-logic; F
5 OutputProcessor.init, add_request, abort_requests, _finish_request) : 5|% 5 &2



. #13 admission_stats £%%5 _update_admission_stats(), IBARFFERBEIERKIEE
REGRIAN =N O R P B HFAEAL

« viim/v1/utils.py (153 #HBEIE; 5| source; EA dependency-wiring; &5
APIServerProcessManager.init) : 3#F2M|: APIServerProcessManager 75 & &40t
2B RawArray 383 client_config T RAE/ APl server F#tf2, REZFAGFNE—
k==

. tests/vl/engine/test_admission_control.py (3R A&, K5 test; LR
test-coverage; 5 _make_shared_stats, test_shared_admission_stats_aggregate_ap
i_servers, test_shared_request_snapshot_enforces_global_limit) : #¥EZHHBEE
SRR N EHBE TR, BZE SharedAdmissionStats 8935 i& X fn
check_admission FE*XZREBHH ELH X,

« tests/entrypoints/launchers/api_server/test_api_server_process_manager.py (13 3#
2B, K5 test; KA test-coverage; 5 update_admission_stats_worker,
test_api_server_processes_share_admission_stats) : E5 spawn Z#RE&ERMNR, iE
BR APIServerProcessManager T &) RawArray BE# & FHERZH R EE LT

XPE/E5 . SharedAdmissionStats.init, SharedAdmissionStats.num_counters,
SharedAdmissionStats.set_num_requests, SharedAdmissionStats.get_num_requests,
OutputProcessor._update_admission_stats, OutputProcessor.add_request,
OutputProcessor.abort_requests, OutputProcessor._finish_request,
AsyncLLM.check_admission, APIServerProcessManager.init,
update_admission_stats_worker

KPR R B
vlim/v1/engine/admission_control.py

A PR AR B multiprocessing.RawArray + cache line XFFAE AL 52T S S 3+
RAENITHRE, REEFMABHBEN / RITEFHNEMME,
# SPDX-License-Identifier: Apache-2.0

# SPDX-FileCopyrightText: Copyright contributors to the vLLM project
from typing import Any, Protocol, cast

class AdmissionCounterBuffer(Protocol):

"HEZFFHREFXNERNMMN: REZRERTRIES,
X Protocol 2R T ik EEFRKHE multiprocessing.RawArray By BARZERY
AXRTATERAELCHZRNELIN,

nnn

def _getitem__ (self, index: int) -> int: ...

def _setitem_ (self, index: int, value: int) -> None: ...

class SharedAdmissionStats:
"""Lock-free admission stats shared by API server processes.



/) API server #HERE B O WAL, EERABRESFTARAL
FWEAREEEHED, URSEFERRBEIZ L4 cache line £/,

# SR RRIT IR 64 FH, #% 64 FF cache line £ false sharing:
# SNN—NHARNEARRE LR —ANHBITEREFTER cache line K3K,
CACHE_LINE_BYTES = 64

COUNTER_BYTES = &

COUNTERS_PER_SLOT = CACHE_LINE_BYTES // COUNTER_BYTES

def _init_ (
self,
client_addresses: dict[str, Any],
client_count: int = 1,
client_index: int = 0,

# ERH R MAZEN client_config TAMEZFEA (multiprocessing.RawArray('q", ...)) ;
# pop FEIET{EIZ key M client_addresses i, # % ©%LE(E4 EngineCoreClient,
self._counters = cast(

AdmissionCounterBuffer,

client_addresses.pop("mp_admission_counters"),

)

self._client_count = client_count
# AHABREXZTRAPTHRBE T SN E A cache-line K/INFENL
self._slot_offset = client_index * self. COUNTERS_PER_SLOT

@classmethod

def num_counters(cls, client_count: int) -> int:
# HRXHELSEEFTIHRARER: HEH x SETRENEK
return client_count * cls. COUNTERS_PER_SLOT

def set_num_requests(self, count: int) -> None:
# REBCRMNE 0 MTEE, RALH

self._counters[self._slot_offset] = count

def get_num_requests(self) -> int:
# REFTAHEIELN, FRRRTRIERKNRE FERTF)
return sum(
self. _counters]client_index * self. COUNTERS_PER_SLOT]
for client_index in range(self._client_count)

)

vlim/v1/engine/output_processor.py
BB 8842: FE admission_stats 35 _update_admission_stats(), IEAHFERTKIE
REEFERESREIAN =N E O R P B ZAEAL
if TYPE_CHECKING:
#IXERREIEAN, BRIETHEIRMKH

from vlim.v1.engine.admission_control import SharedAdmissionStats



class QutputProcessor:

"""Process EngineCoreQutputs into RequestOutputs.

def __init_ (
self,
tokenizer: TokenizerLike | None,

*
’

log_stats: bool,

stream_interval: int = 1,

tracing_enabled: bool = False,

# BHEIBESA None, FTARIFTZEEBENRMA no-op

admission_stats: "SharedAdmissionStats | None" = None,

self.admission_stats = admission_stats
def abort_requests(self, request_ids: Iterable[str], internal: bool) -> list[str]:

for request_id in internal_reqg_ids:
req_state = self.request_states.pop(request_id, None)

# ik (BRBKBUETIER) SRV ERIRREKIER, FEELRRIBLHEY API server
self._update_admission_stats()
return request_ids_to_abort

def add_request(

self,

request: EngineCoreRequest,

prompt: str | None,

parent_req: ParentRequest | None = None,

request_index: int = 0,

queue: RequestOutputCollector | None = None,
) -> None:

# Track the external_reqg_id -> [internal_req_id, ...] mapping
self.external_req_ids[req_state.external_req_id]. append(request id)
# BERBEBILH request_states, RIFFEZFITHUEELCHEIZESR
self._update_admission_stats()

def finish_request(self, req_state: RequestState) -> None:

parent_req = reqg_state.parent_req
if parent_req and not parent_req.child_requests:
self.parent_requests.pop(parent_req.request_id, None)
ERRERAMALERBLAEIXE, BEHHREKNEE—NHDO

self._update_admission_stats()

def _update_admission_stats(self) -> None:

AR YRR TEKIERKE ANB O ZFEA, "



if self.admission_stats is not None:
self.admission_stats.set_num_requests(self.get_num_unfinished_requests())

W B

B RER sylvesterkaczmarek £ HBIERS: check_admission() ERBES1HEk, B&#
2R OutputProcessor.add_request() Z /574 BE# B CHBIMENAL, B server 7 LAR B
3| current < max FREKIT, REARESEH max_num_queued_regs; M3k [ R B
B2R LREIZRF reserve/release FHELRIEREANNEYINIRK, WRZEBALMRLMNE
PR A ILXAL", NickLucche HIEIN ZERE 451 “the concern is introducing overhead
on admission, so I think it's ok to trade atomicity here (with clear docs). I think we can
bound overshooting to num-api-servers though..?”, BI#EAZ LRI ANEHERFWNE, H
SRS AR M EZ TS A num-servers RAIBIET, sylvesterkaczmarek & EHIA
“docstring now explicitly calls max_num_queued_reqgs an approximate global cap, which
resolves the contract ambiguity I raised’s 5 —4%1%1t1TK B NickLucche: ZEIXIE
client_addresses.pop("mp_admission_counters", None) ByH|¥ia&kZRA S, “‘when
mp_admission_counters is not present, dont create the class and the rest is a noop”,
IEHARRIEFE —; fEE L EE ] feel the original approach might actually be cleaner”, {2
RAENRAMNEARA A HIBTNE A SENF RN 1o NickLucche #r¥#Z cache line [BF&
1+ $ 2 “pretty cool”, BRANFRERLUEIINIREZINEIBA, H47T _get global AMIARER nit
, AIEEEIRAREIRE, EEREHN,

« BHEAEANNIERTFM: BELERARZFMEFR (design): fRETBETMEZI;
AsynclLLM.check_admission B docstring B "hard cap" BXA "approximate global cap"
, reviewer £ FEHIIARAB X CERFMAE, RFMESH L ENEDNRASZH,

« SharedAdmissionStats B None X 5M3EME (design): RAEBNRAEXNT reviewer
A% SharedAdmissionStats.__init_ B client_addresses & 4438 H#E pop,
AsyncLLM H client_addresses is not None and "mp_admission_counters" in
client_addresses R ZE ZEH3E, OutputProcessor & SharedAdmissionStats | None,

« cache line B[R RIVEFEEREE X (style): FRENE%EM: HARBKRE
CACHE_LINE_BYTES / COUNTER_BYTES / COUNTERS_PER_SLOT %¥ &, &%
docstring 5% 245 HE % cache line false sharing; 1A /B EKRKEAN,
get_num_requests B NP K RE| Kfn,

*n =18 noop X MIEIE (question): ERIEFEEZVME : FERL B KEN A,
REARANENHZZEBERIFHAFERARIN n =1 B X, FHEEMEERE
APPROVED,

PNSESE-AL

« RE&: 1) EANERTAAVE (BFAIABRITERE) : check_admission() B9 - ¥#| - Bis
HBELRRTF, N A API server R —ANBFEIER AT gEEN HIE, RIFEBIANF L ENB S
F2EK; —-max_num_queued_reqs M LR FBEE AN TR/ LR, 5IBESHEIE XA
TRZEMHAE (AR—RET running & 40 & 10) , KBUBRES 4 REMNEENINSE
AREERNESL 503, TERKT AsyncLLM B docstring,



SchedulerConfig.max_num_queued_reqgs XA AT WF RS CLI FBIXXARE

ARXMHF &R H, BEXHARTHERG, 2) iTHEBATER: #BARAE add_request

/ abort_requests / _finish_request Z&bRlHT, E(T%3E OutputProcessor BY1ERIRSE

B2, =X APl server HREFAIFEREAIERY, ML ZBAKAEBEEIRBE, B%

AREAMEE SSEREEENG, SREESRITHESRHFLERE 503, 3) MERFS

#*= dict 8l#EA: SharedAdmissionStats. _init__ A pop M client_addresses FHEfR

mp_admission_counters, MiZ dict Z G B(E%

EngineCoreClient.make_async_mp_client(); &FRXKEH AsyncLLM.__init__ BIF TR E

iz dict, SHI key Bk (pop TERIAMES KeyError) HIRADEEMFRMERES, 4) K

YR EE: max_num_queued_tokens 4 XA E FHAHFZR get_num_queued_tokens(),

ZHETIZ TTFT QoS ERERRZFHREAER, KPR RRT —FENEX, 5) MiRE

X: ¥MARRIETREEELAHE, BEAEHALRAENNETAG (reviewer BIXKE

%), WERAHBAREITHREKKAR. 6) HrEEEATER: HREE

O(client_count) 8§ Python %1, 542 O(1), RA&E num_servers > 1 BigE T iZ3%Met

BHA, RINTRR,

- . AN /A —-api-server-count > 1 5 —-max_num_queued_reqgs HZFZ X
REREENNBRF, RNEREARTHIE (HTTP 503) MOl EA, EN / FEM
VNEER 2/ LR EFNTE, EHERBLSRRE AN BITAH. AF. 2%T4
A, ME#RE. RAHEMN: RIEZHE (spawn) FE—RKAI client_config LRI
FANFME (multiprocessing.RawArray) , S5BEAR ZMQ ik, tensor_queue.
stats_update_address BT RE—E#Z A ETANESR, FIIAFHEHEE; Tk
EZ cache line X35F, til%h T ZH#EE R —EHARH false sharing, HIFAM:
AdmissionCounterBuffer Protocol 5 SharedAdmissionStats A48
max_num_queued_tokens, EHREIRE / IEFRRSHBREZITHERE T T8 AER,
M IAERERR IR AT SRR 5 iR 5B XIRM T &hl.

« NFEFRIE: BENEBEXHELRBKAAMER , & - A - 5ERF, TEIEAN , BOHFEL
ENENTNR, , #HERRELZRMATLEIR , max_num_queued_tokens kEHHE

KRR L&

« PR #56249 [Bugfix] [Frontend] Handle aborted requests in beam search: [E+E 5% 7 B3
ERAEGRABR S PIERRZR . A PR WEZIHEIE E#E OutputProcessor.abort_requests
5 finish_request £, WE#EEZOFERKE I E TS FRREIKE T —3K,

« PR #53124 [Bugfix] Load reasoning parser plugins before headless engine config: [E
J& API server/headless R/ a0EARYERINT =& : % PR BHEREHSFARMETIIE
BLE, A PR NZ SharedAdmissionStats &7 EngineCoreClient Z BIM
client_addresses By (pop A&lEA) .

« PR #56990 [Rust Frontend] Add iteration token histogram: Bl —hk%&: Risk / 51 % M%k
ITEZH#HE., ZIEHRTHRES LR, A PR B EHBML LT NG EBLEHEE
NEFIEE, #YREH#HE A ILEARITERE,



