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PATHRE

- —A13E: SimpleCPU X #F hybrid ZBALESMNERIZR & P 03k

- WESME: BIEIEZ, ALHE SimpleCPUOffloadScheduler.update_state_after_alloc By
AR EMATS boundary handoff JH%ZE, EAMAIT [F—H#Ht token ZER [ block
size B group IE[AAfIATFF] XEHA hybrid M, BEEXTHN=RITRE: —2H
has_positionally_stable_blocks & I EJEirRETTH] #E K manager RAWTEES B
M, mIEECERY if mamba_mode == 'align' #l¥F; —EJUEIR~+%—3| coordinator B
group_block_sizes, Ml T EE B spec.block_size * cp_world_size FE=X,; =21 [#
ZRE &M handoffl F BoundaryStoreStats T3k ® E Xfb, ZHFAZEI hybrid R s B
Bt external prefix offload, R3EiZ% PR AR FFHN 89 2£ 523,

THRES B

PR body BAREIEH hybrid # & t SimpleCPU offload Foik el SRS ML E SRR B, FF
BHEPERRE: (1) Mamba 8 align #=, Tnulls interior states and relocates
speculative blocks in place, so its block table cannot be resolved by a monotonically
advancing positional cursor. The connector must consume the exact boundary
handoffs already published by the KV cache manager.] ; (2) TA prompt can end on
a hash boundary that is not a full-attention effective-block boundary. The positional
scan only preserves whole attention blocks, so the recurrent group and full-attention
group otherwise do not hold the same boundary and the hybrid lookup reconciles to
zero.] WANELILIBH spec.block size * cp_world_size JUAfEESIBE A group %
DCP Bk, S eager store RE AN—IR5 R, PR L #54735 Ak,

SRR

1. 3738 TRRMEFAZEM] WZE: & viim/vl/core/single_type_kv_cache_manager.py A
SingleTypeKVCacheManager 30 has_positionally_stable_blocks B (BRIA True) ,
¥ B MambaManager BE A mamba_cache_mode = "align". BREWLERFE——a0align
BREEZATRSH R HERT speculative block, HIERTHA B AR T EREAT %,
B E eager store B BIIRSEEUKE, tests/vi/simple kv offload/test kv _events.py
R KE test_mamba_dcp_metadata_guard # test_mamba_align_skips_positional_eve
nt_metadata B,



2. %— group JUETE42: vlim/v1/core/kv_cache_coordinator.py #3&
self.group_block_sizes = tuple(manager.block_size ...), FH ¥
allow_partial_hash_hits %% get_kv_cache_coordinator #E£3|
HybridKVCacheCoordinator (enable_partial_hash_hits = allow_partial_hash_hits and
has_partial_mamba_group) , BERBREIEE group_block_sizes BRE A
cacheable_block_sizes ARIBE., manager.py FEZ MR spec.block size *
cp_world_size FHER, %A self.group_block_sizes[g], _estimate lazy _target_blocks
W8 dcp_world_size_for_kv_cache_spec(spec, cp_world_size), %3 mamba /
sliding window / chunked-local &£ #|& group #% DCP &K,

3. ERERIR ZIFMKE SR E . SimpleCPUOffloadScheduler.get_num_new_matched_to
kens FEAMRIZRIE scheduler-block XFFEF warning once HRFIMERERK;
_pending_cpu_hits B (blocks, hit_length) # 4 (blocks, hit_length,
num_computed_tokens), {# update_state after alloc M block metadata R IEAM
R, SABAE B ERKRKA cdiv(num_external_tokens, g _block_size), destination #
MR num_computed_tokens // g_block_size, FF#3¥ num_external_tokens %
hash_block_size == 0 ¥ &,

4, £ERBTHY full-attention ERLREIR: 3¢ _find_fa_partial_tail_source #¥
_queue_finished_eager_store HiMNFIZ FA 3R, #RR prompt ZRE hash @ HR M
Mamba align B4 F handoff, (LEFTRRREERFE hybrid lookup VAE =& ;
1ZB812 2 SimpleCPU &#EK, A5 AEEH boundary_state offloads &3,

5. B ER boundary handoff ML : _prepare_eager_store_specs #E
scheduler_output.kv_connector_block_state.boundary_state_offloads, #%
store_state.finished / preempted_req_ids / finished_req_ids i¥&%&2%kiER, A
_StoreAdmission #ZELSEEGAMEER, FHAFLH BoundaryStoreStats i
published/stored/dropped_/skipped_ it%#%, 2 SimpleCPUOffloadConnector.get _bound
ary_store_stats() &,

6. MREEE: tests/vl/simple_kv_offload/test_scheduler.py ¥
_make_hybrid_attention_mamba_scheduler 3£B5
test_hybrid_store_uses_resolved_group_block_sizes.
test_dcp_mixed_cache_loads_fine_grained_external_hit.
test_finished_eager_store_caches_fa_partial_tail_for_hybrid_hit.
test_finished_eager_store_does_not_duplicate_completed_partial_tail.
test_external_lookup_rejects_misaligned_local_prefix.
test_fine_grained_external_hits_require_eager_offload,
test_eager_store_does_not_scan_mamba_blocks_positionally ERH; lazy N\
allow_partial_hash_hits=not lazy offload &% scheduler-block %%,

R

« vlim/v1/simple_kv_offload/manager.py (#£3& ##HRFE; K7 source; EA core-logic;
5 _StoreAdmission, BoundaryStoreStats, _classify_store_candidate,
get_boundary_store_stats) : SimpleCPU offload @ZEMZ: MRFHE group JUE. 28
A% coordinator ##HTHY group_block_sizes BRETSMER token SEFE, i
_StoreAdmission/BoundaryStoreStats/_find_fa_partial_tail_source 338 % boundary



handoff, EARZNEESFA review £ E 8% 2o
. tests/v1/simple_kv_offload/test_scheduler.py ({3 EEMR; K7 test; KA
test-coverage; 45 _make_hybrid_attention_mamba_scheduler,
test_hybrid_store_uses_resolved_group_block_sizes,
test_dcp_mixed_cache_loads_fine_grained_external_hit,
test_finished_eager_store_caches_fa_partial_tail_for_hybrid_hit) : 3 672 fTE T
i&: _make_hybrid_attention_mamba_scheduler £ B#53:& attention + Mamba X group
WER, BEAIUA. @REIRG PG, FA ROBRIFEMEEEE. lazy [1EEF, EX
IRER N T B M B £ EARE
vlim/v1/core/single_type_kv_cache_manager.py (#ik ZHFEHE; 5| source; XA

core-logic; 5 has_positionally_stable_blocks) : #3g
has_positionally_stable_blocks &M, & MU EBBARRETIRMIZIRE] $E AN manager &
249, B MambaManager ¥ align #RX3RE False, Zi#%# offload 335 Mamba K
HMEXHRBEED,

vlim/v1/core/kv_cache_coordinator.py (13t Z&WMIE; 25| source; LA core-logic;
45 HybridkVCacheCoordinator.init, _cache_hit_alignment_tokens,

get_kv_cache_coordinator) : coordinator #3g group_block_sizes AfLE M5
allow_partial_hash_hits &%k, ®iE KA SimpleCPU JUATENE—RIR, E&iL lazy
offload X &2 hash e HHR#F scheduler-block X5%; RERMEIET
cacheable_block_sizes B94p4 1 X,

. tests/v1/simple_kv_offload/test_kv_events.py (13 E4EMHR; 25| test; LR
test-coverage; {45 test_mamba_dcp_metadata_guard,
test_mamba_align_skips_positional_event_metadata) : A
test_mamba_align_skips_positional_event_metadata BRJREHY
test_mamba_dcp_metadata_guard, BiE Mamba align AFRBMLER/B LS4, R
BHE R handoff ik, IIET has_positionally_stable_blocks % 8947 A Z Ak,

« vlim/distributed/kv_transfer/kv_connector/v1/simple_cpu_offload_connector.py (&3t
MR &EH| source; ER core-logic; &5 get _boundary_store_stats) : EHEL L
get_boundary_store_stats() &£ DO, EREME BoundaryStoreStats ZRELRA T,
BXOR [BEREZR) B — TN E O,

KBS SimpleCPUOffloadScheduler.get_num_new_matched_tokens,
SimpleCPUOffloadScheduler.update_state_after_alloc,
SimpleCPUOffloadScheduler._prepare_eager_store_specs,
SimpleCPUOffloadScheduler._queue_finished_eager_store,
SimpleCPUOffloadScheduler._find_fa_partial_tail_source,
SimpleCPUOffloadScheduler._classify_store_candidate,
SimpleCPUOffloadScheduler.get_boundary_store_stats,
SingleTypeKVCacheManager.has_positionally_stable_blocks,
MambaManager.has_positionally_stable_blocks,
HybridKVCacheCoordinator._cache_hit_alignment_tokens,
SimpleCPUOffloadConnector.get_boundary_store_stats



RERED R B

vlim/v1/simple_kv_offload/manager.py

SimpleCPU offload REMIE: MERFHE group JUMA. KA coordinator A#HTHY
group_block_sizes BRETHMER token &, #3E StoreAdmission/BoundaryStoreStats/ find
_fa_partial_tail_source ##JE % boundary handoff, BAXIhEESF review 158 9% =,

SR BET (update state after alloc, Bi% PR EX EFEIE) .

def update_state_after_alloc(self, request, blocks, num_external_tokens: int) -> None:
pending = self._pending_cpu_hits.pop(request.request_id, None)
if pending is None:
return
# pending =0 A =7T4A: num_computed_tokens &4 PAEAT BT BY A ATER,
# IR A CAINRREAL, FBEFEM block metadata R,
cpu_hit_blocks_full, _, num_computed_tokens = pending

#EMIKIEREERIE D, FTARMATSR A MTETE scheduler block 4R+,
assert num_computed_tokens % self.block_size == 0, (
"SimpleCPU external loads must start at a scheduler-block boundary"
)
# YKL 4P RARIE hash block X5, B WEERIE R LERE;
# hash XFARFASIRIL, CARIEIIERE BB A EA group ERF Fik,
assert num_external_tokens % self.hash_block_size == 0, (
f"num_external_tokens={num_external_tokens} is not aligned to "
f"hash_block_size={self.hash_block_size}"

cpu_hit_blocks: list[list[KVCacheBlock]] = []

for g in range(num_groups):
# A coordinator fEHTH BIPFEIRA/NERIR, BRAXIBEY
# spec.block_size * cp_world_size FE D02 (FHESILEHIR group 3% DCP K K) »
g_block_size = self.group_block_sizes[g]
n_take_g = cdiv(num_external_tokens, g_block_size)
cpu_hit_blocks.append(cpu_hit_blocks_full[g][:n_take_g])

gpu_block_ids: list[int] = []
for g in range(num_groups):
#.. (BRE5RBELEXNLX)
if n_ext_g == 0:
continue
g_block_size = self.group_block_sizes[g]
# destination & & EEBHAMATLR token HERUARARA/NEE,
# RE A total_computed_tokens R3f: RIERELZAIRA/IMER A K.
gpu_ext_start = num_computed_tokens // g_block_size
group_gpu_ids = block_ids_by_grouplg]
for i, cpu_blk in enumerate(cpu_blocks_g):
# ... (JNERREANHEE| destination AL E L)
pass



E R boundary handoff BSE 5 EANDE (_prepare_eager_store_specs, # diff 5
review &0EE)

# £ boundary handoff: REBR AR T A, FAERFEMERIE,
# AXE A B CHMNERRTRE, TNLEREKR. EZERENLBES
# HEEKE block L&A hash &A%, FTAELRHAERRTER,
block_state = scheduler_output.kv_connector_block_state
boundary_offloads = (
block_state.boundary_state_offloads if block_state is not None else {}
)
stats = self.boundary_store_stats
preempted_req_ids = scheduler_output.preempted_req_ids or ()
for reqg_id, entries in boundary_offloads.items():
store_state = self._reqs_to_store.get(req_id)
if (
store_state is None
or store_state.finished
or reg_id in preempted_req_ids
or reqg_id in scheduler_output.finished_req_ids

stats.published += len(entries)

stats.dropped_request_gone += len(entries)

continue

for _group_idx, gpu_block_id, _hum_tokens in entries:

stats.published += 1

# BMEERA HAFEANLE W, decline RE2IRZEI|ITHEE L,

#E% [GPRIELTMERLAHE XMERRKE,

admission = self._classify_store_candidate(gpu_block_id)

if admission is _StoreAdmission.READY:
cpu_block = cpu_block_pool.get_new_blocks(1)[0]
merged_gpu_block_ids.append(gpu_block_id)
merged_cpu_block_ids.append(cpu_block.block_id)
# block_meta MG PN id 5| RZE TAR—— R; handoff B9 hash
# ESERETERR, FTRUX BAN—ANE dict Sz, F
# _process_store_completion HIKER &2 LRI FIHKEL metadata FE1L,
if merged_block_meta is not None:

merged_block_meta.append({})

in_flight.add(gpu_block_id)
stats.stored += 1

elif admission is _StoreAdmission.ALREADY_CACHED:
stats.skipped_already_cached += 1

elif admission is _StoreAdmission.IN_FLIGHT:
stats.skipped_in_flight += 1

elif admission is _StoreAdmission.NULL_BLOCK:
stats.dropped_null_block += 1

elif admission is _StoreAdmission.NOT_HASHED:
stats.dropped_not_hashed += 1

tests/v1/simple_kv_offload/test_scheduler.py



i 672 TETTMIR:  make _hybrid_attention_mamba_scheduler 2 B #3& attention +
Mamba X group RAEE, BEAUE. MAEIIRGTPEET. FA BRI EMEEXE.
lazy 112%, EBRAORKATEIEM M T EBIRIE,

FIERBLUANE (Tik, BEHEHE) .

def _make_hybrid_attention_mamba_scheduler(
num_cpu_blocks: int = 8,
num_gpu_blocks: int = 16,
attention_block_size: int = BLOCK_SIZE,
block_size: int = 4 * BLOCK_SIZE,
scheduler_block_size: int | None = None,
hash_block_size: int | None = None,
dcp_world_size: int = 4,
lazy: bool = False,
mamba_cache_mode: str = "align",
enable_kv_cache_events: bool = False,
) -> SchedulerFixture:
"""Build a scheduler for one attention group plus one Mamba group.
# attention 85 mamba A3 ZE scheduler_block_size (FREH® LCM)
# MambaSpec B block_size % B K H X FMKE hash 4,
attention_spec = FullAttentionSpec(
block_size=attention_block_size,
num_kv_heads=NUM_KV_HEADS,
head_size=HEAD_SIZE,
dtype=DTYPE,

)
mamba_spec = MambaSpec(
block_size=block_size,
shapes=((1, 1),),
dtypes=(torch.float32,),
mamba_cache_mode=mamba_cache_mode,
)
vlim_config.cache_config.prefix_cache_retention_interval = 0
vlim_config.cache_config.mamba_cache_mode = mamba_cache_mode
sched = SimpleCPUOffloadScheduler(
vlim_config=vlim_config,
kv_cache_config=kv_cache_config,
cpu_capacity_bytes=cpu_capacity_bytes,
scheduler_block_size=scheduler_block_size,
hash_block_size=hash_block_size,
lazy_offload=lazy,

)

return SchedulerFixture(scheduler=sched, gpu_block_pool=gpu_block_pooal, ...)

def test_hybrid_store_uses_resolved_group_block_sizes() -> None:

"""Replicated groups must not be scaled by the DCP world size.



attention_size, mamba_size = sched.group_block_sizes

assert attention_size == attention_block_size * dcp_world_size

# S %|& group RIFE FH K/ DCP AIBETFF,

assert mamba_size == mamba_block_size

# WA group ML EFRE, FEIERAIARRSMEIH offload;

# % cp_world_size =K, mamba ARSE N—F MR,

assert sched._reqgs_to_store[req.request_id].num_stored_blocks == |
confirmed // attention_size,
confirmed // mamba_size,

]

viim/v1/core/single_type_kv_cache_manager.py

3 has_positionally_stable_blocks B, € ML EBIrEETIRMIZRK] %A manager
REY), IHEH MambaManager % align 3K E False, Zi&E#H offload F#5 Mamba IR
MEX WX EED,

class SingleTypeKVCacheManager(ABC):
supports_fine_grained_hash_lookup: ClassVar[bool] = False

@property
def has_positionally_stable_blocks(self) -> bool:
"""Whether positional offload scans can follow this block table.

True means already-scanned indices will not be reused for a different
token range. Managers may still null blocks that left their retention
window, as long as the cursor's positional history remains valid.

# BRAREREMERE: SHEHAENN TR ARERBIRCE,
# RARRMIRITREA TN spec TREET,

return True

class MambaManager(SingleTypeKVCacheManager):
supports_fine_grained_hash_lookup: ClassVar[bool] = True

@property

def has_positionally_stable_blocks(self) -> bool:
# align A H Mamba REAZCRSE L, FIE speculative block FEIHRET,
# LB TABT R, all FHEENRIFALE Lo9FE M,

return self.mamba_cache_mode != "align"
\ \ W
T X AL

« CodeRabbit & vlim/v1/simple_kv_offload/manager.py & 707 7% 4 Critical &B|%Ei6:
Imerged_block_meta must stay index-parallel with merged_gpu_block_ids -*- When
enable_kv_cache_events is True - _process_store_completion then fails its
len(block_meta) == len(gpu_block_ids) assertion) , FZE X FREFER—NZ dict,
{E&EE [Fixed. The boundary loop now appends an empty metadata dict alongside



the block ids - Covered by test_boundary_handoff_keeps_block_meta_index_parallel,
which fails without it.]

CodeRabbit £ _queue_finished_eager_store Mi3¥T (58 1169 4T) & Major [BfL: %
decode token BEE— prompt MIBIRIEM, select_eager_blocks_to_store() BUKA
%3k, find_fa_partial_tail_source() B3R EIRE—3R, [This appends one GPU block
twice, allocates two CPU blocks, and reduces effective CPU-cache capacityl . 1E#&
HiAFEn L partial_tail not in gpu_ids 5 EY3 A4
test_finished_eager_store_does_not_duplicate_completed_partial_tail,

MR BB FANREW nitpick: H—, get_num_new_matched_tokens B H &k & 22Xk
H caplog_vlim fixture 3k caplog (FE%E test_scheduler.py 2367-2373 4T7) ; H=,
_make_hybrid_attention_mamba_scheduler # num_cpu_blocks FA2K,
cpu_capacity_bytes B GPU tensor R<#%, HiREMH fixture K& num_groups, X
ZAEREHMAEFZARRNERDE, BT EERSA,

$3PE dllehr-amd B3 APPROVED ( [Thanks @YukioZzz]l ) , KRBHFIMEIARRIN;
billishyahao thBI#K A review 384 CI kK,

WARAMEZIREL: mergify REIR merge conflict, /amd-ci run EARFREIESZ R, &AL H
shen-shanshan fii%& AMD CI #12806 / #12818 / #12829, k& &G XM /ci run § /ci
retry,

boundary handoff B block_meta 5 block id % & & T AR T (correctness): YEE#aIA
&8 . A FEIFHNE metadata GAL, HFE test_boundary_handoff_keeps_block_meta
_index_parallel VARG, BIBMEE I35 NIZMEIFFEIIRA commit fa 2 B AT commit,
FA I EIRFTREM E E 5%, EE & CPU block (correctness): fEE it partial_tail
not in gpu_ids 5F 1, F*h test_finished_eager_store_does_not_duplicate_completed_p
artial_tail, WEAIZAGIERE F IS KK,

Mk B EWr = RAE A caplog_vlim fixture (testing): ¥R IBABRNICE, BTFREE
o

FOMIAREH num_cpu_blocks SHCRAERK (testing): BT REMRMmMIFLAIAK R,
PRIVEEIRE, REREEZEEAMARFALBELE,

« Cl 563 ERHREHHE (other): PR &3 AMD CI 5 Lji5 CI /5 dllehr-amd #tg4&

#0
R 5 B0
. RS

1. EREMERAGHIRE : has_positionally_stable_blocks BRIA True, RE&
MambaManager BE, ZEE LGS RMMITRE A TR spec Msie&E, eager
store SEFBRILEE IR token SEEM KV UE3% hash £, BT HEUERHIERAMEER)T,

2. BERBIELY . eager store KR scheduler_output.kv_connector_block_state.
boundary_state_offloads B9 NE5 F A 8Hl, L (KV cache manager / scheduler)
ZIRE handoff 1B X, ThEERBMAAMRAFRMIERE, RAESE BoundaryStoreStats
TTHERA I,



3. AR SR E R R RIEEN . get_num_new_matched_tokens £
num_computed_tokens % self.block_size |= 0 B EZERFIIERER (
logger.warning_once) , PR #FE Limitation F/&IA TIf a local prefix is not
scheduler-block aligned, SimpleCPU keeps the local hit and skips the external
lookup rather than starting a transfer inside a destination block.]

4, RESEH: finish RFGH FA L RRESTUME A CPU block, H len(gpu_ids) <
self.cpu_block_pool.get_num_free_blocks() 7 append Bl R —> KA, HEZET

5. %2 M HybridkVCacheCoordinator. _init__ 5 get_kv_cache_coordinator #73%&
allow_partial_hash_hits: bool = True BRiAS$k, X RESHNRAFRIFIBITAH;
group_block_sizes BRI EEARNLBIBME, EH% cacheable_block_sizes RE M
AXH, RFQFE,

6. RIEAN: SEARAETNLR, 3E|5mIERMERBIEEE Kimi-K3 TP8/DCP8 5
Qwen3.5-4B TP8/DCP2 LA LS (GSM8K. AgentX/AlPerf) , RV e[#FL:EYT
8 e2e A, - #ra: APM: hybrid #8 (Kimi-K3, Qwen3.5 iX3& GDN X ##
MambaSpec #8) 7 eager SimpleCPU offload TFAEE IE 4 $4MER KV——PR body % H
Kimi-K3 replay external hit 4048896/4693652 = 86.26%. Qwen3.5 93.44%, A
cold/replay #itH—3%k, & %M|: KVCacheCoordinator.group_block_sizes 5
allow_partial_hash_hits R AEEIREED, has_positionally_stable_blocks BA KV
cache manager 5 connector Z [EMIFT 3 2y; R kv_connector_block_state F&A
eager store BI—Fi A, &4 / BIFAMI: BoundaryStoreStats =t T
published/stored/dropped_reason &it#k2, i AR offload FEeGHERTHE] M
7o H EBEFEBRIT AT R T WM IE R, - NFARID: BOREATE | BEREATE
Mamba align IEX#EE , D> CERREBRAG , LSBT EE AL

KERRBKL

+ PR #54735 SimpleCPU offload RIEZKE (A& PR B94&#E) : PR body BA#S [Stacked
on #54735] , A& PR B4 head_ref #é8& A yichaozhu/pr53917-fine-grained-hybrid-hit
s, WHAYNE hybrid 2 —ZEHFLHEFHNThEEL,

« PR #55531 [KV Connector] Support symmetric DCP disagg for hybrid mamba models:
EJ& hybrid mamba + DCP + KV connector A8, KahXH5
vlim/distributed/kv_transfer/.../nixl/*. vllm/config/parallel.py HXEIEX, 4~ PR B
DCP AJLfAI R {2 AL Z R,

+ PR #53695 [ROCm][Feature] Support KV connectors with
ROCM_AITER_UNIFIED_ATTN: [@—% TKV connector 5 attention backend / Z&FH &
] RS, A PR 8 has_positionally_stable_blocks 5
supports_fine_grained_hash_lookup J&F B3 manager REARA,

« PR #49962 Mamba + DCP E4-n#iEiRB2MBEE (A PR MIRFIA) - BMIFRE
test_mamba_dcp_metadata_guard docstring ¥E5 8] When #49962 fixes the capture
path, the guard stops triggeringl , 2~ PR H
test_mamba_align_skips_positional_event_metadata BRNIZSF LK S, REKE



Mamba+DCP E4u4kiE L EERA X,



