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# vllm/models/qwen4_exp/nvidia/ple_layer.py # Qwen4ExpPLEFp8EmbeddingMethod
K H KRB

class Qwen4ExpPLEFp8EmbeddingMethod(QuantizeMethodBase):
""FP8 PLE embedding with one global checkpoint scale."""

def create_weights(
self,
layer: nn.Module,
input_size_per_partition: int,
output_partition_sizes: list[int],
input_size: int,
output_size: int,
params_dtype: torch.dtype,
**extra_weight_attrs,
) -> None:
# .. BRRHEASHAIE .
# KRBT E: ¥ scale_dtype M torch.bfloat16 XA torch.float32
# X{#48 create_fp8_scale_parameter &f# A finfo.min " BE# AL S
# Mt S VRS L E0E A B SR A 3 A 4e Ak B F

weight_scale = create_fp8_scale_parameter(



PerTensorScaleParameter,

output_partition_sizes,

input_size_per_partition,

None,

weight_loader,

scale_dtype=torch.float32,
)

layer.register_parameter("weight_scale", weight_scale)

def process_weights_after_loading(self, layer: nn.Module) -> None:

"""Reject FP8 PLE checkpoints without a global scale.""

# IWHIIEA R, EFMARE AL MERTRERELRER

# sentinel & create_fp8_scale_parameter ZERIZHLEkIE BE FH 69 ZRIAE

sentinel = torch.finfo(torch.float32).min

# 413R weight_scale PEEE T, RALBEKETHRE

if torch.any(layer.weight_scale == sentinel):

raise ValueError("FP8 PLE checkpoint is missing its global scale")

# ... B8& apply o embedding 7% ...
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