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# run_kda_projection_overlap REKAIREIZOH EZBE F X

# ZRBEAREREBRMAHAD, B QKVG fo FAB/FB B/MTE S X

# 2RI X E|E CUDA #HiAn%HEh CUDA 7, SLIH LT,

def run_kda_projection_overlap(
hidden_states: torch.Tensor,



packed_weight: torch.Tensor,
f_b_weight: torch.Tensor,
aux_stream: torch.cuda.Stream,
events: tuple[torch.cuda.Event, torch.cuda.Event],
) -> tupleftorch.Tensor, torch.Tensor, torch.Tensor]:
"""Run the TP8 KDA decode projection branches concurrently.

num_tokens = hidden_states.shape[0]
gkvg_weight = packed_weight[:_KDA_QKVG_SIZE]

def run_gkvg() -> torch.Tensor:
# ER: HE QKNV/G B
if config := KDA_QKVG_CONFIGS.get(num_tokens):
return shape_dynamic_skinny_gemm(hidden_states, gkvg_weight, config, None)
if num_tokens <= KDA_PROJECTION_OVERLAP_MAX_TOKENS:
from flashinfer.gemm import mm_bf16
return mm_bf16(hidden_states, gkvg_weight.t(), pdl=True, backend="cute-dsl")
return torch.mm(hidden_states, gkvg_weight.t())

def run_fab_fb() -> tuple[torch.Tensor, torch.Tensor]:
# B WHHE F_A/beta fo F_B &%
if num_tokens ==
# ERAERH skinny GEMM Fof&8 F_A GEMM
projected_fab = shape_dynamic_skinny_gemm(...)
f_a, beta = projected_fab.split([128, 12], dim=-1)
f a =f_a.as_strided((1, 128), (128, 1))
gl = torch.empty(...)
ops.dsv3_fused_a_gemm(gl, f_a, f_b_weight.t(), enable_pdl=True)
else:
# FERI KdaSkinnyGemm S E3RE| torch.mm

return g1, beta

# A ZARTEFLZBPATRANDREK
projected_gkvg, (g1, beta) = maybe_execute_in_parallel(
run_gkvg, run_fab_fb, events[0], events[1], aux_stream,

)
return projected_gkvg, g1, beta

vlim/models/kimi_k3/nvidia/ops/cute_dsl/kda_skinny_gemm.py

S, SZILT EHAT F_A/beta #n F_B #IRBHRE B CuTeDSL GEMM A%, =MERERA
B 5% SRR AR EL A,

# _KdaSkinnyNGemm H## launch BLE 5401+ E B

# IZAAZE T F_A/beta %8 (B @ [M, K=7168], &RE : [N=144, K]),
# BB EE N #7045 (split_n), & block &3 N B9—F4%,

# MmSZILABRLE AT, FFaliEa/ MEES R,



class _KdaSkinnyNGemm:
def __init_ (self, num_rows: int, split_n: int) -> None:
# num_rows XTI token # M, split_n Z#HEZE 102Kk
self.num_rows = num_rows
self.split_n = split_n

@cute.jit
def _call__(self, a, weight, output, stream):
# BEIAAL, block #£EA _FAB_BLOCK_SIZE (K MEME )
# grid £E A _FAB_N // split_n
self.kernel(a, weight, output, copy_a, copy_weight).launch(
grid=[_FAB_N // self.split_n, 1, 1],
block=[_FAB_BLOCK_SIZE, 1, 1],
smem=..., # £ZRHEKRN
stream=stream,
use_pdl=True, # B PDL UZIE5TARNEH ES
min_blocks_per_mp=1,

@cute.kernel
def kernel(self, a, weight, output, copy_a, copy_weight):
# 1. NeRAFREMNBRE A FFE
#2 EHEREFTREMEHE (FMA)
# 3. 3¥ warp shuffle 3#47Y34
# 4. MY BEARLZTAR, BE—NEREZRREN block RIFH
#5 BRALREELRANRAE

vlim/models/kimi_k3/nvidia/kda.py

KimiK3DeltaAttention BEIE XM, BHAZFMANER S, FE T XHiHBIRAH L BAH
A X HF,

# KimiK3DeltaAttention.forward # :H B3 & 1% kR 48
# X R M RERAL AR R AT A (£ 4B T 9 SZ PR A

def forward(self, hidden_states, positions):

num_tokens = hidden_states.size(0)

projection_events = self._projection_events

projection_aux_stream = self._projection_aux_stream

# KA NT: BEERBAFLARYEAEZ

if (
0 < num_tokens <= self._projection_overlap_max_tokens # token ¥Z&E A FSEEN
and hidden_states.stride() == (self.hidden_size, 1) # MIAKEZELBITEF
and projection_events is not None # &4 243
and projection_aux_stream is not None # 3EBhk B3Rt
and torch.cuda.is_current_stream_capturing() # %ai&F CUDA EHHIEF

from viim.models.kimi_k3.nvidia.low_latency_gemm import run_kda_projection_overlap

#ARAFRIRY, EERILSHEN QKVG fo F_B ik, Bk REHBRYHHFD



projected_gkvg, g1, beta = run_kda_projection_overlap(...)
mixed_gkv, g_proj_states = projected_gkvg.split(...)
else:
# EERB|RA NN TR B2
projected_gkvgfab = self.in_proj_gkvgfab(hidden_states)[0]
projected = projected_gkvgfab.split(...)
mixed_qgkv, g_proj_states, f_a, beta = projected|:4]
gl = self.f_b_proj(f_a)[0]
#... BEITERE
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