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HATHREZE

« —A)3E: £ R HC combine-norm WAZALIE MTP i\, I=F QwendExp HERIEIR AL,

- ESE: % PR E—NEMNMERZIERAMEEMRM. TRRT WfEN # R fols b A
X E RNRBFIREAMER, FIHRE (WEEFEANIEE) EEFEY. EXITREIFEE Triton
NAZBISEI, (he.py) Fn MTP REVEHM (mtp.py) , COEMEREESAAZBNZITHRE. XTX
SEHEIEMERERORIRA, Bb PR BT AL LOTERERNNSE,

THRES B

HLESE R MTP B2+ E LM add-and-norm A%, EiXE A EAE HC combine RAZEE
ARED IR A MR, PR body HRARETE H . 'Reuse the existing Qwen4Exp HC combine
kernels for MTP input instead of maintaining an MTP-only add-and-norm kernel.' [E BT,
I AIVEFE NFEEHAV4FIL, & MTP B2 (TEAN) BUTE R,

LI RE

1. 3IBEAY R 1B2K GatedResidual 2& (hyperconnection.py) B4 combine_and_mix #n
combine A3k, ¥ prev_injection fn injection %R M torch.Tensor BXA
torch.Tensor | None, AXIFEALEAN, [P EH QwendExpDecoderLayer (model.py)
LB E, ¥ prev_block output is not None and prev_injection is not None &4k,
A prev_block_output is not None,

2. MTP BRI EHM: & mtp.py B Qwen4ExpMTPModel.forward F, 3§ fc_embedding 89%i
H1EA prev_block_output (£ 4AAEME R, MABFHPIUTIREIE, BIRT RKH
inputs_embeds.unsqueeze(-2) + hidden_states #/E, sk BNAALEEH HC combine
BRAZREE

3. Triton WE4FML: & hc.py #, X _hc_combine_kernel 1 _hc_combine_norm_kernel
WAZARI HAS_INJECTION iFREE, ATRZRETEAFETEETA None #1741,
BADEANBEARBY sigmoid WHEAEAME, FHRAMAN % T /AL R,

4. MXEE: T test_hc_ops.py FHFEHEAMIRAMG: test_hc_combine_unit_injection #n
test_hc_combine_norm_unit_injection, &z ¥ {7 A8 combine 1 combine_norm #
1B, FEBAMIRATRR token # (1. 17. 2048) ,

5. MEREISIE: A ABRMEENR (B200 GPU) FIFH#ADF NEZaMEERA (1.5x-4.8%)
, URABEANBIZEK token ZLTFHKE (4 20%) , HHalk GSMBK 3 RsmAR E oMo



R

vlim/models/qwen4_exp/nvidia/ops/hc.py (#3k RAZEF; 25| infra; HA

infrastructure; &5 _hc_combine_kernel, _hc_combine_norm_kernel, hc_combine,
hc_combine_norm) : #%: Triton WAZIEER, SEIAHE NS, ZEMRERARXE,

vllm/models/qwen4_exp/nvidia/mtp.py (3R MTP #&R: 25| source; EH

data-contract; 45 Qwen4ExpMTPModel.forward) : MTP R EHy, FHAHEER
fFALIE HC BB R AR R R, BT ENXE,

vlim/models/qwen4_exp/nvidia/hyperconnection.py (#i3k HC t&3k; 27| source; R

data-contract; {5 GatedResidual.combine_and_mix, GatedResidual.combine) :

GatedResidual EHIFESAYT B, ZFTHIANSEK,

tests/models/qwen4_exp/test_hc_ops.py (#E3k MR; 5| test; EA test-coverage;

&5 test_hc_combine_unit_injection, test_hc_combine_norm_unit_injection) : Fr3EM|
REBEEADEANE combine #2 combine_norm 42,

vllm/models/qwen4_exp/nvidia/model.py (11 fBRBEE; 2% source; EH

data-contract; &5 Qwen4ExpDecoderLayer.forward) : #BR% 2 Z&MARERE, AW
prev_injection A None,

X85S _hc_combine_kernel, _hc_combine_norm_kernel, hc_combine,

hc_combine_norm, GatedResidual.combine_and_mix, GatedResidual.combine,

Qwen4ExpMTPModel.forward, Qwen4ExpDecoderlLayer.forward

KELRAD B

vliim/models/gqwen4_exp/nvidia/ops/hc.py
ks Triton WARMEER, SZEREF NG, EMRERARXKE,

# ZORAZ _hc_combine_norm_kernel B9 &, B RAI¥F NIE5HEILZ 48
def _hc_combine_norm_kernel(

block_ptr, res_ptr, inj_ptr, out_ptr, y_ptr, w_ptr,

stride_block, stride_res, stride_inj, stride_out, stride_y,

HC_DIM: tl.constexpr, HC: tl.constexpr,

HAS_INJECTION: tl.constexpr, W_SHARED: tl.constexpr, EPS: tl.constexpr,
BLOCK_SIZE: tl.constexpr, launch_pdl: tl.constexpr,

) -> None:

pid = tl.program_id(0)

row = pid // HC

stream = pid % HC

offs_hc = tl.arange(0, HC_PAD)

mask_hc = offs_hc < HC

tile_ids = tl.arange(0, NUM_TILES_PAD)
offs_inner = tile_ids[:, None] * BLOCK_SIZE + tl.arange(0, BLOCK_SIZE)[None, :]
mask_inner = offs_inner < HC_DIM

offs = stream * HC_DIM + offs_inner
w_offs = offs_inner if W_SHARED else offs
# mEFFRE (FRATKA)

res = tl.load(res_ptr + row * stride_res + offs, mask_inner, other=0.0)



if HAS_INJECTION:
# AVEANBEZR: ESEN logits HnEk block
inj = tl.load(inj_ptr + row * stride_inj + offs_hc, mask_hc, other=0.0)
block = tl.load(block_ptr + row * stride_block + offs_inner, mask_inner, other=0.0)
inj = 2.0 * tl.sigmoid(inj.to(tl.float32) / HC)
block = block.to(tl.float32) * tl.sum(tl.where(offs_hc == stream, inj, 0.0))
else:
# BADTABZ: BEEME block, TEATHE
block = tl.load(block_ptr + row * stride_block + offs_inner, mask_inner, other=0.0)
block = block.to(tl.float32)
# RAIEFEE AN (RERAMELR)
out = (res.to(tl.float32) + block).to(out_ptr.dtype.element_ty)
tl.store(out_ptr + row * stride_out + offs, out, mask=mask_inner)
out = out.to(tl.float32)
# 3N E A E
sum_sqg = tl.sum(tl.sum(out * out, axis=1), axis=0)
rrms = tl.rsgrt(sum_sq / HC_DIM + EPS)
if HAS_INJECTION:
# AFEANEAR . R NEFB)T—ARE LR FERKSE B
w = tl.load(w_ptr + w_offs, mask_inner, other=0.0)
else:
# BADEARZ: RAMB)T—MURE (HHEEA E)
w = tl.load(w_ptr + w_offs, mask_inner, other=0.0)
y = out * rrms
y +=y * w.to(tl.float32)
tl.store(y_ptr + row * stride_y + offs, y, mask_inner)

6 A 4
oIt E R Triton WA SZILAY .

ENEEHME AR gau-nernst ZEIVUEFA if inj_ptr is not None 3474k, MIERIFRE
B, Triton @BHIERFRGBFMUARAR, geanlin BARANT HE, #/A Python EEH
if inj_ptr is not None ¥|#f,

- AR EM: gau-nernst BN EENL KR, ERBHRKBER, geanlin MEFEN
FEANBREERRNFHEATAMML, FERT HESIRVGERARE M,

« FOEMNRIER . gau-nernst RPIEMEENIR XHFRRE|©E, geanlin FEEBIR T %2 X4
, REERKBE PR fER P,

s RATIHEIR: ERZHRUNR, RAREZ_LFEHR/HFTA, EH token-major BEHH
Mo ARAVE BALENBRZ PR AT )T — AR E SR ITE R — 3K,

. Triton RAZSFLA R (design): XA Python BEEEIREFEETHINT, B Triton BahbIB4F
1o

- NEREEENES HERETFET (design): BEZABNTEE RE UMK EEHERA, ERE
PRIFHZRFDLEM,

o BOAENMR SRR KR (other): EENRER{IREE PR R, FRRFIOE,



o BT NRZMALET (performance): B EZEAFHTAR/IMURE ES, FRNE
NIAERARFAERE

R &5 7
« R
1. ERAMEXFR: Triton RZBSFILIERATRESI ABMEZ R, (B PR #EH T 2@ ETNIR
(BEZF[F token k) Au3pB|ig GSM8K W& (RBE L) , BIKT X,
2. MEEEIANFE: XNAFARZOAZA R RETRER HEEE. EENRETRK token K
THEERA, /N token KT LEBEZMN, RKARFKETIE,
3. FEEMNRG: TERPM QuendExp EAE MTP B2, WHAMER TR H, ERFEHR
FREAIKK HC combine BYEEZ (WIEFARFDE) REZRMH,
4, BIPHERFE: AZREER THEIAEHE—THRERRZ, ROTREBES, BT
NEHERE, BEAPEIRIAMEATIARRHNESR,
< B
1. AP & XPRER QwendExp RAEFBA MTP (ZL9BFUN) AR, HEEE
#A (1.5x-4.8x) , FANIRIEFRRE,
2. RERM: #’AT GPU AEZRE, RHERIFLIK token IR T. HAZRKR (
BF. it8) THIMEE,
3. BIRAEm: mP> 7 MTP T AANZNEF AR, %— T HC combine B9, BRITE
Gfitt. MIAB 2N RBEATRERBRE, - NRRD: RZFFCIERKE |, HREE
JARFE , MTP BIZ4EE T

KERAK L&

« PR #54560 [Perf][Qwen4Exp] Optimize M=1 SMA0 decode path: PR body BA#A3E A&
PR RE XK #54560, BEEHIEA QwendExp M=1 SMA0 L BE12, AR PR $xf MTP
A B E mEfoA RMSNorm, F#E Tk,

+ PR #54915 [Qwen3.8-Flash-Next] Compact indexer logits workspace to improve
prefill efficiency: R A Qwen RFERBMERERML PR, FRAZMKGMA, HARF AR,

« PR #55020 [Perf] Prefetch the weight before the PDL wait in fused_g_kv_rmsnorm: 3
BABMREE R, 548 PR AR ERRARE,

« PR #55126 [Bugfix][PD] Pad resumed speculative decode requests: ¥ & 3ZxLA# (
MTP) ®&8&, 54 PR By MTP BZMAbAR%,



